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Abstract—How to increase the utilization of data center
networks (DCN) is a critical problem to ensure the quality
of cloud services. Previous researches showed that the key
is to increase the time-average utilization and decrease the
overload ratio, and proposed many efficient virtual machine (VM)
placement algorithms to achieve higher utilization. However,
most of those works did not consider the quality assurance and
statistical multiplexing methods, which can greatly improve the
effectiveness of VM placement. In this paper, we propose a novel
quality-assured VM placement scheme that dynamically places
VMs to better multiplex time-varying resource demands. We
firstly apply AutoRegressive Integrated Moving Average (ARIMA)
and Generalized AutoRegressive Conditional Heteroskedasticity
(GARCH model) to forecast the trend and volatility of the future
demand, and then develop a Modern Portfolio Theory (MPT)-
based method to enlarge DCN utilization and hedge the risk
of server overloads. Extensive simulations and detailed analysis
are conducted to validate the efficiency of our proposed scheme,
which outperforms the previous works greatly.
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I. INTRODUCTION

Data center network (DCN) is the physical infrastructure to

support cloud computing services. In a typical virtualization-

based cloud service, applications share the computing re-

sources (such as CPU, memory, I/O and bandwidth) of

physical machines (PMs) in DCN by running in isolated

virtual machines (VMs). Each VM will be allocated a certain

amount of computing resources and complete its assignments

individually or cooperatively. Intuitively, deciding the amount

of resource each VM needs (called VM sizing) is a critical

process to achieve efficient VM placement and high-level QoS.

VM sizing is a long-time existing problem. Inadequate VM

sizing results in over-provisioning or under-provisioning: the

former may cause high energy consumptions and waste costly

resources, while the latter may lead to degradation of appli-

cation performance. Various solutions have been proposed in

the literature to achieve higher VM utilization rate.

Bobroff et al. [1] proposed a dynamic VM placement

system for managing service level agreement (SLA) violations.

The algorithm forecasts the future demand and models the

prediction error. However, their approach only deals with
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single VM prediction and does not take correlation into

consideration. Meng et al. [2] argued that VM provisioning

should not be done on VM-by-VM basis and advocated joint-

VM-provisioning, which can achieve 45% improvements in

overall utilization. Verma et al. [3] discovered the stability of

correlation among VMs and proposed a simple algorithm that

provisions two VMs with anti-correlation at a time. Although

the latter two methods take correlation into account, both of

them can only identify pairs of compatible VMs.
The key advantage of considering correlation stems from the

fact that different VMs usually do not reach their workload

peaks and valleys at the same time. An allocation scheme

that places VMs with similar temporal peak-valley patterns

yields more number of used PMs compared to a method that

places VMs with complementary temporal behaviors. Current

work always selects a pair of VMs with relative good results,

but why not take a step further to better exploit the benefits

of correlation? Putting more VMs together and considering

correlation among them may introduce larger merits.
In this paper, we present a novel quality-assured VM

placement system that makes use of multi-VM correlation

and future demand prediction. We take correlation into con-

sideration (not just pairwise correlation) and develop a MPT-

based placement method, which achieves higher utilization and

provides quality assurance for cloud services. The performance

of our system highly depends on the accuracy of the future

demand prediction. Correspondingly, we apply ARIMA model

to predict the future trend and GARCH model to estimate the

volatility of the future demand. Using the predicted mean-

variance values and MPT-based placement scheme, we can

achieve better VM sizing with effective system performance.

The contribution of our work is three-fold:

• We design a dynamic VM placement management

scheme that allocates resources in a quality-assured

way. That is, our system does not promise that under-

provisioning will never happen, but guarantees that under-

provisioning happens at a very low probability.

• Instead of considering pairwise correlation between VMs,

our system can utilize correlation among any number of

VMs to achieve higher utilization and reduce the number

of used PMs. To the best of our knowledge, we are the

first work to involve correlation among arbitrary number

of VMs for placement problem.

• We evaluate our placement scheme in comparison with
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the previous classical schemes and analyze the results

comprehensively. The comparison results validate the

efficiency and benefit of our system explicitly.

The rest of the paper is organized as follows. Section

2 introduces the system architecture of our design. Section

3 illustrates the techniques to forecast the future demand.

Section 4 proposes our construction of VM placement scheme

based on Modern Portfolio Theory. In Section 5, we conduct

extensive simulations for comparing our method to previous

solutions. Section 6 surveys prior works about network per-

formance and VM placement. Section 7 concludes the paper.

II. SYSTEM ARCHITECTURE

Consider a data center where tens of thousands of appli-

cations are deployed on VMs hosted on PMs. We plan to

construct a quality-assured management system that draws

belief about the future demand of most applications, allocates

minimal resources to satisfy the demand, and supports a spec-

ified level of SLA at the same time. Our system architecture

is shown in Fig. 1, which consists of three key components:

demand monitor, demand predictor, and placement manager.

PM VM VM VM VM

PM VM VM

PM VM VMVM

Monitor

Utilization 
Predictor

Placement 
Manager

Utilization History

PM: Physical Machine
VM: Virtual Machine

Fig. 1: System architecture

In Fig. 1, VM placement happens periodically every Δt
minutes, with the following three steps:

First, the demand monitor continuously collects resource

demand history (i.e. CPU, memory, harddisk) from all PMs

till time t. Note that the timescale over which the resource

demand varies must exceed interval Δt so that the remapping

of VMs to PMs keeps pace with the demand changes.

Second, the resource utilization history of all PMs are

fed into the utilization predictor to forecast future demand

requirement for each VM in the next Δt time, i.e., in the

period [t, t+Δt). Our predictor not only forecasts the expected

demand, but also outputs a volatility estimation, which reflects

the fluctuating degree of the demand around its expectation,

as well as the demand correlations among different VMs. We

apply GARCH models [4] for prediction errors to estimate the

volatility and correlation among VMs.

Finally, the VM placement manager takes predicted values

as the input, and figures out the allocation scheme about where

each VM should be placed. It will output a matrix X = [xmn],
where xmn = 1 indicates that VM n is hosted on PM m.

The system finishes the above three steps before time t, so

that a new VM placement can be performed at time t for the

period [t, t + Δt), after which the above process is repeated

for the next period [t+Δt, t+ 2Δt).

Volatility. Previous works mainly use the predicted average

demand or simply use the historical data as an input to com-

plete their allocation scheme. In this paper, we not only predict

the mean of the future demand, but also predict the variance of

the demand as an fluctuation indicator to its expectation. Using

this variance, it is easier to achieve the quality assurance,

whose goal is to ensure that the load imposed on each PM

m has high probability to be less than the capacity of PM.

This description can be formulated as follows:

PR(Lm > Cm) < ε, ∀m (1)

where ε > 0 is a small positive constant, called the under-
provision probability, Cm is the capacity of PM m, and Lm

denotes the load imposed on PM m. Equation (1) is also the

requirement to achieve SLA.

Quality-assured VM placement. Traditional VM place-

ment scheme only considers one VM at a time. Meng et

al. [2] argued that we can utilize anti-correlation between

VMs. However, their approach just picks two VMs at a time

and tries to allocate as less resource as possible. Actually,

pairwise correlation has strong limitations to deal with various

real situations. An example can be shown in Fig. 2: there are

three VMs that negatively correlate with each other, and thus

the method proposed in [2] is not suitable for this scenario.
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Fig. 2: Individual VM capacity requirements.
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Fig. 3: Aggregate capacity allocated by MPT-based method

However, if we take advantage of the MPT and develop

an MPT-based mechanism to book resources, then we can

implement joint-provisioning of any number of VMs as long as

these VMs can be hosted in one PM without SLA violations.

Fig. 3 exhibits the overall capacity allocated for VM 1, VM

2 and VM 3, which is about 70% once we consider VM

correlation, while the traditional VM placement scheme will

allocate about 90% of the overall capacity for these three VMs.
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III. FORECASTING MODELS

Efficiently allocating resources to VMs without SLA vio-

lations requires an accurate forecasting methodology, which

estimates resource demand based on historical demand data.

For each resource of interest (such as CPU or memory),

we analyze the observed history and build a predictor that

forecasts the mean and the variance of the future demand.

In this section, we will present our effective time series

forecasting methods based on the past observations.

We assume that the utilization of resource of interest for

a certain VM n at any point in the period [t, t + Δt) can

be represented by Un
t . Let μt = [μ1

t , μ
2
t , . . . , μ

N
t ] represent

the demand expectation vector and Σt = [σijt] the utilization

covariance matrix for all N channels in [t, t+Δt). We assume

that before time t, the system has already collected all the

utilization history from the utilization monitor with a sampling

interval of Δt. After defining variables, the remaining question

is how to forecast μt and Σt using the available sampled

utilization of VMs’ resources.

In the following subsections, we propose an ARIMA

model [5] for conditional mean prediction with an GARCH

model for conditional variance prediction [4] that can forecast

the utilization covariance matrix.

A. ARIMA Model

Given a time series {Un
t } of utilization for VM n at time

t, define the lag operator L by LUn
t = Un

t−1. Then the lag

difference operator � is defined in this way, i.e.,{
LdUn

t = Un
t−d,

�dUn
t = �(�d−1Un

t ), for d ≥ 1, (�0Un
t = Un

t ).
(2)

For a series Un
t of VM n, e.g. the CPU utilization, we first

apply �j operation to remove daily periodicity. Here we define

�j as �jU
n
t = Un

t −Un
t−j . Then, difference �jU

n
t for d times

to get a stationary time series Ũn
t , which can be well modeled

by the AutoRegressive Moving-Average (ARMA) model [5].

The ARMA(p, q) model for this particular series is thus

(1−φ1L−. . .−φpL
p)�d�jU

n
t = (1+θ1L+. . .+θqL

q)εt (3)

where {εt} is a sequence of serially uncorrelated random

variable with zero mean and finite variance. The difference

order is usually a small value depending on the degree of the

trend in the daily utilization variation.

As for parameter specification, we can follow Box-Jenkins

methodology to decide values of p, q, d and j. Now, we can

easily make k-step-ahead prediction of {Un
t } once parameters

of Eqn. (3) is specified. Fig. 4 shows the use of ARIMA model

in predicting future demand. From the figure we can see that

the predicted value is very close to the practical value.

B. GARCH Model

In the following discussion, we’ll fit a GARCH(p,q) model

of prediction errors to predict the standard deviations to help

better reduce the risk for a certain allocation scheme.{
Ziτ =

√
hiτeτ

hiτ = αi0 +
∑P

j=1 αijZ
2
iτ−j +

∑Q
j=1 βijhiτ−j

(4)
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Fig. 4: The conditional mean utilization prediction for a

typical workload. The first 200 time units are used to train

ARIMA model and the remaining are used to test the model.

where {eτ} ∼ IID N (0, 1) and {Ziτ} is modeled as a zero-

mean Gaussian process. hiτ is the time-varying conditional

variance. Based on training data, parameters in Eqn. (4) can

be decided using method proposed in [5]. Fig. 5 illuminates

the GARCH process we use to model the prediction error and

use the model to forecast conditional variance.
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Fig. 5: One-step-ahead prediction errors for CPU utilization

and its predicted conditional standard deviations.

To predict covariance between different VMs, we first use

GARCH model to forecast variance hit of VM i and variance

hjt of VM j. Let ρij denotes the correlation between VM i
and VM j. Using the definition of the Pearson correlation, we

can figure out the covariance between VM i and VM j:

σ̂ijt = ρij
√
hithjt (5)

Since [3] shows that the correlation among VMs remains

almost the same as time goes by, we think that using the past

observations to calculate ρij is feasible.

IV. VM PLACEMENT SCHEME

In this section, we present the application of correlation

forecasts to VM migration. To achieve high utilization without

SLA violations, the allocated resource should match the future

demand with a conditional mean forecasts. It should also

reduce the volatility by considering resource multiplexing.

There are two performance metrics that will evaluate the

effectiveness of our proposed VM placement algorithm:

• overload ratio o, which is the ratio of time periods where

the reserved resource is lower than the actual demand

over all the periods.

• average utilization U , which is the average utilization of

the allocated resource over all the periods.

Our objective is to keep a low overload ratio o while

achieving a high time-averaged utilization U . To fulfill our

goal, we will monitor the utilization (i.e. CPU, memory, traffic)

of each VM and predict the conditional mean μ and the

conditional variance σ. We will also calculate the correlation

ρ among different VMs on the same PMs with the past

observations. After we have μ, σ, ρ, we will be able to predict
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the risk that the current allocation will violate SLA and we

will propose VM placement according to this risk.

Based on the above analysis, we can formulate the VM

placement problem as follows:

minm
∑

m
(∃n(xmn = 1)) (6)

s.t. PR(Lm > Cm) < ε, ∀m, (7)∑
n
xmn = 1, ∀m, (8)

xmn ∈ {0, 1}, ∀m, ∀n. (9)

We suppose Ls follows a normal distribution which is often

used as the first approximation to describe real-valued random

variables. This assumption enables us to transform Eqn. (7) to:

Cm ≥ E[Lm] + cp(μ, σ
2)
√
var[Lm] (10)

where cp(μ, σ
2) is the (1−p)-percentile of normal distribution

with mean μ and variance σ. E[Lm] is the sum of expectations

of utilization of all the hosted VMs and var[Lm] is the

variance of the workload:{
E[Lm] = μ1xm1 + μ2xm2 + . . .+ μnxmn,

var[Lm] =
∑

i,j ρijσiσjxmixmj .
(11)

A. A Novel VM Migration Algorithm

After the problem formulation, we will present our solution

to the VM placement problem. Since our algorithm is based

on the modern portfolio theory, we will call our algorithm

MPT-based algorithm. The algorithm is shown in Alg. 1.

Algorithm 1: VM Placement Algorithm

Input: Historical observations obtained from the monitor.
Output: An allocation scheme with guranteed QoS

1 foreach VM n do
2 foreach PM m do
3 Add VM n to PM m.;

4 if E[Lm] + cp(μ, σ
2)
√
var[Lm] < Cm then

5 Cm = Cm − E[Lm]− cp(μ, σ
2)
√
var[Lm];

6 xmn = 1; break;
7 else
8 Remove VM n from PM m;
9 end

10 end
11 end

Alg. 1 is a first-fit algorithm which will place a certain VM

into the first PM that can hold it with a certain probability

less than the requirement of SLA violation. You may discover

that this algorithm does not find an optimal solution but

it is still efficient to find a better solution than previous

algorithms. Since VM placement problem is polynomial time

many-to-one reducible to multiple knapsack problem, which is

a known NP-optimization problem, our greedy approach can

solve this NP problem with tolerant approximation errors and

time complexity O(mn).

B. Algorithms for Comparison

We compare our algorithm with the following:

Static. It is based on the idea of always provisioning for

the peak. Static algorithm is a reactive management algorithm

which allocates resources based on historical observations

without making any predictions.

Constant variance. This algorithm will utilize prediction

of conditional mean. However, it doesn’t take time-varying

variance and anti-correlation into consideration. It will assume

a constant variance σ2 in forecast errors and σ2 can be figured

out by data training. As we have presumed that Lm of PM m
follows Gaussian distribution, the risk premium is the (1−p)th
percentile of the normal distribution N(0, σ2).

Correlation-based. It is first proposed in [2]. This algo-

rithm will first calculate correlation ρij among pairwise VMs

and then find the matrix entry (i, j) with the lowest correlation

coefficients. Once two VMs are chosen, we can multiplex the

two to reduce the resource allocated.

V. SIMULATION RESULTS

In this section, we evaluate our management algorithm

by extensive simulations. We first generate 400 resource

utilization traces with different mean and variation. Each

trace contains a list of 500 historical data. We will use the

first 200 observations to train the time series model and the

remaining data to test our algorithm and compare our MPT-

based allocation scheme with previous algorithms.

As we can see from Fig. 6, when under-provision ratio

becomes larger, there are more machines with high utilization.

With higher under-provision ratio, the average utilization will

also be higher than that of the lower one. There is a trade-off

between higher utilization and lower SLA standard and we

can adjust under-provision ratio to strike a balance.

Figure 7 shows the cumulative distribution function (CDF)

of VMs and tells us more about the performance of these

algorithms. Static has the most machines running with low

utilization. Static uses peak value in the past to allocate

resource in the near future so we are not surprised to see

the average utilization and the number of unused PMs are the

lowest. It is not predictive and dynamic, thus it can’t respond

to time-varying demand well. Constant variance assumes the

variance of a certain VM i is constant, which is apparently not

the case in the real world. The result shows that almost all the

VMs is running with utilization larger than 90%. Correlation-
based has a little more machines with low utilization and

has a lot with higher utilization. MPT-based outperforms all

other three algorithms. There are more machines with high

utilization than that of Correlation-based algorithms and less

machines with low utilization.

Table. I shows that the average utilization is the highest and

the number of PMs that are turned on is the lowest. Table. I

also shows that the ratio of overload machines using MPT-
based scheme are quality assured. The actual ratio is similar

to the under-provision ratio we specify.

Figure 8 shows that k is critical to the performance of our

algorithm. Figure 8(a) shows that the larger k we choose, the

more PMs are used. Thus, we should choose a small k to

achieve better performance. Figure 8(b) shows that larger k
leads to larger under-provision ratio. By intuition, larger k
will inevitably increase the risk of under-provisioning in that

predicted mean, variance can’t be predicted accurately.
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TABLE I: Simulation results showing the number of used PMs and the overloading rate in different time periods.
Time Periods 200-300 Time Periods 300-400 Time Periods 400-500

Under-provision ratio 2% Used PMs Overload Mean Used PMs Overload Mean Used PMs Overload Mean
Constant Variance 109 2.67% 93.33% 118 3.33% 83.64% 115 0.67% 86.28%
Correlation-based 114 0.00% 95.20% 122 0.00% 93.27% 108 0.00% 93.96%
MPT-based 105 1.33% 96.31% 102 2.67% 96.20% 103 1.33% 96.44%

Time Periods 200-300 Time Periods 300-400 Time Periods 400-500
Under-provision ratio 5% Used PMs Overload Mean Used PMs Overload Mean Used PMs Overload Mean
Constant Variance 107 5.33% 94.31% 115 3.33% 85.78% 113 1.33% 88.11%
Correlation-based 114 0.67% 95.85% 120 1.33% 94.28% 107 0.00% 94.60%
MPT-based 104 4.00% 97.06% 102 5.33% 96.44% 102 3.33% 96.78%

Time Periods 200-300 Time Periods 300-400 Time Periods 400-500
Under-provision ratio 10% Used PMs Overload Mean Used PMs Overload Mean Used PMs Overload Mean
Constant Variance 105 5.33% 96.35% 105 3.33% 90.65% 107 1.33% 92.23%
Correlation-based 111 0.67% 97.40% 114 0.00% 96.63% 104 2.00% 96.64%
Our Approach 103 9.33% 98.02% 101 9.33% 97.83% 101 6.00% 98.04%

 0
 0.1
 0.2
 0.3
 0.4
 0.5
 0.6
 0.7
 0.8
 0.9

 1

 0.75  0.8  0.85  0.9  0.95  1

C
D

F 
(%

)

Resource Utilization

SLA 2%
SLA 5%

SLA 10%

Fig. 6: MPT-based scheme with different under-provision ratio.

 0
 0.1
 0.2
 0.3
 0.4
 0.5
 0.6
 0.7
 0.8
 0.9

 1

 0.2  0.3  0.4  0.5  0.6  0.7  0.8  0.9  1

C
D

F 
(%

)

Resource Utilization

MPT-based
Constant variance
Correlation-based

Static

Fig. 7: CDF of utilization with under-provision ratio 5%.

 102
 104
 106
 108
 110
 112
 114
 116
 118

 0  20  40  60  80  100  120  140  160  180  200

N
um

be
r o

f P
M

s 
us

ed

k-step ahead allocation

SLA 2%
SLA 5%

SLA 10%

(a) Number of PMs used of k-step-ahead allocation

 0
 0.05
 0.1

 0.15
 0.2

 0.25
 0.3

 0  20  40  60  80  100  120  140  160  180  200U
nd

er
-p

ro
vi

si
on

 ra
tio

 (%
)

k-step ahead allocation

SLA 2%
SLA 5%

SLA 10%

(b) Actual under-provision ratio of k-step-ahead allocation
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VI. RELATED WORK

The related researches on DCN can be categoried as follows:

Network performance prediction: Di Niu et al. used pre-

dicted volatility in bandwidth reservation in [6] and proposed

a predictive resource auto-scaling system that dynamically

books the minimum bandwidth resources from multiple data

centers for the VoD provider in [7]. Min Zhang [8] presented

robust dynamic approach which periodically identifies band-

width allocation to virtual networks.

VM placement: Clark et al. [9] presented the design, imple-

mentation, and evaluation of high-performance OS migration

built on top of the Xen virtual machine monitor. Nelson et

al. [10] proposed a fast and transparent application migration

system. Ye et al. [11] compared the live migration efficiency

with different resource reservation approaches and proposed

corresponding optimization methods. Meng et al. [12] pro-

posed using traffic-aware virtual machine placement to im-

prove the network scalability.

VII. CONCLUSION

In this paper, we proposed a novel dynamic VM placement

scheme utilizing predicted mean and variance together with

correlation among VMs in data center management. Time

series forecasting techniques (ARIMA and GARCH) and our

modern portfolio based management scheme are combined to

provide better performance in minimizing the probability of

under-provisioning and maximizing the resource utilization.

We evaluate our proposed method using randomly generated

traces of CPU utilization and the results show that our pro-

posed algorithm is effective in reducing cost and keep the

probability of overload as low as possible. Compared with

previous algorithms, our algorithm has better performance.
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