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Data caching has been shown to be efficient in reducing network bandwidth consumption and acceler-
ating information access. In a caching system, an important issue is coordinating data placement to
achieve optimal system performance. This paper studies cache placement strategies and their perfor-
mance in cooperative hierarchical caching environments. A theoretical model is introduced to analyze
the access cost of placing a set of object copies in the routing path. Using this model, the object placement
problem can be formulated as an optimization problem. It is proved that the problem can be divided into
subproblems, thus optimal solutions can be obtained by using dynamic programming. It is further proved
that if some nodes are known to be in the optimal solution, the calculation cost of the dynamic program-
ming algorithms can be reduced. A heuristic greedy algorithm is also presented for efficient implemen-
tation. Performance of these strategies are evaluated using simulations under both synthetic workload
traces and real workload traces. It is shown that both the optimal and the heuristic strategies perform
well in cooperative hierarchical caching systems.

� 2010 Elsevier B.V. All rights reserved.
1. Introduction

Data caching has emerged as an effective way in improving sys-
tem performance, i.e. reducing network traffic, alleviating server
load and decreasing access latency [1–10]. In traditional caching
schemes, the primary function of a cache is to act as fast interme-
diate storage between clients and servers. In such schemes, cache
placement and replacement are decisions made independently by
each cache in the system, which can be inefficient [11].

Danzig et al. first showed that by providing caches in a hierarchi-
cal arrangement, the network bandwidth consumed for file transfer
could be significantly reduced [12]. Following these findings, a hier-
archical caching system was implemented in the Harvest system [3].
A number of cache sharing protocols were proposed, which provided
mechanisms to reduce the communication cost among caches, i.e.
Summary cache [13] and Cache digests [14]. Che et al. [2] proposed
theoretical analysis to an uncooperative two-level hierarchical cach-
ing system where the LRU algorithm is locally run at each cache.
Meta algorithms for hierarchical web caching is proposed in [15],
however, no cache cooperation was considered in the meta
algorithms. Rodriguez et al. illustrated the benefit of cooperative
ll rights reserved.
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caching, where web nodes share their cache content and make cache
decision cooperatively [1]. Tang et al. showed that in the en-route
web caching system where web caches were associated with routing
nodes between the source and the destination, cache placement
could be deduced to a cooperative optimization problem in a hierar-
chical network [16].

In the wireless environment, Yin and Cao introduced coopera-
tive caching techniques in ad hoc networks and showed their
efficiency for data access [7]. In wireless hierarchical networks
[17,18] and sensor networks [19,20], due to resource constraints,
unreliable links, and multi-hop communications, caching fre-
quently accessed data is a promising technique to reduce wireless
communication overhead. For example, in a wireless sensor net-
work, all sensing data are reported to the sink. When a sensor
make a query for a data item, its request is forwarded to the sink,
and then the sink will send back the query data. If frequently used
data is cached in the intermediate hierarchies from the sink, some
queries can be answered by a neighboring caching node instead of
fetching from the sink, which will speed up information access in
the sensor network. Cooperative caching strategies in wireless net-
works have attracted widely attention in the recent years due to
this significant advantage [21,10,22–24,8,25,26].

In this paper, we address an important issue in cooperative
caching systems: online cache decision to improve system effi-
ciency. Given a set of caches, their network distances and access
frequencies, the problem is to decide which objects should be
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stored in the caching system and which objects should be removed
in order to minimize the total access cost.

Our investigation of the performance of cache placement strat-
egies involves both analytical model and simulations. We first
introduce a theoretical model to analyze the access cost of online
cache placement strategies. Then we formulate the object place-
ment problem as an optimization problem. By proving that the
optimization problem can be divided into subproblems, we pro-
pose optimal solutions using dynamic programming. We further
prove that if some nodes are known to be in the optimal solution,
the calculation cost of the dynamic programming algorithms can
be reduced. A heuristic greedy algorithm is also presented for effi-
cient implementation. We present simulations to evaluate the per-
formance of different caching algorithms under both synthetic
workload traces and real workload traces. Experimental results
show that both the optimal and the heuristic strategies outperform
most existing hierarchical meta algorithms.

The rest of the paper is organized as follows. Section 2 intro-
duces related work. Section 3 describes the system model. The
coordinated cache placement problem is formulated in Section 4.
Section 5 proposes theoretical analysis to the problem, and
presents both the dynamic programming and heuristic solutions.
The performance of the proposed strategies are compared in Sec-
tion 6. The conclusion of the paper is in Section 7.

2. Related work

Data caching is widely seen as an effective solution to improve
system performance [1–8,10]. Hierarchical web caching was first
proposed in the context of the Harvest [3] project, where a series
of caches are arranged hierarchically in a tree-like structure. Tra-
ditional hierarchical web caching involves multiple proxies at dif-
ferent levels. Requests are first received at the leaf caches and are
routed upwards until they reach a cache (or the content server)
that stores a copy of the requested document. When the re-
quested document is found, it is sent on the reverse path to the
client, and each cache on this path gets to store a local copy of
the document so as to serve future requests. Such a hierarchical
caching strategy is referred to as the leaving copies everywhere
(LCE) algorithm [15]. However, caching redundant document cop-
ies in all intermediate caches on the reverse path may not be an
efficient approach and recent work [27,15,2,28] has shown that
LCE can be improved.

Che et al. [2] analyzed an uncooperative two-level hierarchical
caching system where the LRU algorithm is locally run at each
cache. On the basis of this analysis, a new algorithm referred to
as Filter is proposed. A cache can be viewed roughly as a low pass
filter with its cutoff frequency equal to the inverse of the character-
istic time. Documents with access frequencies lower than this cut-
off frequency will have good chances to pass through the cache
without storing a local copy; this can save cache resources since
it is likely that these documents will be replaced before being re-
quested again. However, Filter incurs additional complexity as it
needs to estimate the request frequency of each requested docu-
ment in all clients and disseminate this information to all the
caches.

Laoutaris et al. studied several meta algorithms for hierarchical
web caching, namely Prob, leave copy down (LCD) and move copy
down (MCD) [27]. Comparison of the three algorithms with the LCE
and Filter in [15] showed that LCD performs the best under all the
studied scenarios. It even appears to perform better than Filter, de-
spite the fact that it is much simpler.

Wong and Wilkes proposed a simple inter-cache co-operation
mechanism called DEMOTE [28]. By demoting (instead of evicting)
an object from current level to a higher level caching, the algorithm
can achieve the goal of avoiding the duplication of the same objects
at multiple levels. Korupolu et al. investigated the placement prob-
lem for hierarchical cooperative caching, that is, how to fill the
available cache space with copies of objects in such a way that
average access cost is minimized [11]. Both exact and approximate
polynomial-time algorithms were presented. The exact algorithm
was based on a reduction to a min-cost flow problem. However,
it does not appear to be practical for large problem size. A simple
constant-factor approximation algorithm was also provided for
efficient distributed implementation.

Yin and Cao introduce cooperative caching in wireless ad hoc
networks [7], where three cooperative caching schemes were
studied: CachePath, CacheData and HybridCache. In CacheData,
intermediate nodes cache the data to serve future requests in-
stead of fetching data from the data center. In CachePath, mobile
nodes cache the data path and use it to redirect future requests to
the nearby node which has the data instead of the faraway data
center. In HybridCache, the advantages of CachePath and Cache-
Data are combined to further improve performance. Tang et al.
considered the cache placement problem of minimizing total data
cost in ad hoc networks with multiple data items and nodes with
limited memory capacity [10]. They showed that the problem is
NP-hard and presented a benefit-based approximation algorithm
which achieved at least 1/4 of the optimal benefit. Xu et al. pro-
posed a gain-based cache policy called Min-SAUD [8]. Min-SAUD
considers several factors that affect cache performance, namely,
access probability, update frequency, data size, retrieval delay,
and cache validation cost. Artail et al. introduced a cooperative
and adaptive data-based caching system for mobile ad hoc net-
works [25]. Data cache placement strategies in sensor network
to minimize communication cost are found in [26]. Dogar et al.
proposed a system for opportunistic caching in multi-hop wire-
less networks [21], where overheard data is opportunistically ca-
ched to improve subsequent transfer throughput in wireless
communication.

Tang et al. proposed a coordinated en-route web caching
scheme [16]. In this scheme, cache status information along the
routing path of a request is used in determining where to cache
the requested object and what to replace if there is not enough
space. The object placement problem is formulated as an optimiza-
tion problem and the optimal locations to cache the object are ob-
tained using a dynamic programming algorithm. Similar solution
can be found in [29]. Based on their work, we propose in this paper
a more general theoretical model to analyze the data access cost in
cooperative caching systems, and provide a dynamic programming
solution for the optimal cache placement problem. We further dis-
cover that if some nodes (called divisions) are known to be in the
optimal solution, the calculation complexity of the dynamic pro-
gramming algorithm can be reduced. Based on that, we present
the division-based algorithm and heuristic greedy algorithm for
efficient implementation.

3. System model

In a cooperative caching system, a number of cache nodes work
together to serve each other’s requests. Cache nodes are computers
or routers in the network. They are willing to share their cache
content and make cache decisions cooperatively. Fig. 1 illustrates
an example of cooperative caching. In this figure, S is a content ser-
ver, and circles represent cache nodes. Assume node a1 requests a
data item residing in the server S. If there is no cooperative caching,
it will send a request along a routing path a1 ? a2 ? � � �? a8 ? S
to the server. When S receives the request, it will send back the
data item along the reverse path to a1. With cooperative caching
mechanism, some of nodes may have cached the data item in their
memory (like the black circles in Fig. 1). In this case, when a6 re-
ceives the request, it will send back the data item in local cache
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Fig. 1. An example of cooperative caching system.
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Fig. 2. System model for hierarchical caching.
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without further forwarding the request to S. Two benefits of
cooperative caching are evident in this example: first, a data item
can be fetched from a nearby cache node without traversing a long
way to the server, which will accelerate response time and save
communication cost; second intermediate cache nodes ‘‘filter out”
some requests to the server, which will alleviate server workload.

However, due to storage limitation, it is impossible for each
node to cache all data items in the server. This leads to the problem
of coordinating cache placement and replacement. As shown in
Fig. 1, when a1 fetches the data item from a6, is it necessary to
cache the item in some nodes along the path? If so, which node
should cache the item to achieve maximal efficiency of the system?
In this paper, we will investigate this online cache decision
problem.

In this paper, we assume a fixed routing strategy is used. This
means that each source has a fixed routing path to its destination,
and the request is always served by the first node caching the de-
sired data item in the routing path. In the example shown in Fig. 1,
a6 is the first cache node in the path from a1 to S and it will respond
to the request. If a6 does not cache the data item, it will be fetched
from a8 instead of b1 and b2. Although it seems more efficient to
fetch from b1 or b2, this approach incurs the extra cost of locating
the nearest cache copies. The fixed routing mechanism results in
the hierarchical topology of caching system: all nodes form a
tree-like structure with the content server in the root. In the rest
of the paper, we construct our analytical model based on the fixed
routing mechanism. It should be noted that our theoretical results
can also be applied in dynamic routing environments if the infor-
mation of nearest cache copies is available to any node at any time.
4. Problem formulation

As mentioned above, we address the problem of online coordi-
nated cache decision: when a data item is fetched, which node on
the path should cache a copy of the item, and which item should be
evicted from the caching system. The answer to this problem needs
to take into consideration several factors like access frequency and
communication overhead. In this section, we will present a formal
definition of the problem.

Since we are only concerned with the set of cache nodes on the
routing path from the query node to the response node, the topol-
ogy is a line structure. Fig. 2 depicts a scenario of data access in the
routing path. Node v initiates a query for a data item O (also called
object O in the rest of the paper). The query is forwarded to the
next hop along the routing path, until it is served by a node u. Note
that u could be a cache node with the desired data item or the con-
tent server. Assume there are n + 1 nodes in the path. We number
node u by 0, and number node v by n. the rest of nodes on the path
are numbered by 1, 2, . . .,n � 1 sequentially, as shown in Fig. 2. To
simplify the description of the problem, we assume there is a sen-
tinel node connected to v. The sentinel node is numbered n + 1, and
it is a virtual node which never generates requests.

Let fi be the access frequency of object O observed by node i. It
can be calculated by the number of requests for object O passing
through i to the number of total requests observed by node 0. Since
object O is not cached by any node in the path, requests for O that
go through node i must also go through its upstream nodes i � 1,
i � 2, . . .,1. So we have f1 P f2 P � � � P fn. For each node i, the re-
quests for O passing through i contain two parts: one from a down-
stream node, whose frequency is fi+1, and the other from other
nodes outside the path or being generated by itself, whose fre-
quency is denoted by f 0iþ1. It is easy to see from Fig. 2 that
fi ¼ fiþ1 þ f 0iþ1ði ¼ 0;1; . . . ;nÞ. Since the sentinel node will not gener-
ate requests, fn+1 = 0. When object O is passed down from node 0 to
node n, a copy of O can be dynamically placed in some of the nodes
along the path. The question is which nodes should cache a copy of
object O so that the total access cost is minimized.

4.1. Cache placement

Cache placement assigns copies of objects to the nodes along
the path subject to the cache capacity constraints. The set of nodes
which are chosen to cache the object is called a placement of cache
copies. We first give a formal definition:

Definition 1 (CoPlacement). Suppose object O is cached in K
intermediate nodes d1, d2, . . .,dK, where 0 6 K 6 n, and 1 6 d1 <
d2 < � � � < dK 6 n. The set DK = {d1, d2, . . .,dK} is a subset of the nodes
along the path. We call DK a CoPlacement (short for coordinated
cache placement) of the set {1, 2, . . .,n}.

Our objective is to make online decision to find an optimal
CoPlacement, so that the total access cost is minimized.

4.2. Cache replacement

As a node has limited cache space, when a new object is in-
serted, one or more objects should be removed from the cache to
make room for the new object. If an object is removed, the access
cost to it is increased, which is referred to as replacement cost. The
replacement cost of evicting object Oi can be calculated as
r(Oi) � h(Oi), where r(Oi) is the access ratio of object Oi in the node,
which is defined as the number of requests for Oi to the number of
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requests for all items observed by the node; and h(Oi) is the miss
penalty of object Oi, which indicates the additional cost of access-
ing the object if it is not cached in the node. In this paper, h(Oi) is
defined as the hops to fetch a copy of object Oi along the routing
path. For example, in Fig. 2, if node i does not cache a data item,
it may have to fetch the item from node 0, and the miss penalty
is the number of hops from node i to node 0. Let mi be the replace-
ment cost of placing a copy of object O at node i. Therefore mi can
be calculated by summing up the replacement costs of all the
evicted objects.

We employ a greedy replacement strategy similar to [16]. Each
object Oi is associated with a normalized replacement cost (NRC)
value, which is calculated by rðOiÞ�hðOiÞ

SðOiÞ
, where S(Oi) is the size of ob-

ject Oi. Assume all cached objects are ordered by the NRCs. When
cache replacement occurs, the objects with the smallest NRC are
selected, until sufficient space is created.

4.3. Access cost

We now derive the access cost of a CoPlacement. Consider the
scenario of Fig. 2. Assume DK = {d1, d2, . . .,dK}(1 6 d1 < d2 < � � �
< dK 6 n) is a CoPlacement. We use network latency to measure
the access cost of an object, calculated by the hops that the object
travels through to serve a query. Assume each request is satisfied
by the closest copy of the requested object. We introduce a func-
tion dist to calculate the access cost. dist(i, a, DK)(a 6 i) indicates
under CoPlacement DK, the distance from node i to a closest node
holding the requested object on the path from i to a. If no such
node exists, this is just i � a. Formally, the function can be defined
as

distði; a;DKÞ ¼ i� s

where

s ¼max a;djða 6 dj 6 iÞ
� �

So, the access cost to object O under CoPlacement DK is

Xn

i¼1

ðfi � fiþ1Þ � distði;0;DKÞ:

When placing an object in node i, there is a replacement cost
due to cache replacement, which is denoted by mi. Define a func-
tion penalty as

penaltyði;DKÞ ¼
mi if i 2 DK ;

0 else

�

The total access cost in Fig. 2 under CoPlacement DK can be cal-
culated as (Let fn+1 = 0):

Xn

i¼1

ððfi � fiþ1Þ � distði;0;DKÞ þ penaltyði;DKÞÞ: ð1Þ

Our objective is to find an optimal CoPlacement, so that the to-
tal access cost in Eq. (1) is minimized. We provide a more general
definition of the placement problem as follows.

Definition 2 ((a,b)-CoPlacement problem). Given two integers a,b
(0 6 a 6 b), and a set of real number fa, fa+1, . . ., fb�1, fb, ha, ha+1, . . .,hb�1,
hb, ma, ma+1, . . .,mb�1, mb, where fa P fa+1 P . . . P fb P 0, hi P 0
and mi P 0 (i = a, a + 1, . . .,b), Assume DK = {d1, d2, . . .,dK}
(a < d1 < d2 < � � � < dK 6 b) is a CoPlacement of the set
{a + 1,a + 2, . . .,b}. Define an objective function as

Cða; b;DKÞ ¼
Xb

i¼aþ1

ððfi � fiþ1Þ � distði; a;DKÞ þ penaltyði;DKÞÞ: ð2Þ
The (a,b) � CoPlacement problem is: find K and DK, so that C (a, b,
DK) is minimized.

According to the above definition, the object placement prob-
lem in Fig. 2 is simply a (0,n) � CoPlacement problem.

5. Solutions

In this section, we will present solutions to the optimization
problem. We first propose a dynamic programming solution, and
then we prove that its computation cost can be reduced by using
a division-based strategy. We will also present a heuristic solution
for efficient implementation.

5.1. Dynamic programming solutions

Before presenting our dynamic programming solution, we first
give the following observation on the objective function.

Theorem 1. Assume DK = {d1, d2, . . ., dK} (a < d1 < d2 < � � � < dK 6 b) is
a CoPlacement of the set {a + 1,a + 2, . . ., b}. C (a, b, DK) is an objective
function of a (a, b) � CoPlacement problem. For any l (1 6 l 6 K), the
following equation should be satisfied:

Cða; b;DKÞ ¼ Cða;dl � 1; fd1; . . . ;dl�1gÞ þmdl

þ Cðdl; b; fdlþ1; . . . ;dKgÞ: ð3Þ
Proof. For any l(1 6 l 6 K), the set of DK can be divided into three
subsets: P = {d1, . . .,dl�1}, Q = {dl}, R = {dl + 1, . . .,dK}:

Cða; dl � 1; PÞ þmdl þ Cðdl; b;RÞ

¼
Xdl�1

i¼aþ1

ððfi � fiþ1Þ � distði; a; PÞ þ penaltyði; PÞÞ þmdl

þ
Xb

i¼dlþ1

ððfi � fiþ1Þ � distði; dl;RÞ þ penaltyði;RÞÞ

According to the definition of dist and penalty, we have:

(a) when a < i < dl, dist(i, a, P) = dist(i, a, DK) and penalty(i,
P) = penalty(i, DK);

(b) when i = dl, dist(i, a, DK) = 0 and penaltyðdl;DKÞ ¼ mdl ;
(c) when dl < i 6 b, dist(i, dl, R) = dist(i, a, R) = dist(i, a, DK) and

penalty(i, R) = penalty(i, DK).
So,

Cða; dl � 1; PÞ þmdl þ Cðdl; b;RÞ

¼
Xdl�1

i¼aþ1

ððfi � fiþ1Þ � distði; a;DKÞ þ penaltyði;DKÞÞ þ ðfdl � fdlþ1Þ � 0

þ penaltyðdl;DKÞ þ
Xb

i¼dlþ1

ððfi � fiþ1Þ � distði; a;DKÞ þ penaltyði;DKÞÞ

¼
Xb

i¼aþ1

ððfi � fiþ1Þ � distði; a;DKÞ þ penaltyði;DKÞÞ ¼ Cða; b;DKÞ �

The following theorem shows that the optimal CoPlacement can
be obtained by solving subproblems.
Theorem 2. Assume a, b, K are integers, 0 6 a 6 b and 0 6 K 6 b � a.
Suppose DK = {d1, d2, . . ., dK} (a < d1 < d2 < � � � < dK 6 b) is an optimal
solution to the (a, b) � CoPlacement problem, and Dl = {q1, q2, . . ., ql}
(a < q1 < � � � < ql < dK) is an optimal solution to the (a, dK �
1) � CoPlacement problem, then D = {q1, q2, . . ., ql, dK} is also an
optimal solution to the (a, b) � CoPlacement problem.
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Proof. As Dl is an optimal solution to the (a, dK � 1) � CoPlacement
problem, we have:

Cða; dK � 1;DlÞ 6 Cða; dK � 1; fd1;d2; . . . ; dK�1gÞ:

According to Theorem 1, we have:

Cða; b;DÞ ¼ Cða;dK � 1;DlÞ þmdK
þ CðdK ; b; ;Þ

6 Cða;dK � 1; fd1;d2; . . . ;dK�1gÞ þmdK
þ CðdK ; b; ;Þ

¼ Cða; b;DKÞ: ð4Þ

On the other hand, since DK is an optimal solution to the
(a,b) � CoPlacement problem:

Cða; b;DKÞ 6 Cða; b;DÞ: ð5Þ

Combining (4) and (5), we have:

Cða; b;DÞ ¼ Cða; b;DKÞ:

Hence, the theorem is proven. h

Theorem 2 shows that the problem can be divided into
subproblems, thus dynamic programming can be applied to obtain
an optimal solution of the problem. Let OPT (a, b, x) be the
minimum access cost of the (a, b) � CoPlacement problem and
x(x 6 a) be the closest node to a which holds a copy of the
requested object. A dynamic programming solution to the (a,
b) � CoPlacement problem can be given as follows, which we call
the DPOPT algorithm:

OPTða; a; xÞ ¼minfma; ðfa � faþ1Þ � ða� xÞg;
OPTða; b; xÞ ¼minfOPTðaþ 1; b; aÞ þma;OPTðaþ 1; b; xÞ

þðfa � faþ1Þ � ða� xÞg;

8><
>:
ð0 6 a 6 b 6 nÞ ð6Þ

Thus the solution of the object placement problem in Fig. 2 is
OPT (1,n,0).

By calculating the OPT value recursively, the optimal CoPlace-
ment DK can also be obtained when calculation terminates.

5.2. The division-based solution

In this section, we will try to find a set of nodes to divide the
optimization problem into several subproblems in order to reduce
the computation complexity of dynamic programming. The follow-
ing theorem shows that if a node is known to be in the optimal
solution, the problem can be solved by calculating the optimal
solutions of two subproblems.

Theorem 3. Assume a, b, K are integers, 0 6 a 6 b and 0 6 K 6 b � a.
Suppose DK = {d1, d2, . . ., dK} (a < d1 < d2 < � � � < dK 6 b) is an optimal
solution to the (a, b) � CoPlacement problem. For an integer i
(1 6 i 6 K), if Dl = {p1, p2, . . ., pl} (a < p1 < � � � < pl < di) is an optimal
solution to the (a, di � 1) � CoPlacement problem, and Dm = {q1, q2

, . . ., qm} (di < q1 < � � � < qm 6 b) is an optimal solution to the (di,
b) � CoPlacement problem, then D = {p1, p2, . . .,pl, di, q1, q2, . . ., qm} is
also an optimal solution to the (a, b) � CoPlacement problem.
Proof. Since Dl and Dm are optimal solutions to subproblems, we
have:

Cða;di � 1;DlÞ 6 Cða;di � 1; fd1; . . . ; di�1gÞ;
Cðdi; b;DmÞ 6 Cðdi; b; fdiþ1; . . . ;dKgÞ:

According to Theorem 1:

Cða;b;DÞ¼Cða;di�1;DlÞþmdi
þCðdi;b;DmÞ

6 Cða;di�1;fd1; . . . ;di�1gÞþmdi
þCðdi;b;fdiþ1; . . . ;dKgÞ

¼Cða;b;DKÞ: ð7Þ
On the other hand, since DK is an optimal solution to the
(a,b) � CoPlacement problem:

Cða; b;DKÞ 6 Cða; b;DÞ: ð8Þ

Combining (7) and (8), we have:

Cða; b;DÞ ¼ Cða; b;DKÞ:

Hence, the theorem is proven. h

If a node i belongs to an optimal solution, we call it a division of
the (a,b) � CoPlacement problem. According to Theorem 3, if a divi-
sion of the (a, b) � CoPlacement is found, the optimization problem
can be divided into two subproblems. The subproblems can be
solved by applying dynamic programming algorithm presented
previously. The union of the subproblems and i is also an optimal
solution to the (a, b) � CoPlacement problem.

If m divisions are found, the (a, b) � CoPlacement problem could
be divided into m + 1 subproblems. The following theorem shows
that an optimal solution can be obtained by solving the m + 1
subproblems.

Theorem 4. Assume a, b, K are integers, 0 6 a 6 b and 0 6 K 6 b � a.
Suppose DK = {d1, d2, . . ., dK} (a < d1 < d2 < � � � < dK 6 b) is an optimal
solution to the (a, b) � CoPlacement problem. If S # DK is a subset of
DK. Assume S = {i1, i2, . . ., im}(d1 6 i1 < i2 < � � � < im 6 dK). Let i0 = a and
im+1 = b. S divides the problem into m + 1 subproblems: (i0,
i1 � 1) � CoPlacement, (i1, i2 � 1) � CoPlacement, � � �, (im,im+1) �
CoPlacement, assume their optimal solution is D1, D2, . . .,Dm + 1

accordingly. Then D = D1 + {i1} + D2 + {i2} + � � � + Dm + {im} + Dm+1 is
also an optimal solution to the (a, b) � CoPlacement problem.
Proof. Obviously each element in S is a division of the problem.
Applying Theorem 3 recursively, we have:

Cða; b;DKÞ ¼ Cða; i1 � 1;D1Þ þmi1 þ Cði1; b; P1Þ
¼ Cða; i1 � 1;D1Þ þmi1 þ Cði1; i2 � 1;D2Þ þmi2

þ Cði2; b; P2Þ
¼ � � �
¼ Cða; i1 � 1;D1Þ þmi1 þ Cði1; i2 � 1;D2Þ þmi2 þ Cði2; i3

� 1;D3Þ þ � � � þ Cðim; b;Dmþ1Þ
¼ Cða; b;DÞ

where Pj(j = 1, 2, . . .,m � 1) is the optimal solution of the (ij,
b) � CoPlacement problem. Hence, D is also an optimal solution,
and the theorem is proven. h

In order to apply Theorem 4 to reduce computation cost, a set of
divisions should be found ahead. The following theorem gives a
sufficient condition which can be used to find divisions of a
(a,b) � CoPlacement.

Theorem 5. Assume a, b, K are integers, 0 6 a 6 b and 0 6 K 6 b � a.
Suppose DK = {d1, d2, . . ., dK} (a < d1 < d2 < � � � < dK 6 b) is an optimal
solution to the (a,b) � CoPlacement problem. If there exists a node l
(a < l < b) which satisfies:
fl � flþ1
� �

�ml > 0; ð9Þ

then l is a division which belongs to the set of DK, that is:

l 2 fd1;d2; . . . ;dKg:
Proof. Suppose there exists a l which satisfies Eq. (9) and l R DK.
Consider the CoPlacement D

0
= DK + {l}. According to the definition

of dist and penalty, we have:
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(a) For a < i 6 b and i – l, dist(i, a, D
0
) 6 dist(i, a, DK) and penal-

ty(i, D
0
) = penalty(i, D);

(b) If i = l, dist(l, a, D
0
) = 0, dist(l, a, D) P 1, penalty(l, D

0
) = ml

and penalty(l, D) = 0.

By definition:

Cða; b;DKÞ ¼
Xb

i¼aþ1;i–l
ððfi � fiþ1Þ � distði; a;DKÞ þ penaltyði;DKÞÞ

þ ðfl � flþ1Þ � distðl; a;DÞ;

Cða; b;D0Þ ¼
Xb

i¼aþ1;i–l

ððfi � fiþ1Þ � distði; a;D0Þ þ penaltyði;D0ÞÞ þml:

So,

Cða; b;DKÞ � Cða; b;D0Þ P ðfl � flþ1Þ � distðl; a;DÞ �ml

P fl � flþ1
� �

� 1�ml > 0 ð10Þ

This implies that the total access cost of D
0
is smaller than that

of D, which contradicts the assumption that DK is an optimal solu-
tion to the (a, b) � CoPlacement problem. It can be concluded that
such l does not exist, and l must belong to the set of DK. The the-
orem is proven. h

Theorems 4 and 5 introduce a solution based on divisions (we
call it the DPDIV algorithm), which will reduce the computational
overhead involved in the solution of the dynamic programming.
The DPDIV algorithm can be described as

(a) Find a set of divisions S using Theorem 5: for i = a, a + 1, . . .,b,
if (fi � fi+1) �mi > 0, S = S + {i};

(b) If S = /, just use the DPOPT algorithm to resolve the problem;
(c) If S = {i1, i2, . . ., im} (a < i1 < i2 < � � � < im 6 b), let i0 = a and

im+1 = b + 1, the opitmal value can be calculated asPm
j¼0OPTðij þ 1; ijþ1 � 1Þ; ij, where subproblems OPT(ij + 1,

ij+1 � 1, ij) can be calculated by DPOPT algorithm. The optimal
CoPlacement D is the union of the solutions of subproblems:
D = D1 + {i1} + D2 + {i2} + � � � + Dm + {im} + Dm+1.
5.3. Heuristic solution

Dynamic programming solutions have high computation and
space cost. In the context of hierarchical caching CoPlacement,
optimal solution is not necessary, and approximate solutions are
also satisfiable for most systems. In the following section, we pres-
ent a heuristic greedy algorithm to solve the (a, b) � CoPlacement
problem.

The basic idea of the greedy solution is: each time select a node
which can reduce the access cost most and add it to the set of
CoPlacement, until no node could be found to reduce the total ac-
cess cost. The detailed process is described as follows:

(a) Let D = ;;
(b) Select a node K, so that C (a, b, D + {K}) = min {C (a, b,

D + {i})(i = a + 1, . . .,b,i R D)};
(c) If C (a, b, D + {K}) < C (a, b, D) then let D = D+{K};
(d) Repeat step (b)–(c), until no node could be added into D.

The set of the selected nodes D is an approximate solution to the
(a, b) � CoPlacement problem.

5.4. Implementation issues and discussion

As mentioned before, our objective is to make online cache
placement decisions. Several issues should be concerned to imple-
ment the proposed strategies: which node should run the algo-
rithms and how to collect the information for the input of the
decision strategies. In our opinion, the algorithm could be run by
the response node (node 0 in Fig. 2). Each node sends their data ac-
cess statistics to node 0. Node 0 will calculate the optimal solution
using the proposed algorithms, and then send back the placement
decision to the other nodes. The details are given in the following
steps:

(a) Each node maintains an access counter for each data item it
accesses. Each time a request is generated or received, its
access counter is increased by 1.

(b) If a node has not cached the desired data item, it attaches its
ID and the access counter to the request message, and for-
wards the request to the next node in the routing path.

(c) When a node with the cache item (like node 0 in Fig. 2)
receives the request message, it can calculate the access fre-
quencies and hop counts from the information attached in
the request message. With these information, it can calcu-
late the optimal solution using the proposed algorithms.
After that, it sends back the requested data item along the
reverse path, with the optimal placement decision attached
(in the form of a bit sequence).

(d) When a node on the path receives the desired data item, it
checks the bit sequence to decide whether to cache a copy
of the item or not. If the result is positive, the proposed
NRC based cache replacement strategy is used to make room
for the new object.

Since these steps are run in each data access in the cooperative
caching system, it achieves online decision for cache placement.

Another problem that needs to be discussed is the optimality of
the proposed algorithms. Previous research [30–33] have shown
that cache placement problem in a tree-like network or a graph
is an NP-hard problem. In the case shown in Fig. 1, the situation
is more complicated: on one hand, it is very hard for a node to col-
lect global information of network topology and data access; on the
other hand, data access pattern and network topology changes
with time, thus obtaining a global optimal solution is impossible.

In this paper, we propose a local optimal solution to the cache
placement problem. We only consider cache placement optimiza-
tion in a routing path. Although this is not a global optimal solu-
tion, it does have the following benefits. First, the problem is
simple. Only a small number of nodes need to be considered, and
the solution can be calculated easily. Second, collecting local infor-
mation is easy. Only a few bits are attached to the request/reply
messages, thus the communication overhead is small. Third, since
cache decision is made online, it fits the dynamics of data access
and network topology.
6. Performance evaluation

6.1. The simulation environment

In this section, we will introduce the setup of our simulation
environment, including the generation of network topology and
calculation of access frequency.
6.1.1. Generating network topology
As shown in Section 3, a cooperative caching system can be

modeled as a graph. We apply a widely used random graph model
proposed by Waxman [34] in our simulation. In this model, a set of
nodes is randomly deployed in a plane. The number of nodes in our
simulation is set to 500. The probability of an edge from node u to
node v is given by
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Pðu;vÞ ¼ ce�
d
bL;

where 0 < c, b 6 1, d is the Euclidean distance from u to v and
L ¼

ffiffiffi
2
p
� scale is the maximum distance between any two nodes.

An increase in c will increase the number of edges in the graph,
while an increase in b will increase the ratio of long edges relative
to shorter edges.

We use the GT-ITM toolkit [35] to generate the network topol-
ogy in our simulation, with the Waxman parameters c, b being set
to 0.2, 0.5 accordingly.

We assume there is only a single content server in the system.
All queries can be served at the content server. The location of the
server is randomly chosen from the 500 nodes in our simulation.
Assume fixed routing strategy is used, and each node communi-
cates with the content server through the shortest path. The nodes
without a routing path to the server are removed from the system.
In this case, the simulation network forms a tree-like topology,
with the content server locating at the root.

When a node generates a request, it first searches for the re-
quired data item in local cache. If it is not found, the request will
be forwarded to the next-hop node along the routing path to the
server. The request is forwarded repeatedly until it meets a cache
node (called the response node) with the desired data item. The re-
sponse node will send back the item along the reverse path to the
user.
6.1.2. Calculation of access frequency
Each node maintains a counter for each item it has accessed.

Whenever a request is observed, its counter is increased by one.
The counter is attached to the request message being sent to the
response node. When a response node received a request message,
it can obtain the information of access frequency and hops, and use
them to calculate the optimal cache placement using the proposed
algorithms. The solution is sent back to the nodes in the reversed
path, together with the requested data item. Each node in the path
will make cache decision based on the response message. The
cache size of each node is set to 0.5% of the total size of the data
set by default.
6.2. Experimental workloads

We use both synthetic workload and real workload trace to
evaluate the performance of the proposed cache replacement pol-
icies. The synthetic workload simulates a small data set with
10,000 data items, averaging 25 KB per item, following a Zipf-like
query distribution. The real workload is derived from a busy
WWW server, with 7713 data items and 8472 bytes per item.
Table 1
Characteristics of experimental workloads.

Item Synthetic
workload

Real
workload

Total requests 200,000 79,943
Distinct documents 10,000 7713
Total size of distinct documents

(bytes)
256,000,000 65,345,646

Smallest file size (bytes) 1024 4
Largest file size (bytes) 51,200 159,258
Mean file size (bytes) 25,600 8472
6.2.1. Synthetic workload trace
The synthetic workload is generated in accordance to the fol-

lowing characteristics. In our experiment, each client generates a
number of queries every minute. Assume the query arrival rate fol-
lows a Poisson process with a mean arrival rate of k. We use a Zipf-
like distribution to model the possibility that a data item is re-
quested [36]. In this model, the access probability pi of data item

di is given by pi ¼ C
ia

, where C ¼
PN

k¼1
1
ka

� 	�1
. The parameter a

(0 6 a 6 1) is the skewness parameter of the Zipf-like distribution,
indicating the degree of concentration of requests. The value of a is
set to 0.9 by default. We assume homogeneous data access pattern
in the mobile, i.e., all client requests follow the same Zipf pattern.

Although a synthetic workload cannot represent a real work-
load exactly, it allows us to vary workload characteristics in a con-
trolled manner not possible using real workload traces.
6.2.2. Real workload trace
We adopt a real web trace from the servers for the 1998 World

Cup [37], which is widely used in previous research in evaluating
web cache performance [38,39]. The whole data set contains
1,352,804,107 requests received by 33 different servers, during
88 day period. We only select the log for 1 h (20:00–21:00, July
18, 1998) in our study. Only the cacheable requests (i.e. static doc-
uments like html and jpg files) in the trace are kept, and the unc-
acheable requests (i.e. dynamic queries such as jsp and asp pages)
are removed. The characteristics of experimental workloads are
summarized in Table 1.
6.3. Evaluation metrics

We employ a major performance metric, the average access de-
lay (AAD), to evaluate the performance of our caching system. The
average access delay is measured by the average hop count for a
client to fetch a data item. It reflects the response time for a query.
6.4. Caching schemes for comparison

We include the following algorithms in our simulation experi-
ments for comparison purposes:

� LCE [15]: this is the standard mode of operation currently in use
in most hierarchical caches. In the LCE scheme, each proxy runs
the standard LRU replacement algorithm independently.
Requests are first received at the leaf caches and are routed
upwards until they reach a cache that stores a copy of the
requested document or the content server. When the requested
document is found, it is sent along the reverse path to the client,
and each cache on this path gets to store a local copy of the doc-
ument. This type of hierarchical caching algorithm is known as
an leaving copies everywhere (LCE), which is considered as a
baseline algorithm for comparison purposes in our experiments.
� Prob [15,40]: Prob is a randomized cache placement and replace-

ment scheme. Each intermediate cache on the path from the loca-
tion of the hit down to the requesting client is eligible for storing a
copy of the requested document. An intermediate cache keeps a
local copy with probability p, and does not keep a copy with prob-
ability 1 � p. Prob with p = 1 is identical to LCE. In our experi-
ments, we let p equal to the access frequency of the object.
Thus, the more frequent the object is referenced, the more likely
a node will have cached a copy of the object. The LRU algorithm is
also employed in Prob for cache replacement.
� LCD [15,27]: under LCD a new copy of the requested document

is cached only at the immediate downstream neighbor, i.e. the
one that resides immediately below the location of the hit on
the path to the requesting client. LCD is more ‘‘conservative”
than LCE as it requires multiple requests to bring a document
to a leaf cache, with each request advancing a new copy of
the document one hop closer to the client. LCD algorithm out-
performs most existing hierarchical caching strategies accord-
ing to a previous study [15].
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6.5. Performance analysis

In this section, we compare our algorithms with the LCE, Prob
and LCD algorithms. As the DPOPT and DPDIV algorithms are both
optimal strategies, theoretically they have the same solution. We
only implement the DPDIV algorithm in our simulation for its com-
putation cost is lower. The optimal solution is referred to as ‘‘OPT”
algorithm in our later analysis. The greedy algorithm, an approxi-
mate solution to our cache CoPlacement problem, is also imple-
mented for comparison.
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Fig. 4. Average access delay under various Zipf parameters (synthetic workload).
6.5.1. Impact of the cache size
We first compare the performance of the different cache

schemes under different cache size. Each node in the experiment
has a relative cache size, which is the percent of the total size of
the total data set, and is varied from 0.25% to 1.50% in our
simulation.

Fig. 3 compares the average access delay as a function of the rel-
ative cache size under both synthetic workload and real workload.
It can be seen that access delay decreases with the increasing cache
size. For example, the average access delay of LCE and OPT de-
crease from 5.1 down to 4.0 and from 4.4 down to 3.7 in the syn-
thetic workload accordingly (Fig. 3(a)). LCE has the highest access
delay in the synthetic workload, and Prob has the highest access
delay in the real workload. OPT has the lowest access delay in both
workload, which indicates data access in the OPT scheme is much
faster. According to the figure, an improvement of 12–30% is ob-
served. The performance of the greedy algorithm is a little worse
than OPT, which is close to LCD in most cases.

We can conclude that LCE and Prob have the worst performance
due to the following reasons: (a) each node performs cache place-
ment and replacement independently, which does not take full
advantage of cooperation; (b) LCE occupies more storage in caching
redundant object copies, which leads to inefficient usage of cache
memory. Prob stores object copies with some probability, which
in some way could reduce cache redundancy, but could not reduce
access delay particularly. LCD has the merit of being able to avoid
the amplification of replacement errors and rationalize the degree
of replication. However, it still has some disadvantages: (a) LCD
uses the LRU algorithm for replacement. LRU only considers recent
usage pattern for cache replacement decision, which is not always
efficient; (b) with each request advancing a new copy of the
document one hop closer to the client, if an object is frequently
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requested by a node, it requires multiple requests to bring a docu-
ment to its cache, which is quite slow. OPT is much more efficient
than LCD and LCE. OPT employs a coordinated placement and
replacement scheme. By considering a set of factors such as access
frequency and data distance for cache decision, OPT could mini-
mize the total access cost, which achieves the best performance
in our simulation. The greedy algorithm is an approximate solu-
tion, which is not as good as the OPT scheme, but still outperforms
the other algorithms.
6.5.2. Impact of the data access pattern
Data access pattern can affect the performance of a caching sys-

tem because it is well known that a small set of popular documents
receives a large portion of the total volume of requests [36]. A Zipf-
like distribution is often used to model actual measured workloads
[41,42], with typical values of the skewness parameter a in the
range [0.6, 0.9]. As mentioned before, the Zipf skewness parameter
a indicates the degree of concentration of file accesses. Values of a
close to 1 indicate that a few documents (also known as ‘‘hot spot-
s”) attract the majority of the requests while values close to 0 indi-
cate almost uniform document popularity. By changing the value
of a, we generate a number of synthetic workloads with different
data access patterns to investigate the performance of the various
cache replacement strategies.
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Fig. 4 shows the performance when the Zipf skewness parame-
ter varies from 0.9 to 0.65. We can see from the graph that when
the Zipf parameter decreases, the performance decreases accord-
ingly. A larger Zipf parameter value means more queries are fo-
cused on a set of ‘‘hot” data items. As a result, cache replacement
policies can easily identify the frequently accessed data items
and keep them in the cache. This explains the performance degra-
dation when the data access rate drops. Comparing the perfor-
mance results shown in Fig. 4, we can see that OPT still performs
the best under different query patterns.
7. Conclusion

Coordinating data placement in caching system helps to reduce
user access cost. In our work, we study online coordinated cache
placement strategies using an analytical model and evaluate their
performance in cooperative caching systems. We first introduce a
theoretical model to analyze the access cost of placing a set of object
copies in the routing path. Then we reduce the object placement
problem to an optimization problem and prove that it can be solved
by using a dynamic programming algorithm. We further proved that
the optimization problem can be divided into subproblems, thus a
division-based solution is proposed to reduce computation cost. A
heuristic greedy algorithm is also presented for efficient implemen-
tation. Performance of these strategies are evaluated by simulations
under both synthetic workload traces and real workload traces,
which shows that both the optimal and the heuristic strategies per-
form well in cooperative hierarchical caching systems.
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