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Abstract Collaborative filtering plays a central role in many recommender systems. While
most of the existing collaborative filtering methods are proposed for the explicit, multi-class
settings (e.g., 1-5 stars in movie recommendation), many real-world applications actually
belong to the one-class setting where user feedback is implicitly expressed (e.g., views
in news recommendation and video recommendation). In this article, we propose dual-
regularized one-class collaborative filtering models for implicit feedback. In particular, by
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dividing existing methods into point-wise class and pair-wise class, we first propose a point-
wise model by integrating two existing methods and further exploiting the side information
from both users and items. Next, we propose to add dual regularization into an existing pair-
wise method with a different treatment of the side information. We also propose efficient
algorithms to solve the proposed models. Extensive experimental evaluations on three real
data sets demonstrate the effectiveness and efficiency of the proposed methods.

Keywords Recommender systems · One-class collaborative filtering · Implicit feedback ·
Dual regularization

1 Introduction

Recommender systems have become increasingly indispensable in many applications including
movie recommendation [24], hashtag recommendation [2], music recommendation [5], news
recommendation [6], email recommendation [47], etc. Taking the historical user feedback
as input, collaborative filtering plays a central role in these applications. The vast majority
of existing work focuses on the multi-class recommendation problem, where user feedback
is explicitly expressed as different ratings (e.g., 1−5 stars in Netflix). However, in many real
situations, the feedback is implicitly expressed with examples like views of news, clicks of
webpages, purchases of products, downloads of music, etc. Recommendation with implicit
feedback naturally forms the one-class collaborative filtering (OCCF) problem [32].

Existing solutions for OCCF (see Section 6 for a review) can be divided into two classes:
point-wise methods and pair-wise methods. Based on how they treat the unobserved data,
existing point-wise methods can be further divided into weighting-based, imputation-based,
and sampling-based methods. For pair-wise methods, the key idea is to capture the relative
orderings of observed and unobserved data. Despite the success of the existing methods, the
following two questions still need better answers. First, while existing point-wise methods
have their own rationality and advantage to handle the unobserved data, how to integrate
them together to maximally improve the recommendation performance? Second, while
several researchers propose to incorporate the side information (e.g., the demographical
information of users, item content, and the social relationships between users) for the multi-
class setting, how to migrate these techniques to the one-class setting, especially for the
pair-wise case?

In this article, we propose dual-regularized models for one-class collaborative filter-
ing, one in the point-wise class and one in the pair-wise class. In particular, for the
point-wise case, we integrate two state-of-the-art OCCF methods (weighting-based and
imputation-based methods) to enjoy the best of both worlds. Furthermore, we encode the
side information from both users and items as two regularization terms for both point-wise
and pair-wise cases. We take different encoding mechanisms for the point-wise case and the
pair-wise case as they are inherently different.

In summary, the main contributions of this article are summarized as follows:

– We propose a unified point-wise model (wiZAN-Dual) for OCCF, which integrates
the imputation-based method, the weighting-based method, and the dual regulariza-
tion from both users and items. We also propose a pair-wise model (BPR-Dual) by
incorporating the dual regularization into an existing pair-wise method. Moreover, we
propose efficient algorithms to solve the proposed models, and analyze their optimality,
convergency, and computational complexity.
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– We conduct extensive experimental evaluations on three real data sets to demonstrate
the effectiveness and efficiency of the proposed methods. For example, the proposed
algorithm wiZAN-Dual outperforms the best point-wise competitors by up to 25.9%
improvement in terms of prediction accuracy; moreover, the proposed BPR-Dual can
further improve the accuracy of wiZAN-Dual. Meanwhile, both wiZAN-Dual and BPR-
Dual scale linearly wrt the size of the input data.

The rest of the article is organized as follows. Section 2 defines the problem and intro-
duces some preliminaries. Section 3 presents the proposed formulations for both point-wise
case and pair-wise case, and Section 4 presents the proposed algorithms to solve the pro-
posed formulations. Section 5 presents the experimental results on three real world data sets.
Section 6 reviews related work, and Section 7 concludes.

2 Problem definitions and preliminaries

In this section, we first formally define the one-class collaborative filtering problems that
we aim to solve, and then introduce some preliminaries for the defined problems.

2.1 Problem definitions

Table 1 lists the main symbols we use throughout the paper. Following conventions, we use
bold capital letters for matrices. For example, we use an m × n matrix R to denote the user-
item feedback, where R(u, i) = 1 if user u had provided positive feedback on item i, and

Table 1 Symbols

Symbol Definition and description

R The implicit, one-class feedback matrix

W The weighting matrix for R

P The imputation matrix for R

F,G The low-rank approximations for R

M,N The user-user graph and the item-item graph

R′ The transpose of matrix R

R(u, :) The uth row of R

R(u, i) The element at the uth row and ith column of R

IO, IU The indicator matrices for observed and missing data

IA The full indicator matrix IA = IO + IU

O The set of observed data between users and items

U The set of unobserved data between users and items

D, Du, Di The set of triples for the pair-wise methods

m, n The number of users and items

u, v, t The users

i, j, k, l The items

w The global weight for W

p The global imputation value for P

r The low rank for F and G
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R(u, i) = 0 if the feedback is unknown/unobserved. Without loss of generality, we use u,
v, t to index users, and we use i, j , k, l to index items. We use calligraphic fontO and U to
indicate the set of observed and unobserved user-item data, respectively. Further, we denote
IO and IU as the indicator matrices forO and U , respectively. Similar to Matlab, we denote
the ith row of matrix R as R(i, :), and the transpose of a matrix with a prime (i.e., R′ ≡ RT ).

With these notations, we first define the basic OCCF problem as follows.

Problem 1 Basic OCCF Problem

Given (1) an m×n implicit, one-class feedback matrix R, (2) a user u where 1 � u � m,
and (3) an item i where 1 � i � n;

Find the estimated preference of user u on item i.

In Problem 1, to estimate the preference of a given user on a given item, the only input
needed is the feedback matrix R. The goal is to infer the user the latent factors for users and
items (i.e., F and G) based on which the estimated preference can be computed.

In addition to the feedback matrix, there might exist side information (e.g., the social
relationships between users, the item similarity, etc.) that can be exploited in many applica-
tions. In this work, we focus on the link information from both users and items. For example,
a link between two users may indicate their similarity, intimacy, or friendship, while a link
between two items may indicate their similarity or category. Specially, we can define the
following OCCF problem whose illustration example can be found in Figure 1.

Problem 2 OCCF Problem with Side Information

Given (1) an m × n implicit, one-class feedback matrix R, (2) an m × m user-user graph
M, (3) an n × n item-item graph N, (4) a user u where 1 � u � m, and (5) an item i

where 1 � i � n;
Find the estimated preference of user u on item i.

In the above definition, we use two symmetric matrices/graphs M and N to denote all
the links between users and items, respectively. For both problems, we aim to estimate the
preference of a given user on a given item. We can also use the estimated score for finding
several high-ranked items that a given user would mostly be interested in.

Figure 1 The illustration of the OCCF problem with side information
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2.2 Preliminaries

Asmentioned in introduction, there are two classes of OCCFmethods, i.e., point-wise meth-
ods and pair-wise methods. The point-wise methods aim to minimize the error between the
estimated feedback and the real feedback, while the pair-wise methods add penalty when
the estimated feedback on an unobserved item is higher than that on an observed item. To
further illustrate the differences between these two classes, let us briefly review several
representatives.

We first present two representative methods in the point-wise class: weighting-based
method and imputation-based method. The weighting-based method formulates the follow-
ing minimization problem [32],

min
F,G�0

∑

(u,i)

W(u, i)(R(u, i) − F(u, :)G(i, :)′)2 + λr(||F||2F + ||G||2F ) (1)

where W(u, i) indicates the weight of the corresponding example, F and G are the non-
negative low-rank approximations ofR, and λr is used to control the regularization of ||F||2F
and ||G||2F . Typically, a smaller weight is assigned for those unobserved examples. That
is, W(u, i) = 1 if R(u, i) is observed, and W(u, i) ∈ [0, 1] if R(u, i) = 0. There are
three basic strategies to assign W(u, i) [32]: uniform, user oriented, and item oriented. For
simplicity, we adopt the uniform strategy, i.e., we set W(u, i) = √

w for each unobserved
R(u, i)where

√
w is the global weight. We will refer to this approach as wZAN in this paper.

As for imputation-based method, the intuition is that the unobserved data in OCCF set-
ting may contain many missing positive examples; therefore, we can impute a value for the
unobserved example to indicate the possible feedback that the user would give to the item.
Formally, the imputation-based method can be formulated as

min
F,G�0

∑

(u,i)

((R(u, i) + P(u, i)) − F(u, :)G(i, :)′)2 + λr(||F||2F + ||G||2F ) (2)

where P stands for the imputation matrix for the unobserved data. Typically, P(u, i) = 0
if R(u, i) = 1, and P(u, i) ∈ [0, 1] if R(u, i) = 0. To fill in P, we can resort to similar
strategies as those for wZAN. For example, we can fill in P(u, i) uniformly with a global
value p ∈ [0, 1] for the unobserved data. We can also adopt the user-oriented strategy or the
item-oriented strategy. In this paper, we focus on the uniform strategy, and will refer to this
approach as iZAN in the following. Note that the similar idea was also implicitly explored
in [42].

In the pair-wise class, we introduce the Bayesian personalized ranking method [39] as a
representative. The intuition behind this method is that the user preference on an observed
item should be higher than that on an unobserved item. By changing the original formulation
into a minimization fashion, the Bayesian personalized ranking problem can be formulated
as

min
F,G

∑

(u,i,j)∈D
− ln σ(R̂(u, j) − R̂(u, i)) + λr(||F||2F + ||G||2F ) (3)

where D contains the (u, i, j) triples with (u, i) ∈ O and (u, j) ∈ U , R̂(u, i) = F(u, :)
G(i, :)′ is the estimated preference of user u on item i, and σ(x) = 1

1+e−x . As we can see
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from the above formulation, when the estimated preference on an unobserved item (i.e.,
item j ) is higher than that on an observed item (i.e., item i), a larger penalty is added on the
objective function. In this paper, we refer to this approach as BPR.

3 The proposed formulations

In this section, we present our formulations for the basic OCCF problem (i.e., Problem 1)
and the OCCF problem with dual side information (i.e., Problem 2).

3.1 The proposed formulation for problem 1

For Problem 1, we focus on improving the state-of-the-art point-wise methods. The main
challenge is from the unobserved data, i.e., the unobserved data is not necessarily negative
examples but a mixing of negative examples and missing positive examples. To deal with
this problem, the weighting-based method (e.g., wZAN in (1)) adds a weight for unobserved
examples, while the imputation-based method (e.g., iZAN in (2)) imputes the unobserved
data. The key observation here is that these two methods are complementary to each other:
we are more certain about the observed data, and we have a relatively lower confidence of
the imputed data. This leads to a natural choice of integrating these two methods by putting
a smaller weight on the contribution of the imputed data, i.e.,

min
F,G�0

∑
(u,i) W(u, i)((R(u, i) + P(u, i)) − F(u, :)G(i, :)′)2 + λr(||F||2F + ||G||2F ) (4)

where W(u, i) and P(u, i) are defined in (1) and (2), respectively. In this formulation, we
introduce the imputed value P(u, i) of an unobserved example to indicate the likelihood
that the user would favor the corresponding item. In the meanwhile, we introduce a smaller
weightW(u, i) to indicate its lower reliability. We will refer to this approach as wiZAN.

Scalability issues As we can see from (4), wiZAN optimizes over a dense matrix (R+ P)

of sizem×n, and introduces anotherm×nmatrixW. Directly optimizing (4) might be com-
putationally prohibitive in terms of both time and space in many large-scale applications.
We will propose scalable algorithms to tackle this issue in the next section.

3.2 The proposed formulation for problem 2

For Problem 2, we include both the user-user graph and the item-item graph as additional
inputs. Effectively leveraging the side information might not only help alleviate the cold-
start problem, but also improve the overall performance for recommender systems.

3.2.1 The point-wise case

We first describe how we incorporate the side information in the point-wise case. We take
the user side information as an example, but similar treatment can be applied on the item
side information.

For user side, the basic idea is to employ the Homophily effect [30], i.e., similar users
tend to share similar preferences for items. In other words, if two users are connected (i.e.,
a non-zero and/or largerM(u, v)), they might have similar latent preferences for items (i.e.,
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F(u, :) and F(v, :) are close to each other). Therefore, for two users u and v, we add the
following constraint on their preferences

min
m∑

u=1

m∑

v=1

M(u, v)||F(u, :) − F(v, :)||22 (5)

where m is the total number of users, andM is the m×m user-user graph for these users. As
we can see from (5), the linkM(u, v) would encourage the corresponding latent preferences
(i.e., F(u, :) and F(v, :)) to be close to each other. Notice that it has no penalty for two
dis-connected users (i.e., M(u, v) = 0).

We can further formulate the constraint in (5) as a graph regularization term as follows,

1

2

m∑

u=1

m∑

v=1

M(u, v)||F(u, :) − F(v, :)||22 = tr(F′(DM − M)F) (6)

where tr(·) stands for the matrix trace, and DM is the degree matrix forM with DM(u, u) =∑m
v=1M(u, v).
Similarly, we have the item-side regularization term tr(G′(DN − N)G), where N is the

symmetric item-item graph which represents item-item similarity, and DN is the degree
matrix for N.

Finally, we incorporate the above two regularization terms into (4), resulting in our dual-
regularized OCCF model for Problem 2

min
F,G�0

∑
(u,i)

weights/reliability︷ ︸︸ ︷
W(u, i)((R(u, i) +

imputed values/likelihood︷ ︸︸ ︷
P(u, i)) − F(u, :)G(i, :)′)2 + λr(||F||2F + ||G||2F )

+λF tr(F′(DM − M)F)︸ ︷︷ ︸
user homophily

+ λGtr(G′(DN − N)G)︸ ︷︷ ︸
item homophily

(7)

where λF and λG are used to control the importance of the two regularization terms. Notice
that the two regularization terms, (DM − M) and (DN − N) are the graph Laplacian of the
user-user graph and item-item graph, respectively. Actually, such a dual regularization can
be plugged into many existing methods (e.g., wZAN and iZAN), as we will show in the
experimental section.

With the F and G matrices derived from the above formulations (e.g., (7) and (4)), we
can estimate the preference of user u on item i as R̂(u, i) = F(u, :)G(i, :)′.

3.2.2 The pair-wise case

Next, we describe how we add the side information for the pair-wise case. In particular, we
add dual regularization into the existing BPRmodel (i.e., (3)). Here, the regularization terms
in (5) cannot be directly used. The reasons are as follows. For BPR, we have to first sample
the set of triples, and then update the model for each sampled triple where multiple items
are involved. In other words, we cannot guarantee that each user/item is uniformly sampled.
As a result, when considering the learning process, we would add more regularization on
those users/items that have been more frequently sampled, making us solving a different
objective function.
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In this work, we adopt the similar pair-wise treatment for the user-user graph and item-
item graph. Take the user-user graph as an example. We assume that the estimated strength
between two users should be higher if we have observed the link between them. Therefore,
we can formulate the following objective

min
F

∑

(u,v,t)∈Du

− ln σ(M̂(u, v) − M̂(u, t)) (8)

where the triple (u, v, t) means that the link (u, v) is observed in the user-user graphM and
the link (u, t) is unobserved. To estimate the strength between two users, we take the inner
product between their corresponding latent factors, i.e.,

M̂(u, v) = F(u, :)F(v, :)′. (9)

Similarly, we have the following formulation for the item-item graph,

min
G

∑

(i,k,l)∈Di

− ln σ(N̂(i, k) − N̂(i, l)) (10)

where Di contains the (i, k, l) triples with (i, k) observed and (i, l) unobserved, and
N̂(i, k) = G(i, :)G(k, :)′.

By integrating the above two formulations as regularization terms into the BPR model,
we have our BPR-Dual model for Problem 2 as follows.

min
F,G

∑

(u,i,j)∈D
− ln σ(R̂(u, j) − R̂(u, i)) + λr(||F||2F + ||G||2F ) (11)

−λF

∑
(u,v,t)∈Du

−ln σ(M̂(u, v)−M̂(u, t))
︸ ︷︷ ︸

user homophily

−λG

∑
(i,k,l)∈Di

−ln σ(N̂(i, k)−N̂(i, l))
︸ ︷︷ ︸

item homophily

As we can see from the above equation, different from the dual regularization for the
point-wise case (where we constrain that the latent factors are close to each other if two
users/items are connected), we directly use the latent factors to estimate the user/item
connections in the pair-wise case.

With the F and G derived from the above formulation, we can similarly estimate the
preference of user u on item i as R̂(u, i) = F(u, :)G(i, :)′.

Scalability issues In (11), we cannot enumerate all the possible triples for D, Du, and
Di as there are possibly quadratic number of triples for each of them. We take sampling
strategies to tackle this problem and we will present the algorithm in the next section.

4 The proposed algorithms

In this section, we present the algorithms (wiZAN-Dual and BPR-Dual) to solve the OCCF
problem with side information, followed by some effectiveness and efficiency analysis.
The algorithm (wiZAN) for (4) can be derived from wiZAN-Dual by ignoring the dual
regularization terms.

4.1 The wiZAN-Dual algorithm

We first present the wiZAN-Dual algorithm for (7). Unfortunately, the optimization problem
is not jointly convex due to the coupling between F andG. Therefore, instead of seeking for
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a global optimal solution, we aim to find a local minimum by alternatively updating F and
G while fixing the other. Next, we show how to update F when G is fixed. The update of G
can be done in a similar way.

When G is fixed, the optimization problem in (7) becomes the minimization problem of
the following equation (by dropping some constant terms) wrt the matrix F

J = ||W � ((R + P) − FG′)||2F + λr ||F||2F + λF tr(F′(DM − M)F)

s.t. F � 0 (12)

where � is the Hadamard product with [A�B](u, i) = A(u, i)B(u, i) for any two matrices
with the same size.

Since both the user-user graphM and its degree matrix DM are symmetric, the derivative
of J wrt F can be computed as

1

2

∂J

∂F
= −(W � W � (R + P))G + (W � W � (FG′))G

+ λrF + λFDMF − λFMF (13)

In (13), M is a sparse non-negative matrix, and DM is a diagonal non-negative matrix.
A fixed-point solution of (13) with the non-negativity constraint leads to the following
multiplicative updating rule for F

F(u, k) ← F(u, k)

√
[(W � W � (R + P))G + λFMF](u, k)

[(W � W � (FG′))G + λrF + λFDMF](u, k)
(14)

The (R+P)matrix in (14) is extremely large in many recommender systems, causing severe
scalability issues in terms of both time and storage. To tackle this issue, we propose an
efficient algorithm to scale up the updating process in terms of both time and storage. Before
presenting our algorithm, we need to further define matrix R̃1. We denote R̃1 as the sparse
matrix whose elements are predicted by F and G on the observed examples in R. That is,

R̃1(u, i) =
{
F(u, :)G(i, :)′ if (u, i) ∈ O
0 otherwise

(15)

Based on the R̃1 matrix, we present the new updating rule for F as follows

F(u, k) ← F(u, k)

√
A1(u, k)

B1(u, k)
(16)

where A1 and B1 are defined as

A1 = (1 − wp)RG + wp1m×1(11×nG) + λFMF

B1 = (1 − w)R̃1G + wF(G′G) + λrF + λFDMF (17)

Here,
√

w is the global weight assigned to the unobserved examples, p is the global
imputation value, and 11×n is a 1 × n vector with all 1s.

Following similar steps, we can have the updating rule for G

G(i, k) ← G(i, k)

√
A2(i, k)

B2(i, k)
(18)
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with A2 and B2 in the following form

A2 = (1 − wp)R′F + wp1n×1(11×mF) + λGNG

B2 = (1 − w)R̃
′
1F + wG(F′F) + λrG + λGDNG (19)

where N is a sparse, non-negative matrix containing the item links, and DN is the diagonal
degree matrix for N.

Finally, we summarize the overall algorithm for solving (7) in Algorithm 1. As we can
see from the algorithm, after we initialize the F and G matrices (Step 1), the algorithm
begins the iteration procedure. In each iteration, the algorithm first computes the R̃1 matrix
(Step 3), and then alternatively updates F and G (Steps 4-9 and Steps 10-15, respectively).
We use the following criteria to terminate the iteration procedure: either the Frobenius
norm between successive estimates of both F and G is below a threshold or the maxi-
mum iteration step is reached. Finally, we can predict the preference of user u on item i by
F(u, :)G(i, :)′.

4.2 The BPR-Dual algorithm

Next, we present the BPR-Dual algorithm for (11). Here, since the three terms in (11) are
coupled with each other, we take an alternating strategy to update them. That is, we first
optimize the first term in (11) to its convergence, while the other two terms are fixed; then,
the third term and the fourth term are optimized similarly.

Take the first term as an example. Still, the possible number of training examples (e.g.,
the (u, i, j ) triples) is huge, and a straightforward gradient descent method would be very
time-consuming. Therefore, instead of sweeping through all the possible (u, i, j) triples
in D, we adopt the bootstrapping based stochastic gradient descent method [39] to search
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for a local minimum. That is, we randomly select a (u, i, j ) triple from the data, where u

is a user, i is an observed item by user u, and j is an unobserved item by user u. Then,
we optimize over this triple, and continue the random selection until the objective function
converges.

Here, we first show the updating rule for a randomly selected (u, i, j ) triple. By defining
the objective function for a single (u, i, j) triple as J (u, i, j), we have

F(u, :) = F(u, :) − η
∂J (u, i, j)

∂F(u, :)
G(i, :) = G(i, :) − η

∂J (u, i, j)

∂G(i, :)
G(j, :) = G(j, :) − η

∂J (u, i, j)

∂G(j, :) (20)

where η stands for the learning step. The derivatives in the above equations are computed
as follows.

∂J (u, i, j)

∂F(u, :) = −(1 − σ(F(u, :)G(i, :)′ − F(u, :)G(j, :)′))(G(i, :) − G(j, :)) + λrF(u, :)
∂J (u, i, j)

∂G(i, :) = −(1 − σ(F(u, :)G(i, :)′ − F(u, :)G(j, :)′))F(u, :) + λrG(i, :)
∂J (u, i, j)

∂G(j, :) = (1 − σ(F(u, :)G(i, :)′ − F(u, :)G(j, :)′))F(u, :) + λrG(j, :) (21)

Although it is ignored in the above equations, we add the bias terms in our implementation
when computing R̂(u, i) (i.e., R̂(u, i) = F(u, :)G(i, :)′ +Bu +Bi where Bu and Bi are bias
terms).

Similarly, we can have the updating rules for the (u, v, t) triple and the (i, k, l) triple for
user side information and item side information in (22) and (23), respectively.

F(u, :) = F(u, :)−η{−(1−σ(F(u, :)F(v, :)′−F(u, :)F(t, :)′))(F(v, :)−F(t, :))+λrF(u, :)}
F(v, :) = F(v, :) − η{−(1 − σ(F(u, :)F(v, :)′ − F(u, :)F(t, :)′))F(u, :) + λrF(v, :)}
F(t, :) = F(t, :) − η{(1 − σ(F(u, :)F(v, :)′ − F(u, :)F(u, :)′))F(u, :) + λrF(t, :)} (22)

G(i, :) = G(i, :)−η{−(1−σ(G(i, :)G(k, :)′−G(i, :)G(l, :)′))(G(k, :)−G(l, :))+λrG(i, :)}
G(k, :) = G(k, :)−η{−(1−σ(G(i, :)G(k, :)′ − G(i, :)G(l, :)′))G(i, :)} + λrG(k, :)
G(l, :) = G(l, :)−η{(1−σ(G(i, :)G(k, :)′ − G(i, :)G(l, :)′))G(i, :) + λrG(l, :)} (23)

The overall algorithm for BPR-Dual is summarized in Algorithm 2. As we can see from
the algorithm, after we initialize the F and G matrices (Step 1), the algorithm begins the
outer iteration. In each outer iteration, the algorithm first updates the F andGmatrices until
convergence based on the triples inD (where is constructed fromR, Steps 3-8), then updates
the F matrix until convergence based on the triples in Du (where is constructed from M,
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Steps 9-14), and finally updates the G matrix until convergence based on the triples in Di

(where is constructed from N, Steps 15-20). The convergence is determined by either the
Frobenius norm between successive estimates (of both F and G) is below our threshold or
the maximum iteration step is reached.

4.3 Algorithm analysis

Here, we briefly analyze the optimality, convergency, and computational complexity of our
algorithms.

We first show the correctness of (16) for updating F, by proving that the fixed-point
solution of (16) satisfies the KKT condition. The correctness of (18) for updating G can be
proved analogously.

Lemma 1 Correctness of (16). The fixed-point solution of (16) satisfies the KKT condition.

Proof In order to prove the theorem, we will first show that (14) satisfies the KKT con-
dition, and then show the equivalence between (14) and (16). We start with Lagrangian
function of (12)

LJ = ||W � ((R + P) − FG′)||2F + λr ||F||2F + λF tr(F′DMF)

−λF tr(F′MF) − tr(�′F)
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where � is the Lagrange multiplier. Let the derivative of the above equation LJ equal to 0,
we have

2(−(W � W � (R + P))G + (W � W � (FG′))G
+ λrF + λFDMF − λFMF) = �

From the KKT complementary slackness condition, we have

[−(W � W � (R + P))G + (W � W � (FG′))G
+ λrF + λFDMF − λFMF](u, k)F(u, k) = 0

Clearly, a fixed point of the updating rule in (14) satisfies the above equation.
Next, we show the equivalence between (14) and (16). We first introduce several nota-

tions. We denote R̃2 as the matrix whose values are predicted by F andG on the unobserved
examples inR, i.e., R̃1+R̃2 = FG′. We use IO and IU as the indicator matrices for observed
and missing data, respectively. The full indicator matrix is IA = IO + IU . Then, we have
the following two equations:

(W � W � (R + P))G

= (IO � R + (wIU ) � P)G

= (R − (wIO) � (pIO) + (wIA) � (P + (pIO)))G

= (1 − wp)RG + wp1m×1(11×nG)

and

(W � W � (FG′))G
= (IO � R̃1 + (wIU ) � R̃2)G

= (R̃1 − (wIO) � R̃1 + (wIA) � (FG′))G
= (1 − w)R̃1G + wF(G′G)

Finally, we can get the updating rule in (16) by substituting the above two equations into
(14), which completes the proof.

In Theorem 1, we have shown that the updating rule in (16) yields a correct solution for
minimizing (12) at convergence. Next, we prove that the updating rule in (16) is guaranteed
to converge.

Lemma 2 Convergence of (16). Under the updating rule of (16), (12) decreases monoton-
ically.

Proof See the Appendix.

Next, the effectiveness of Algorithm 1 is shown in the following corollary, which states
that Algorithm 1 finds a local optimum for (7). Given that the original optimization problem
in (7) is not jointly convex wrt F and G, such a local minimum is acceptable in practice.

Corollary 1 Effectiveness of Algorithm 1. Algorithm 1 finds a local minimum for the
optimization problem in (7).
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PROOF SKETCH: Combining Theorem 1 and Theorem 2, and based on the alternating pro-
cedure in Algorithm 1, we have that Algorithm 1 finds a local minimum for the optimization
problem in (7).

For the BPR-Dual algorithm, Algorithm 2 can also find a local optimum for (11), which
is summarized in the following lemma.

Lemma 3 Effectiveness of Algorithm 2. Algorithm 2 finds a local minimum for the
optimization problem in (11).

PROOF SKETCH: In each iteration, the gradient descent procedure would never improve
the cost of (11). Such a procedure will converge when a local minimum is found.

The time complexity and space complexity of the proposed algorithms are summarized
in the following lemmas, which basically state that both Algorithm 1 and Algorithm 2 enjoy
linear scalability wrt the data size in both time and space. Notice that all the three matrices
(R, M, and N) are often very sparse (e.g., |R| << mn, |M| << m2, etc). In contrast, if we
directly use the updating rule in (14), it would cost us quadratic complexity (e.g., O(mn))
in both time and space.

Lemma 4 Complexity of Algorithm 1. The time complexity of Algorithm 1 is O((|R| +
|M| + |N|)rl1 + (m + n)r2l1); the space complexity of Algorithm 1 is O(|R| + |M| + |N| +
(m + n)r).

Proof In the algorithm, the first step requires O(mr + nr) time. For Step 3, by only com-
puting the predicted values on the observed examples, we need O(|R|r) time where |R|
indicates the number of observed examples in R. For Step 4, by storing R, R̃1, M, N, DM

andM in sparse format, we need O(|R|r +mr +nr) time and O(|R|r +mr2 +nr2 +|M|r)
time for computing A1 and B1, respectively. Similarly, the time cost of Step 10 is O(|R|r +
mr2+nr2+|N|r). We need O(mr) time for Steps 5-9 and O(nr) time for Steps 11-15. The
overall time complexity of Algorithm 1 is O((|R| + |M| + |N|)rl1 + (m + n)r2l1) where l1
is the maximum iteration number.

For the space complexity, we need O(|R|+ |M|+ |N|) space for input, and O((m+n)r)

space for Step 1. We need O(|R|) space for Step 3, O(mr) space for Steps 4-9, and O(nr)

space for Steps 10-15. The overall space complexity is O(|R|+ |M|+ |N|+ (m+n)r).

Lemma 5 Complexity of Algorithm 2. The time complexity of Algorithm 2 is O(mrl2l3 +
nrl2l3); the space complexity of Algorithm 2 is O(|R| + |M| + |N| + (m + n)r).

Proof For time complexity, the first step requires O(mr + nr) time. Steps 5-6 need O(r)

time, and thus Steps 3-8 need O(mrl2) time where l2 is the maximum iteration number for
the inner iteration. Similarly, Steps 9-14 and Steps 15-20 take O(mrl2) time and O(nrl2)

time, respectively. Overall, the time complexity of Algorithm 2 is O(mrl2l3+nrl2l3) where
l3 is the maximum iteration number of the outer iterations.

For the space complexity, we need O(|R|+ |M|+ |N|) space for input, and O((m+n)r)

space for Step 1. We need O(r) space for Steps 3-8, Steps 9-14, and Steps 15-20. The space
can be reused for each iteration. Therefore, the overall space complexity is O(|R| + |M| +
|N| + (m + n)r).
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Table 2 The statistics of Ciao, Epinions and Lastfm data sets

Data Ciao Epinions Lastfm

# of users 6,102 33,725 1,892

# of items 12,082 43,542 17,632

# of positive examples 117,731 500,478 89,629

# of user links 151,722 656,910 25,434

# of item links 283,284 498,794 124,478

Sparsity of positive examples 0.160% 0.034% 0.269%

Sparsity of user links 0.407% 0.058% 0.711%

Sparsity of item links 0.194% 0.026% 0.040%

For the three maximum iteration numbers l1, l2, and l3, we usually need a small l1/l3 and
a relatively large l2 to ensure convergence.

5 Experimental evaluations

In this section, we present the experimental evaluations. The experiments are designed to
answer the following questions:

– Effectiveness: How accurate are the proposed algorithms for one-class collaborative
filtering? How do they perform for the cold-start users/items? What is the difference
between the point-wise method and the pair-wise method?

– Efficiency: How scalable are the proposed algorithms?

5.1 Experimental setup

5.1.1 Data sets

We use three real data sets: Ciao, Epinions [44, 46] and Lastfm1. For all the data sets, we
randomly select 50% ratings as the training set and use the rest as the test set. For Ciao
and Epinions, we remove all the ratings that are no greater than 3, and relabel ratings 4 and
5 as 1 (positive examples); for Lastfm, we directly use the listening behavior (i.e., a user
listened to an artist) as the positive examples. For the user-side regularization, we use the
friend relationships in Lastfm data, and use trust relationships between users in Ciao and
Epinions data. In particular, we assign a trust linkM(u, v) = 1 if either u trusts v or v trusts
u. The resulting M matrix is sparse (see Table 2). For the item-side regularization, in data
sets Ciao and Epinions, we aggregate the reviews as a document for each item, and then
compute the cosine similarity between the TF-IDF vectors of these documents; in data set
Lastfm, we compute the Jaccard similarity between the tags of artists. To keep the item-item
graph sparse, we assign N(i, j) = 1 if the cosine similarity between item i and item j is
larger than 0.4. The statistics of the three data sets are summarized in Table 2.

1http://ir.ii.uam.es/hetrec2011

http://ir.ii.uam.es/hetrec2011


World Wide Web

5.1.2 Compared methods

We first compare with the following three existing methods for explicit, multi-class collab-
orative filtering. Notice that both GWNMF and SR also formulate the user and item side
information as graph regularization terms. Despite their own success in the multi-class case,
their algorithms would lead to trivial solutions in the one-class case (with the two latent
matrices F and G being all 1/

√
r). As we will show soon, they inevitably result in poor

recommendation performance in the one-class case.

– ZAM. ZAM is a baseline method for explicit, multi-class collaborative filtering. It treats
all zeros as missing values, i.e., W(u, i) = 1 for the observed (positive) examples and
W(u, i) = 0 for the unobserved examples in (1).

– GWNMF [12]. GWNMF is proposed to combine the merits of memory-based method
with neighborhood information. Similar to our method, GWNMF constructs the user
and item side information as two similarity graphs, and adds such graphs as regulariza-
tion terms into the objective function.

– SR [27]. On the methodology level, SR is similar to GWNMF except that SR exploits
both similar users/items and dissimilar users/items, and SR does not add the non-
negativity constraint while GWNMF does.

We also compare the following algorithms for one-class setting:

– ZAN. ZAN is a baseline method, and it treats all zeros as negative examples, i.e.,
W(u, i) = 1 for both observed and unobserved examples in (1).

– wZAN [31, 32]. wZAN weights the contribution of the unobserved data by setting
W(u, i) = √

w for the unobserved examples where
√

w ∈ [0, 1] is the global weight
(1).

– iZAN. iZAN stands for the imputation-based method as shown in (2). This can be seen
as a special case of the proposed wiZAN-Dualmethod if we ignore the weighting matrix
and the dual regularization terms.

– ldNMF [42]. ldNMF borrows the idea of low-density methods from semi-supervised
SVM [4]. In particular, it treats the unobserved entries as optimization variables.

– RG [35]. RG is a sampling-based method proposed for one-class recommendation. The
basic idea behind RG is to generate a random graph that preserves the degree distribu-
tions of the observed examples. The generated graph includes all the positive examples
and a set of negative examples.

– MSCMF [60].MSCMF is proposed for predicting drug-target interactions. It adds con-
straints from user/item neighborhood, and it can deal with multiple similarity matrices
on both sides.

– BPR [39]. All the above methods belong to the point-wise methods, while BPR is a
pair-wise method for one-class recommendation. The basic idea of BPR is to maximize
the likelihood that the observed items are preferred to the unobserved items.

– GBPR [33]. GBPR is an extension of BPR, and it takes the group preference into
consideration.

– wiZAN. wiZAN is the proposed point-wise method for the basic OCCF problem when
side information is not available (4). It is a special case of the wiZAN-Dual method if
we ignore dual regularization.

– wiZAN-Dual. wiZAN-Dual is the proposed point-wise method that integrates the
imputation-based method, the weighting-based method, and the dual regularization
from both users and items (7).
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– BPR-Dual. BPR-Dual is the proposed pair-wise method that adds dual regularization
into BPR (11).

For the results reported in this section, we use the same random initializations of F and
G for each data sets. We fix the global weight

√
w = 0.1, the global imputation value p =

0.01, and rank r = 10. For the three parameters (λr , λF , λG), we conduct cross-validation
on the training data and search them under the following grid: λF , λG ∈ {0.1, 1} and λr ∈
{0.01, 0.1}. Specially, these parameters are set as follows: λr = 0.1, λF = 1, λG = 0.1 for
wiZAN-Dual on all the three data sets; λF = 0.1, λG = 0.1 for BPR-Dual with λr = 0.1
for Ciao/Epinions data and λr = 0.01 for Lastfm data. For the maximum iteration numbers,
we set l1 = 100, l2 = 10000, l3 = 10. The learning step η is fixed to 0.01.

5.1.3 Evaluation metrics

To evaluate the effectiveness of the compared methods, we adopt five widely used evaluation
metrics for OCCF.

– The first metric is Half-Life Utility (HLU) [3]. HLU estimates how likely a user will
view/choose an item from a ranked list, with the assumption that the user will view
each consecutive item in the list with an exponential decay of possibility. A larger HLU
indicates better recommendation performance.

– The second metric isMean Average Precision (MAP).MAPmeasures the overall perfor-
mance based on precision at different recall levels. It calculates the mean of the average
precision over all users in the test set. A larger MAP indicates better recommendation
performance.

– The third metric is a recall-oriented metric Mean Percentage Ranking (MPR) [18].
MPR measures the user satisfaction of items in a ranked list. It is expected that a
randomly produced list would have a MPR of 50%. A smaller MPR indicates better
recommendation performance.

– The fourth metric is Area under the ROC curve (AUC) [17]. Basically, the AUC value
indicates the probability that a randomly chosen positive/observed example is ranked
higher than a randomly chosen unobserved example. A larger AUC indicates better
recommendation performance.

For efficiency experiments, we simply report the wall-clock time of the proposed algo-
rithms. All the experiments were run on a machine with eight 3.4GHz Intel Cores and 24GB
memory.

5.2 Effectiveness results

(A) Effectiveness Comparisons in the Point-wise Case.We first compare the effectiveness
of the point-wise methods. The results on Ciao data, Epinions data, and Lastfm data
are shown in Tables 3, 4 and 5, respectively. LargerHLU/MAP/AUC and smallerMPR
are better. ldNMF is computationally prohibitive on Epinions data due to its quadratic
complexity.

There are several observations from the tables. First of all, the proposed wiZAN-
Dual outperforms all the compared methods in all four evaluation metrics on all
three data sets. For example, on the Ciao data, wiZAN-Dual outperforms the best
existing point-wise competitors by 15.0%, 21.1%, 10.1%, and 0.7% wrt HLU, MAP,
MPR, and AUC, respectively; on the Epinions data, wiZAN-Dual outperforms the best
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Table 3 Effectiveness results on Ciao data in the point-wise case

Methods HLU MAP MPR AUC

ZAM 0.4876 0.0041 0.3744 0.6364

GWNMF 0.3453 0.0053 0.3410 0.6807

SR 0.0656 0.0011 0.5910 0.3981

ZAN 5.1092 0.0228 0.3106 0.6662

wZAN 5.9981 0.0275 0.2846 0.6910

iZAN 5.5198 0.0248 0.3106 0.6698

ldNMF 5.5190 0.0248 0.3227 0.6698

RG 5.6723 0.0254 0.3478 0.6509

MSCMF 5.5799 0.0272 0.2639 0.7357

wiZAN 6.3621 0.0297 0.2806 0.7034

wiZAN-Dual 6.8990 0.0333 0.2373 0.7406

Larger HLU/MAP/AUC and smaller MPR are better. The best results are in bold for better visualization.
wiZAN-Dual significantly outperforms all the compared methods

existing point-wise competitors by 9.9%, 17.3%, 7.9%, and 3.3% wrt HLU, MAP,
MPR, and AUC, respectively; on the Lastfm data, wiZAN-Dual outperforms the best
existing point-wise competitors by 1.2%, 1.6%, 25.9%, and 5.1% wrt HLU, MAP,
MPR, and AUC, respectively. Second, as expected, the first three methods (ZAM,
GWNMF, and SR) that are designed for the MCCF setting perform poorly in the
OCCF setting. Third, compared to the other methods that are proposed for the OCCF
setting, our wiZAN can already achieve better or close performance. For example, on
Ciao data and Epinions data, wiZAN is better than all the existing point-wise competi-
tors in all four evaluation metrics except the MPR and AUC metrics of the MSCMF
method.

Table 4 Effectiveness results on Epinions data in the point-wise case

Methods HLU MAP MPR AUC

ZAM 0.1349 0.0014 0.3036 0.7001

GWNMF 0.0254 0.0012 0.2643 0.7437

SR 0.0088 0.0002 0.6562 0.3393

ZAN 2.6358 0.0123 0.2308 0.7397

wZAN 2.7367 0.0139 0.2179 0.7489

iZAN 3.3401 0.0173 0.3233 0.6830

ldNMF – – – –

RG 2.0062 0.0129 0.3032 0.7022

MSCMF 2.7501 0.0140 0.2067 0.7645

wiZAN 3.5409 0.0198 0.2190 0.7625

wiZAN-Dual 3.6700 0.0203 0.1903 0.7897

Larger HLU/MAP/AUC and smaller MPR are better. The best results are in bold for better visualization.
wiZAN-Dual significantly outperforms all the compared methods. The ldNMF method is computationally
prohibitive on Epinions data
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Table 5 Effectiveness results on Lastfm data in the point-wise case

Methods HLU MAP MPR AUC

ZAM 1.6999 0.0153 0.2034 0.7919

GWNMF 0.0700 0.0046 0.2467 0.7498

SR 0.0769 0.0011 0.7122 0.2881

ZAN 17.8964 0.1042 0.1669 0.8285

wZAN 22.7566 0.1287 0.1582 0.8370

iZAN 18.9310 0.1087 0.1651 0.8317

ldNMF 18.9347 0.1088 0.1651 0.8318

RG 12.1435 0.0597 0.2341 0.7650

MSCMF 20.0405 0.0111 0.1911 0.8061

wiZAN 17.0809 0.1016 0.1482 0.8508

wiZAN-Dual 23.0329 0.1307 0.1173 0.8798

Larger HLU/MAP/AUC and smaller MPR are better. The best results are in bold for better visualization.
wiZAN-Dual significantly outperforms all the compared methods

Overall, the above results indicate that the proposed wiZAN-Dual outperforms the
existing competitors in the point-wise class for the OCCF problem.

(B) Effectiveness Comparisons in the Pair-wise Case. In addition to point-wise methods,
pair-wise methods have been proposed for the OCCF problem. Next, we compare the
effectiveness of the pair-wise methods, and the results on Ciao data, Epinions data,
and Lastfm data are shown in Tables 6, 7 and Table 8, respectively. In the tables, we
also list the results of the two proposed point-wise methods wiZAN and wiZAN-Dual
for comparison.

First of all, as we can see from the tables, the proposed BPR-Dual performs better
than its basic version BPR. For example, on the Ciao data, BPR-Dual improves BPR
by 8.2%, 14.0%, 10.2%, and 3.8% wrtHLU,MAP,MPR, and AUC, respectively. This
result indicates that the dual regularization can significantly improve the recommen-
dation accuracy. Second, over all the three data sets and four evaluation metrics, the
proposed pair-wise method BPR-Dual achieves better results than (or at least com-
parable results with) the proposed point-wise method wiZAN-Dual. For example, for
the AUC metric, BPR-Dual is 6.7%, 7.0%, and 1.7% better than wiZAN-Dual on the
three data sets, respectively.

Table 6 Effectiveness results on Ciao data in the pair-wise case

Methods HLU MAP MPR AUC

wiZAN 6.3621 0.0297 0.2806 0.7034

wiZAN-Dual 6.8990 0.0333 0.2373 0.7406

BPR 6.1470 0.0292 0.2230 0.7612

GBPR 6.6410 0.0304 0.2629 0.7328

BPR-Dual 6.6537 0.0333 0.2003 0.7903

Larger HLU/MAP/AUC and smallerMPR are better. The best results are in bold for better visualization. The
proposed pair-wise method BPR-Dual generally achieves better results than the proposed point-wise method
wiZAN-Dual
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Table 7 Effectiveness results on Epinions data in the point-wise case

Methods HLU MAP MPR AUC

wiZAN 3.5409 0.0198 0.2190 0.7625

wiZAN-Dual 3.6700 0.0203 0.1903 0.7897

BPR 3.5165 0.0174 0.1629 0.8209

GBPR 3.4535 0.0158 0.2053 0.7899

BPR-Dual 4.1309 0.0211 0.1460 0.8451

Larger HLU/MAP/AUC and smallerMPR are better. The best results are in bold for better visualization. The
proposed pair-wise method BPR-Dual achieves better results than the proposed point-wise method wiZAN-
Dual

In addition to the above results on the four evaluation metrics, we test the fifth
metric Recall@K as suggested by [48]. Here, we set K to 10, 20, 30, 40, and 50
in this work, and report the results of the proposed methods and the best existing
methods (i.e.,MSCMF and BPR) in Figure 2. Larger Recall@K values indicate better
performance. As we can see, the proposed pair-wise method BPR-Dual generally
achieves better results than the other methods on all the three data sets. For example,
BPR-Dual improves its best competitors by up to 7.4%, 10.3%, and 4.5% on the three
data sets, respectively.

Based on the above two experiments, we can conclude that the dual regularization
indeed helps to improve the prediction accuracy for OCCF, for both point-wise and
pari-wise cases. Additionally, the proposed pair-wise method can generally outper-
form the proposed point-wise method in term of prediction accuracy. We will later
further compare point-wise methods with pair-wise methods on the efficiency aspect.

(C) Effectiveness of Dual Regularization. As mentioned before, the proposed dual reg-
ularization is applicable to many existing methods. We have already shown the
usefulness of dual regularization by incorporating them into wiZAN and BPR. Next,
we further verify the effectiveness of the dual regularization terms by adding them
into wZAN and iZAN (in the point-wise manner). The results on the three data sets
are shown in Table 9. As we can see, both wZAN-Dual and iZAN-Dual perform bet-
ter than the corresponding cases when the regularization terms are not added. On the
Ciao data, for example, wZAN-Dual improves wZAN by 13.4%, 18.9%, 14.1%, and

Table 8 Effectiveness results on Lastfm data in the pair-wise case

Methods HLU MAP MPR AUC

wiZAN 17.0809 0.1016 0.1482 0.8508

wiZAN-Dual 23.0329 0.1307 0.1173 0.8798

BPR 20.3862 0.1225 0.1320 0.8657

GBPR 20.8457 0.1255 0.1369 0.8608

BPR-Dual 21.9707 0.1333 0.1037 0.8944

Larger HLU/MAP/AUC and smallerMPR are better. The best results are in bold for better visualization. The
proposed pair-wise method BPR-Dual generally achieves better results than the proposed point-wise method
wiZAN-Dual
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Figure 2 Effectiveness results of Recall@K. Larger Recall values are better. The proposed pair-wise method
BPR-Dual generally achieves better results than the other methods

5.8% wrt HLU, MAP, MPR, and AUC, respectively. This result further validates the
usefulness of dual regularization for OCCF recommendation.

(D) Effectiveness in Cold-start Scenarios. Next, we put our focus on the cold-start sce-
narios. As mentioned in introduction, one of the advantages of our methods is to
alleviate the cold-start problem in recommender systems. For the point-wise case, we

Table 9 Effectiveness of side information

Data Methods HLU MAP MPR AUC

Ciao wZAN 5.9981 0.0275 0.2846 0.6910
wZAN-Dual 6.8044 0.0327 0.2444 0.7309
iZAN 5.5198 0.0248 0.3106 0.6698
iZAN-Dual 6.4389 0.0293 0.2927 0.6899

Epinions wZAN 2.7367 0.0139 0.2179 0.7489
wZAN-Dual 3.1902 0.0166 0.1984 0.7813
iZAN 3.3401 0.0173 0.3233 0.6830
iZAN-Dual 3.4833 0.0179 0.2889 0.7047

Lastfm wZAN 22.7566 0.1287 0.1582 0.8370
wZAN-Dual 22.9072 0.1304 0.1344 0.8624

iZAN 18.9310 0.1087 0.1651 0.8317
iZAN-Dual 19.7863 0.1111 0.1624 0.8344

Larger HLU/MAP/AUC and smaller MPR are better. Our dual regularization improves the prediction
accuracy in all cases
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Figure 3 The effectiveness comparisons of point-wise methods in cold-start scenarios. Smaller MPR is
better. wiZAN-Dual outperforms the compared methods for both cold-start users and cold-start items

first compare the effectiveness of wiZAN-Dual with several best competitors on the
Ciao data and Epinions data. The competitors include wiZAN, MSCMF, RG, wZAN,
and an additional method Pairwise [36]. This method is specially designed for cold-
start users/items, and it requires the user features and item features as input. To apply
the Pairwise method to our problem setting, we perform a spectral decomposition
method to translateM and N to the feature representation for users/items. The results
are shown in Figure 3, where x-axis indicates the number of positive feedback given
by the cold-start users or received by the cold-start items in the training set, and y-axis
indicates the MPR metric. Similar results are observed for the other metrics.

As we can see from the figures, wiZAN-Dual outperforms all the compared meth-
ods for both cold-start users and cold-start items. Specially, wiZAN-Dual is better
than wiZAN, which directly indicates the importance of dual regularization in the
cold-start scenarios. The MSCMF method performs the second best in the compared
methods. The reason is that although in a different way, MSCMF also considers the
side information from both users and items.

Next, we study the performance of pair-wise methods in the cold-start scenar-
ios. We also study the Ciao data and Epinions data, and compare BPR-Dual with
BPR, GBPR, wiZAN, and wiZAN-Dual. The results are shown in Figure 4. We can
first observe that BPR-Dual performs better than its base method BPR, which again
indicates the importance of dual regularization. Second, the proposed BPR-Dual gen-
erally performs better than the other methods, including the proposed point-wise
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Figure 4 The effectiveness comparisons of pair-wise methods in cold-start scenarios. SmallerMPR is better.
BPR-Dual performs best and pair-wise methods outperform the point-wise methods

method wiZAN-Dual. This indicates that pair-wise methods are more suitable for
cold-start scenarios. The possible reason is that while point-wise methods can only
make use of the observed feedback, pair-wise methods can construct multiple triples
based on a single observed feedback (with multiple unobserved ones).

5.3 Efficiency results

(E) Scalability.Next, we evaluate the efficiency of wiZAN-Dual and BPR-Dual by report-
ing the wall-clock time of the training stage (i.e., Algorithm 1 and Algorithm 2). We
take Ciao data as an example. Similar results are observed on the other two data sets,
and we omit them for brevity. We use the subsets of the data sets to test the scalability
of the proposed algorithms. The results are shown in Figure 5. As we can see from
the figures, the wiZAN-Dual algorithm scales linearly wrt the total number of obser-
vations (i.e., |R| + |M| + |N|) and the total number of users and items (i.e., m + n),
which is consistent with our analysis in Lemma 4. Additionally, the algorithm is very
efficient, finishing the training stage within 10 seconds. For BPR-Dual, it also scales
linearly wrt the number of users and items (i.e., m + n), which is consistent withe the
analysis in Lemma 5. However, the training stage takes more time to converge.

(F) Quality-speed Tradeoffs. Finally, we study the quality-speed tradeoffs of the point-
wise methods (wiZAN and wiZAN-Dual) and the pair-wise methods (BPR and BPR-
Dual). We still take Ciao data as an example, and report the AUC and MAP results
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Figure 5 Scalability of the wiZAN-Dual and BPR-Dual algorithms on Ciao data. Both of them scale linearly
wrt the data size

in Figure 6. In the figures, we plot the accuracy metrics in the y-axis and the training
time in the x-axis. As we can see, the proposed pair-wise method BPR-Dual generally
outperforms the other methods in terms of the recommendation accuracy, while the
proposed point-wise methods wiZAN and wiZAN-Dual run much faster in the training
stage.
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Figure 6 The quality-speed tradeoffs. The proposed BPR-Dual is generally more accurate while the
proposed wiZAN-Dual is much efficient
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6 Related work

In this section, we briefly review the related work including the existing methods for multi-
class collaborative filtering and one-class collaborative filtering, and the existing solutions
for the cold-start problem.

Multi-Class Collaborative Filtering Most of the existing collaborative filtering methods
are proposed for explicit, multi-class recommender systems. Typically, collaborative filter-
ing methods are categorized into memory-based methods and model-based methods [19, 20,
50, 55]. Combinations of memory-based method and model-based method have also been
explored [23, 27].

Considering the wide existence of social links between users, many researchers begin to
incorporate such side information into collaborative filtering [28, 29, 41, 45, 53]. The key
idea of these methods is that the linked users tend to have similar latent preferences for
items. By applying similar idea to the item side, Gu et al. [12] employ the link information
from both user side and item side.

One-Class Collaborative Filtering Although one-class collaborative filtering is less vis-
ited compared to the multi-class setting, it is widely applicable in many real situations
where user feedback is implicit. Existing methods for one-class collaborative filtering can
be divided into two classes based on whether they formulate the problem in a point-wise
fashion or a pair-wise fashion. Typically, point-wise methods aim to minimize the error
between the estimated feedback and the real feedback, while the pair-wise methods con-
struct triple samplings and add penalty when the estimated feedback on an unobserved item
is higher than that on an observed item.

According to how they treat the unobserved data, existing point-wise methods for
the one-class setting can be categorized into three classes: weighting-based methods and
sampling-based methods [31, 32], as well as imputation-based methods. For example, Hu
et al. [18] propose a weighting-based method for recommending TV shows, and they obtain
the weight from the number of minutes that a given show was watched; He et al. [16] adopt
item-oriented weighting on the unobserved data by taking the item popularity into consid-
eration; Paquet and Koenigstein [35] propose a sampling-based method where the degree
distributions of users/items are preserved; Sindhwani et al. [42] propose to treat the unob-
served data as optimization variables, which is essentially the imputation-based method.
Our method combines the weighting-based method and the imputation based method, and
incorporates additional information from both user side and item side.

In point-wise setting, side information is also exploited by several researchers. For exam-
ple, Li et al. [26] propose to leverage the users’ past queries to construct the user-item
similarity, and use such similarity to improve the recommendation performance; Zheng et
al. [60] propose to employ multiple similarity matrices between users/items for drug-target
interaction prediction; Yu et al. [56] take the user features into consideration. Other related
proposals include the matrix co-factorization method [10], the combination of sentiment
analysis and neighborhood method [37], etc.

Pair-wise methods are specially designed for one-class collaborative filtering. In this line
of work, Rendle et al. [39] and Kabbur et al. [21] propose an AUC-like optimization func-
tion. After that, several complementary extensions including ours are proposed. For example,
Du et al. [8] add user relationships; Kanagal et al. [22] add item taxonomy information; Pan
and Chen [33] take the group preference of users into consideration; Gantner et al. [11] focus
on the cold-start problem and propose to incorporate user and item attributes; Rendle and
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Freudenthaler [38] further improve their Bayesian personalized ranking method by consi-
dering the long-tail distribution of items; Pan et al. [34] apply transfer learning to obtain more
implicit feedback; He and McAuley [15] extend Bayesian personalized ranking by adding
temporal dimension, i.e., user preferences may change over time. Our method extends
Bayesian personalized ranking by incorporating dual regularization from both users and items.

Cold-Start Problem Cold-start problem is one of the key challenges in recommender sys-
tems. In cold-start scenarios, it is relatively difficult to provide accurate recommendations
for cold-start users [61], cold-start items [1], or both [36]. Existing solutions for cold-
start problem can be categorized into three classes: interview based, adjustment based, and
side-information based.

In the interview-based methods, an additional set of items is usually provided in the sign-
up phase to collect the preferences of the cold-start users [14, 43, 61]. For example, Zhou et
al. [61] use decision tree to select the set of interview items; Harpale and Yang [14] identify
the interview set by active learning. One problem of the interview-based methods is that
they bring additional burdens to the cold-start users. The second class of adjustment-based
methods mainly focus on how to make full use of the small amount of ratings from cold-start
users or for cold-start items. For example, Hacker and Ahn [13] introduce an online game
during which the preferences of cold-start users can be adjusted; Xu et al. [49, 51] apply the
rating comparison strategy from Elo system [9] to adjust the preferences of cold-start users.
Methods in the third class exploit the side information to alleviate the cold-start problem.
In this class, existing methods can be further categorized into attribute-based methods and
link-based methods according to the type of side information they used. For attribute-based
methods, Schein et al. [40] use item attributes such as item content; Park et al. [36] and
Zhang et al. [57] leverage both user attributes and item attributes such as the demographical
information. In contrast to attribute-based methods, link-based methods mainly employ the
the social relationships between users [28, 41, 52]. Our method falls into this sub-category,
and we encode the link-based side information from both users and items. In addition to
the above methods, some researchers propose to use the side information from other social
media to improve the current recommendation scenario [58, 59].

Finally, this work is an extension of our previous conference paper [54]. The previous
work considers only the point-wise case, while we further consider pair-wise case in this
extension.

7 Conclusions

In this paper, we have proposed dual-regularized models wiZAN-Dual and BPR-Dual for
one-class collaborative filtering. In particular, wiZAN-Dual is a point-wise method that
integrates the imputation-based method, the weighting-based method, and the graph regu-
larization from both users and items. On the other hand, BPR-Dual builds upon BPR and
formulates pair-wise dual regularization. We propose efficient algorithms for wiZAN-Dual
and BPR-Dual, and analyze our algorithms in terms of optimality, correctness, and com-
plexity. Our experimental evaluations on three real data sets show that the proposed methods
lead to significant improvement over the existing methods in prediction accuracy, while
enjoying the linear scalability in both time and space. In particular, BPR-Dual outperforms
wiZAN-Dual in terms of prediction accuracy while wiZAN-Dual runs much faster.

In the current work, we employ the link information from both user side and item side to
improve the one-class recommendation accuracy. In the future, we plan to consider the case
when there are multiple types of links, and the challenge is how to combine different types
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of links. Similarly, we may extend the current problem setting by incorporating attributes
by, for example, applying convolutional neural networks to model the item content.

Acknowledgments This work is supported by the National Key Research and Development Program
of China (No. 2017YFB1001801), the National Natural Science Foundation of China (No. 61690204,
61672274, 61702252), and the Collaborative Innovation Center of Novel Software Technology and Indus-
trialization. Hanghang Tong is partially supported by NSF (IIS-1651203, IIS-1715385, CNS-1629888 and
IIS-1743040), DTRA (HDTRA1-16-0017), ARO (W911NF-16-1-0168), and gifts from Huawei and Baidu.

Appendix

Proof of Theorem 2 By ignoring constant terms, we can re-write (12) as

J (F) = −2tr[(W � W � (R + P))GF′] + tr[(W � W � (FG′))GF′]
+ λr tr(FF′) + λF tr(F′DMF) − λF tr(F′MF) (24)

Following the auxiliary function approach [25], an auxiliary function H(F, F̃) of J (F) must
satisfy

H(F,F) = J (F), H(F, F̃) � J (F) (25)

We define

F(t+1) = argmin
F

H(F,F(t)) (26)

Then, by construction, we have

J (F(t)) = H(F(t),F(t)) � H(F(t+1),F(t)) � J (F(t+1)) (27)

This would prove that J (F(t)) is monotonically decreasing.
In the remainder of proof, we need to find 1) an appropriate auxiliary function, and 2)

the global minimum solution of the auxiliary function.
We start with the auxiliary function, and show that the following equation is one of the

auxiliary functions for (24)

H(F, F̃) = −2
m∑

u=1

r∑

k=1

[(W � W � (R + P))G](u, k)F̃(u, k)

(1 + log(
F(u, k)

F̃(u, k)
))

−
m∑

u=1

m∑

v=1

r∑

k=1

λFM(u, v)F̃(v, k)F̃(u, k)

(1 + log(
F(v, k)F(u, k)

F̃(v, k)F̃(u, k)
))

+
m∑

u=1

r∑

k=1

λrF2(u, k)

+
m∑

u=1

r∑

k=1

[(W � W � (F̃G′))G](u, k)F2(u, k)

F̃(u, k)

+
m∑

u=1

r∑

k=1

[λFDM F̃](u, k)F2(u, k)

F̃(u, k)
(28)
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For convenience, we name the five terms in (28) as E1, E2, E3, E4 and E5, respectively.
Then, for E3 we have

E3 = λr tr(FF′) (29)

Using the inequality z � 1 + log z, we have

E1 � −2
m∑

u=1

r∑

k=1

[(W � W � (R + P))G](u, k)F(u, k)

= −2tr[(W � W � (R + P))GF′] (30)

and

E2 � −
m∑

u=1

m∑

v=1

r∑

k=1

λFM(u, v)F(v, k)F(u, k) = −λF tr(F′MF) (31)

For E5, we use the following inequality [7]

n∑

i=1

k∑

p=1

(AS∗B)S2(i, p)

S(i, p)
� tr(S∗ASB)

where An×n, Bk×k , Sn×k , and S∗
n×k are non-negative matrices, and A and B are symmetric.

Therefore, we have

E5 � λF tr(F′DMF) (32)

Finally, for E4, let F(u, k) = F̃(u, k)Q(u, k) we have

E4 =
m∑

u=1

n∑

i=1

r∑

k=1

r∑

l=1

F̃(u, l)G′(l, i)W2(u, i)G(i, k)F2(u, k)

F̃(u, k)

=
m∑

u=1

n∑

i=1

r∑

k=1

r∑

l=1

F̃(u, l)G′(l, i)W2(u, i)G(i, k)F̃(u, k)Q2(u, k)

=
m∑

u=1

n∑

i=1

r∑

k=1

r∑

l=1

F̃(u, l)G′(l, i)W2(u, i)G(i, k)F̃(u, k)

(
Q2(u, k) + Q2(u, l)

2
)

�
m∑

u=1

n∑

i=1

r∑

k=1

r∑

l=1

F̃(u, l)G′(l, i)W2(u, i)G(i, k)F̃(u, k)

(Q(u, k)Q(u, l))

=
m∑

u=1

n∑

i=1

r∑

k=1

r∑

l=1

F(u, l)G′(l, i)W2(u, i)G(i, k)F(u, k)

= tr[(W � W � (FG′))GF′] (33)

By substituting (29)-(33) into (28), we have H(F, F̃) � J (F).
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Next, we need to find the global minimum solution of H(F, F̃). The gradient is

1

2

∂H(F, F̃)

∂F(u, k)
= −[(W � W � (R + P))G](u, k)F̃(u, k)

F(u, k)

−[λFMF̃](u, k)F̃(u, k)

F(u, k)
+ [λr F̃](u, k)F(u, k)

F̃(u, k)

+[(W � W � (F̃G′))G](u, k)F(u, k)

F̃(u, k)

+[λFDM F̃](u, k)F(u, k)

F̃(u, k)

= −[(W � W � (R + P))G + λFMF̃](u, k)F̃(u, k)

F(u, k)

+[(W � W � (F̃G′))G + λr F̃ + λFDM F̃](u, k)F(u, k)

F̃(u, k)

(34)

We can further show that the Hessian matrix of H(F, F̃) is a diagonal matrix with positive
diagonal elements. Therefore, the global minimum can be obtained by setting (34) as zero,
which results in

F2(u, k) = F̃
2
(u, k)

[(W � W � (R + P))G + λFMF̃](u, k)

[(W � W � (F̃G′))G + λr F̃ + λFDM F̃](u, k)
(35)

Back to (26), F(t+1) = F and F(t) = F̃. Therefore, the updating rule in (14) decreases
monotonically. Further, with equivalence between (14) and (16) as shown in the proof of
Theorem 1, we have that (12) decreases monotonically under the updating rule of (16),
which completes the proof.
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