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Abstract. Facial age estimation is one of the unsolved challenging is-
sues in automatic face perception. Previous studies usually formulated
it as a classification problem, where each age is regarded as a class, or
a regression problem where the age is regarded as a variable spanning
in a real-valued interval. In this paper, we propose to formulate this
task as an ordinal regression problem. On one hand, the new formula-
tion emphasizes the fact that the age estimation problem is inherently a
classification problem (ordinal regression is a special kind of classification
task); on the other hand, the new formulation allows to take into account
the order information between different ages, which has been ignored by
previous classification formulation. We develop the TOPP (Total Order-
ing Preserving Projection) approach, by identifying the low-dimensional
subspace which preserves the ordinal relations to the best, and exper-
iments show that TOPP significantly outperforms state-of-the-art age
estimation methods.

Keywords: ordering preserving projection, ordinal regression, facial age
estimation, face perception, machine learning

1 Introduction

Face perception has been studied for many decades, and significant progress has
been made in recent years due to the success of deep learning methods and the
availability of very large-scale training datasets. For example, the accuracy of
face verification has been improved to higher than 99% (Schroff et al., 2015),
which is comparable or even superior to the ability of human beings. Other than
the identity, age is also an important attribute of the human face and facial age
estimation is essential to many applications such as age-specific access control,
age-specific service etc.. Figure 1 shows an example of human facial aging. How-
ever, facial age estimation is one of the unsolved challenging issues in automatic
human face perception. One important reason lies in the fact that there does
not exist “big data of facial age images”, because collecting facial images un-
der different ages is not easy, and getting the accurate facial age information is
quite difficult even when there are lots of facial images. Thus, smart methods
are needed for automatic facial age estimation.
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Fig. 1. An example of human facial aging process (images collected from the Internet).

Previous studies usually formulated this task as a classification problem,
or a regression problem. Under a typical classification setting, each age or age
group is treated as a single class, while the order information among different
classes is dropped. Exchanging class names will never lead to different models for
classification methods. However, for the task of facial age estimation, ignoring
the order information is dangerous, e.g. classifying 5 year old face to age 6 is
tolerable while classifying it to age 50 is not. For regression-based methods, the
age is regarded as a variable spanning in a real-valued interval, but it is usually
hard to determine the mapping from the age to the variable in this interval.

When identifying a low-dimensional subspace of face images, an example is
given to illustrate the dilemma of traditional classification methods in Figure 2.
Figure 2(a) shows some face images of age 10, 30 and 50 in the original feature
vector space. As can be seen there is no obvious clustering structure in this
original space. Figure 2(b) and 2(c) show 2D plots of transformed feature vectors
obtained by two different linear transformations. As shown in both Figures,
faces of same age are close to each other while faces of different ages are far
away from each other. Thus, both linear transformations are good under the
view of classification methods. However, the situation may change when the
order information is considered, and it is clear that Figure 2(c) is preferred to
Figure 2(b) for age estimation.

In this paper, we propose to formulate the facial age estimation task as an or-
dinal regression problem, where ages or age groups are viewed as ordered classes.
On one hand, it is a special kind of classification problem. On the other hand,
it takes into account the order information between different classes which has
been ignored by classification formulation. Then, we develop the TOPP (Total
Ordering Preserving Projection) approach, by identifying the low-dimensional
subspace which not only presents the clear clustering structure but also pre-
serves the ordinal relations to the best (as the case in Figure 2(c)). Experiments
are conducted on three benchmark databases and it is shown that TOPP signif-
icantly outperforms state-of-the-art facial age estimation methods.

The rest of this paper is organized as follows. In the next section, previous
work on facial age estimation is reviewed. In Section 3, the TOPP approach is
described in detail. Then, the experiment results are shown in Section 4. Finally,
the conclusions are drawn in Section 5.
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Fig. 2. (a) shows some faces of three different ages (i.e. 10, 30, 50) in original high-
dimensional space. (b) and (c) display the faces projected onto two different 2D spaces.
Under the view of classification methods, both (b) and (c) show good clustering struc-
tures, but (c) is preferred for the task of facial age estimation.

2 Related Work

A variety of facial age estimation methods have been proposed over the last
decade. Usually, the design of these methods consists of two parts: 1) the rep-
resentation of facial images and 2) the design of age estimators. First, facial
features which can represent human age or appearance change are extracted
from images. Then, an age determination function is fitted to estimate the ages
based on these features.

For facial age estimation, the goal of image representation is to capture the
aging features on human faces. It is known that facial aging is a process related
to both shape and texture of face. Motivated by this observation, Lanitis et al.
(2002) suggested to use the active appearance model (AAM) (Cootes et al.,
2001) to extract features from face images with 68 landmarks, because the main
advantage of AAM is that the extracted features combine both the shape and
texture of the face images. However, landmarks are not always available. To deal
with such case, Guo et al. (2009) introduced the biologically inspired features
(BIF) (Riesenhuber and Poggio, 1999) to age estimation and a couple of improve-
ments over the original biologically inspired models were proposed to ensure a
good performance for age estimation. Later, Luu et al. (2011) proposed the con-
tourlet appearance model (CAM) to represent face images, which is claimed to
be more accurate and faster at localizing facial landmarks than AAM.

Due to the natural characters of the age attribute, the age determination
problem has been formulated in many ways. 1) regression Lanitis et al. (2002)
viewed the age as a quadratic function of the extracted features and built the
weighted appearance specific aging function (WAS) (Lanitis et al., 2002). This



idea was further extended to the appearance and age specific aging function
(AAS) (Lanitis et al., 2004) in which aging functions are built for different age
groups. Yan et al. (2007) designed a regressor from training samples with uncer-
tain nonnegative labels and learned the regressor through semidefinite program-
ming. Guo et al. (2008) proposed the locally adjusted robust regression (LARR)
for age estimation, which takes the support vector regression (SVR) as a global
robust regressor and the support vector machine (SVM) as a local adjuster. 2)
multi-class classification. Geng et al. (2007) proposed the aging pattern sub-
space (AGES) algorithm based on the subspace trained on constructed aging
pattern vectors for each person. After the proposal of AGES, subspace learn-
ing techniques have been widely applied to facial age estimation (Geng et al.,
2007; Fu et al., 2007; Fu and Huang, 2008). Besides, many classical multi-class
classification methods have been tested for age estimation problem, such as the
kNN (Geng et al., 2007; Chang et al., 2010; Geng et al., 2013), the SVM (Geng
et al., 2007; Guo et al., 2008; Chang et al., 2010, 2011) and the backpropagation
neural network (Lanitis et al., 2004; Geng et al., 2007; Chang et al., 2010, 2011).
3) label distribution learning To overcome problems brought by insufficient and
incomplete training data, Geng et al. (2010) associated each face image with
a label distribution, and put forward the label distribution learning paradigm.
The improved iterative scaling-learning from label distribution (IIS-LLD) (Geng
et al., 2010) and the conditional probability neural network (CPNN) (Geng
et al., 2013) were proposed successively to solve this label distribution learn-
ing problem. 4) cost-sensitive learning Recently, Chang et al. (2011) treated it
as a cost-sensitive classification problem and proposed the ordinal hyperplanes
ranker (OHRank) to improve the estimation accuracy.

3 Total Ordering Preserving Projection

Suppose we have a set of m samples {x1,x2, . . . ,xm} taking values in a d-
dimensional space, and each sample being associated to one of the c ordered
classes in {L1, L2, . . . , Lc}. Consider a linear transformation mapping the orig-
inal d-dimensional space into a d′-dimensional space, where d′ < d, then the
transformed vector {yk} are defined as:

yk = WTxk, k = 1, 2, . . . ,m (1)

where W ∈ Rd×d′ is the corresponding transformation matrix.
The goal is to identify such a projection that in the transformed space, 1)

faces of same age should be very close to each other, 2) two faces with small age
gap should not be far away from each other while 3) two faces with huge age gap
should be far away from each other. From another point of view, if faces in the
transformed space present a clear order changing trend, then overlap between
younger faces and elder ones should be small. Note that ‘younger’ and ‘elder’
are comparative terms, e.g., faces aged from 20 to 30 are younger compared
to those from 40 to 50, but elder compared to those from 1 to 10. Different
choices of separation age will lead to different partitions of younger faces and



elder ones, and overlap between younger faces and elder faces in the transformed
space should be small in every possible partition for a good projection. Inspired
by this, we develop the new objective function to identify the projection that
preserves the ordinal relations.

More specifically, suppose “<” indicates the ordinal relationship between
different classes (or ages), and we can assume L1 < L2 < · · · < Lc without loss
of generality. Let li ∈ {L1, L2, . . . , Lc} be the label for instance xi. For any class
Lk, we separate the data set into two subsets, X+

k and X−k as follows:

X+
k = {xi|li > Lk} , X−k = {xi|li ≤ Lk} (2)

By assigning the positive labels to the samples in X+
k and assigning the nega-

tive labels to the samples in X−k , the problem is converted to a standard binary
classification problem. To avoid the appearance of empty set, we take k among
{1, 2, . . . , c−1}. In this way, we can convert the original ordinal regression prob-
lem into c− 1 binary classification problems.

For a given subproblem which is induced by Lk, samples of low-order are
included in X−k while samples of high-order are included in X+

k . In order to
present a distinct order changing trend, we expect a small overlap between sam-
ples in X−k and samples in X+

k . Let mi denote the number of samples in class

Li, then m−k =
∑k

i=1mi and m+
k =

∑c
i=k+1mi are the number of samples in

X−k and X+
k respectively. Let µi and µ denote the center of samples of order i

and the center of all samples respectively and let µ−k and µ+
k denote the centers

of samples in X−k and X+
k , then:

µ−k =
1

m−k

∑
xi∈X−k

xi =
1

m−k

∑k

i=1
miµi (3)

µ+
k =

1

m+
k

∑
xi∈X+

k

xi =
1

m+
k

∑c

i=k+1
miµi (4)

Thus, the corresponding centers in the transformed space are WTµ−k , WTµ+
k

and WTµ, and distance between X−k and X+
k in the transformed space can be

characterized by

m−k (WTµ−k −W
Tµ)T(WTµ−k −W

Tµ)+m+
k (WTµ+

k −W
Tµ)T(WTµ+

k −W
Tµ).

(5)
Let distk denote this distance, by using the trace trick, it can be simplified as

distk = tr
(
WT

(
m−k (µ−k − µ)(µ−k − µ)T +m+

k (µ+
k − µ)(µ+

k − µ)T
)
W
)
. (6)

Finally, such distances for all c− 1 subproblems are summed up to measure
the overall degree of preservation of ordinal information, i.e.

∑c−1
k=1 distk. Define

So as the ordinal-class scatter matrix

So =
∑c−1

k=1
m−k (µ−k − µ)(µ−k − µ)T +m+

k (µ+
k − µ)(µ+

k − µ)T, (7)



then
∑c−1

k=1 distk can be simplified as

c−1∑
k=1

distk =
c−1∑
k=1

tr
(
WT

(
m−k (µ−k − µ)(µ−k − µ)T +m+

k (µ+
k − µ)(µ+

k − µ)T
)
W
)

= tr
(
WT

c−1∑
k=1

(
m−k (µ−k − µ)(µ−k − µ)T +m+

k (µ+
k − µ)(µ+

k − µ)T
)
W
)

= tr(WTSoW) (8)

In order to obtain a normalized distance,
∑c−1

k=1 distk is divided by disttotal
which is defined as

disttotal =
∑m

i=1
(WTxi −WTµ)T(WTxi −WTµ)

= tr
(
WT

(∑m

i=1
(xi − µ)(xi − µ)T

)
W
)

= tr(WTStW), (9)

where St is known as the total scatter matrix. In fact, disttotal is the total
distance from all samples to the sample center in the transformed space. As a
result, the final objective is

W∗ = arg maxW

∑c−1
k=1 distk
disttotal

= arg maxW

tr(WTSoW)

tr(WTStW)
(10)

It’s hard to solve this trace ratio optimization problem directly, so we take
the approximate solution by solving the generalized eigenvalue problem. More
specifically, if W = [w1,w2, . . . ,wd′ ], then wi is the generalized eigenvector cor-
responding to the i-th largest generalized eigenvalue λi for the following problem:

Sowi = λiStwi (11)

As can be seen, faces of same age is classified into the same group in all
c − 1 subproblems. Furthermore, if two faces are of large age gap, then few
subproblems will classify them into the same group. In an extreme case, an
L1-year-old face and an Lc-year-old face will never be classified into the same
group in all subproblems. Note that the form of Eq. 10 is very similar to the
objective function of the classical linear discriminant analysis (LDA) (Belhumeur
et al., 1997), but LDA is a typical classification method of which the drawback is
explained in Section 1. In LDA, distances of different class centers to the center
of all samples are treated equally which makes it not appropriate for the task of
facial age estimation.

Our approach1 for facial age estimation, i.e., TOPP, is summarized as fol-
lows. At the training stage, features are extracted from images and the optimal

1 The MATLAB implementation of our approach can be obtained via http://lamda.

nju.edu.cn/code_TOPP.ashx



projection W∗ is chosen by solving Eq. 10. At the test stage, the same type of
features are extracted from unseen images and mapped onto the low-dimensional
space by W∗. Finally, the mapped training feature vectors and the mapped test
feature vectors are passed to the median kNN which is widely used for ordinal
regression (Hechenbichler and Schliep, 2004), to output age predictions.

4 Experiments

4.1 Data Sets

Experiments are performed on three benchmark databases: the FG-NET Ag-
ing Database (Lanitis et al., 2002), the MORPH Album 2 Database (Ricanek
and Tesafaye, 2006) and the ChaLearn Apparent Age Database (Escalera et al.,
2015). The FG-NET contains 1002 color or gray facial images from 82 subjects.
Besides age variation, other variations in pose, expression and lighting are also
presented in this database. Since the landmarks for each image are available in
this database, the AAM is often chosen as the feature extractor. In the experi-
ments, we use about 250 AAM features to preserve 99 percent of the variability
in the training data.

The MORPH Album 2 Database (hereinafter referred to as ‘MORPH’) is a
large-scale database which contains 55134 facial images from more than 13000
subjects. Due to the absence of landmark information, the biologically inspired
features (BIF) (Guo et al., 2009) instead of the AAM features are extracted from
these images. We use about 1000 BIF features which preserve 95 percent of the
variability in the training data, which are sufficient for age estimation suggested
by (Guo et al., 2009).

The ChaLearn Apparent Age Database (hereinafter referred to as ‘ChaLearn’)
is a mid-scale database, and it has 3615 face images with their apparent ages
and standard deviations provided. A pre-processing step suggested by (Yang
et al., 2015) is taken to obtain aligned faces. Then the first 300 BIF features are
extracted and served as the input of all compared methods.

4.2 Experiment Setup

We use MAE (mean absolute error) (Lanitis et al., 2002) to measure the perfor-

mance, where l̂i and li are the estimated age and the ground truth for the test
image i, respectively:

MAE =
1

m

m∑
i=1

|l̂i − li|. (12)

First, we compare our method to the state-of-the-art methods, including
WAS (Lanitis et al., 2002), AAS (Lanitis et al., 2004), AGES (Geng et al., 2007),
LARR (Guo et al., 2008), IIS-LLD (Geng et al., 2010), CPNN (Geng et al., 2013)
and OHRank (Chang et al., 2011). Second, methods such as LDA (Belhumeur
et al., 1997), OLPP (Cai et al., 2006) and OPMFA (Lu and Tan, 2013) are com-
pared to show the superiority of TOPP over other subspace learning methods.



For those experiments on the FG-NET, the leave-one-person-out (LOPO)
(Geng et al., 2007) test scheme is used. In each fold, the images of one individual
are treated as the test set and the remainders are treated as the training set.
By this means, each individual is treated as test set once. For AAS, the error
threshold in the appearance cluster training step is set to 4, and the age groups
are set as 0-9, 10-19, 20-39, and 40-69 to train age specific classifiers. For AGES,
the dimensionality of the aging pattern subspace is set to 20. In LARR, the
RBF kernel function is used to train the global SVR model and the associated
parameters, ε, C and γ, are set as 0.02, 40 and 12 separately recommended
by (Guo et al., 2008). The local search range in LARR is selected by 5-fold
cross validation on training set. Both IIS-LLD and CPNN assign Gaussian label
distributions to training images, and the standard deviations σ of Gaussian
distributions for IIS-LLD and CPNN are 1 and 2 respectively on this database,
which is suggested by (Geng et al., 2013). In CPNN, the number of hidden
layer units is set to 400. For each subproblem in OHRank, the absolute cost
function is applied to weight each instance and the RBF kernel function is used
to train binary SVM classifiers. For all the subspace learning methods followed
by median kNN, the dimensionality d′ of the reduced subspace and the number
of nearest neighbors k are determined by 5-fold cross validation on training set,
and euclidean distance is used to find nearest neighbors.

Since the number of individuals in MORPH is more than 13000, the LOPO
test scheme may be too time consuming to get final results. Instead, in each
round we randomly select 25000 images for training, and another 25000 images
for testing. After 10 rounds, final results are calculated from all predictions. WAS
and AGES are not tested on this database because the average number of images
per individual is 4, which may be too few to obtain a reliable aging function or
aging pattern for each individual. Most setups for other methods trained on this
database are same with those on FG-NET. For the sake of briefness, only the
different setups are listed here. For AAS, the error threshold in the appearance
cluster training step is reset to 8, and the age groups are adjusted to 16-24, 25-
34, 35-44, and 45-77 to match the age range (16-77) on this database. For IIS-
LLD, the standard deviation σ of Gaussian distributions is reset to 3 according
to (Geng et al., 2013). For OHRank, the linear kernel function instead of the
RBF kernel function is used when training SVM classifiers, because the test
for OHRank with RBF kernel function did not come to an end in 48 hours on
author’s computer (Windows 8 with i5 CPU @3.2GHz and 8G RAM).

On the ChaLearn database, 10 times 5-fold cross validation is used to assess
age estimation methods. Most setups are same with those on MORPH. Note
that, the ChaLearn is an apparent age database and each image is labeled by
multiple individuals. As a result, each face image has a votes variance. Hence,
for label distribution learning methods (IIS-LLD and CPNN), the variance of
Gaussian distribution for each image is set to the votes variance in order to well
utilize information in training set.



Table 1. Mean absolute errors (MAEs) of age estimation in comparison with state-of-
the-art methods. In each data set, the lowest MAEs are bolded, and in MORPH and
ChaLearn, ‘•/◦’ denote respectively that our method is significantly better/worse than
the corresponding method by the t-test with significance level 0.05.

Method
Data Set

FG-NET MORPH ChaLearn

WAS 9.38 —– —–

AAS 8.43 5.11 ± 0.03• 8.68 ± 0.19•
AGES 6.68 —– —–

LARR 5.11 5.52 ± 0.03• 7.17 ± 0.02•
IIS-LLD 5.87 6.63 ± 0.09• 8.99 ± 0.09•
CPNN 5.34 4.94 ± 0.22• 8.80 ± 0.25•

OHRank 4.50 4.34 ± 0.02• 6.62 ± 0.02•
Ours 4.25 4.23± 0.02 6.28± 0.03

4.3 Results

The MAEs of our proposed method and existing facial age estimation methods
mentioned above are tabulated in Table 1. Note that standard deviations of
MAEs on the FG-NET are not displayed, because the size of test set in each
fold varies dramatically, and all of the methods get unstable performances (Geng
et al., 2013).

As can be seen, our proposed method outperforms all these compared meth-
ods on all three aging databases. The good performance of our method is sup-
posed to come from the full utilization of ordinal information among ages in
subspace learning phase. If there is only a small difference between the ages of
two training images, then most of the binary decompositions will classify them
into the same subgroup, which means a relatively large punishment will be re-
ceived if such two images are projected far away. Thus, the subspace found by
TOPP is expected to be ‘pure’ in local area. Here ‘pure’ local area means that
age differences in this area are relatively small. This is a good preparation for
kNN style classifier, since it narrows the age differences in the neighborhood of
unseen image.

Furthermore, to show the superiority of TOPP over other subspace learning
methods, 3 subspace learning methods are testes on the benchmark databases
as well. The corresponding MAEs are listed in Table 2. Comparisons on the
FG-NET and ChaLearn show the good performance of TOPP. Nevertheless, it
seems that TOPP gets almost the same results with LDA on the MORPH. In
fact, projections chosen by TOPP are almost the same with that chosen by
LDA in each test round. Thus, when data is sufficient (MORPH is a large scale
data set), projections with optimal discriminative power also present the ordinal
relationship among different ordered classes (i.e. the aging trend in facial age
estimation problem).



Table 2. MAEs in comparison with subspace learning methods (‘—–’ means that no
subspace learning method is used). In each data set, the lowest MAEs are bolded,
and in MORPH and ChaLearn, ‘•/◦’ denote respectively that TOPP is significantly
better/worse than the corresponding method by the t-test with significance level 0.05.

Subspace
Data Set

FG-NET MORPH ChaLearn

—– 6.73 6.43 ± 0.03• 8.05 ± 0.02•
OLPP 5.17 4.36 ± 0.02• 6.45 ± 0.03•
LDA 4.46 4.23± 0.02 6.33 ± 0.03•

OPMFA 6.27 4.43 ± 0.03• 7.18 ± 0.04•
TOPP 4.25 4.23± 0.02 6.28± 0.03

n=12500 n=6250 n=3125 n=1563 n=781 n=391 n=195
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LDA

TOPP

Fig. 3. Visualization for first two projections chosen by OPMFA, OLPP, LDA and
TOPP as the training data being reduced. In case of extremely insufficient training
data (n=195), only the subspace found by TOPP still can present a clear aging trend.

However, sufficient training data are usually not available in practice. To
simulate such case, we gradually reduce the training data from MORPH used
by subspace learning methods, while the same test data are used to visualize the
dimensionality reduction results. More specifically, half of the training data are
randomly removed at each round. Images with ages older than 50 (only 5% of all
images) are removed from the very beginning, because these images are too few
to ensure a stable partition. After 7 rounds, the last training set contains only
0.8% ((1/2)7) of the original training data. The results are shown in Figure 3.
In these plots, the first two dimensions are shown for each subspace. To make
the aging trend more obvious, points with same age label are characterized by
colored area within corresponding Gaussian contour, and different colors indicate
different ages. As can be seen, when keeping on reducing the training data,
projections chosen by OPMFA, OLPP and LDA appear to differ from the original
projections. In case of extremely insufficient training data (n=195), only the
subspace found by TOPP still can present a clear aging trend. To quantize
the similarity between newly learned projections and the original projections,
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Fig. 4. The cosines of angles between newly learned projections and the projections
learned given whole training set. Results are shown for first two projections separately.

the cosines of angles between them are calculated and shown in Figure 4. The
cosines for OPMFA, OLPP and LDA drop rapidly while the cosines for TOPP do
not. The main reason for this phenomenon is that the prior knowledge of ordinal
relationship among age labels makes up for the insufficiency of training data, and
becomes more and more important as the training data being reduced. For OLPP
and LDA which do not make use of such prior knowledge, performances get worse
when fewer and fewer data are available. For OPMFA, the ordinal information is
incorporated by introducing label-sensitive weights to each pairwise distance, but
the choice of label-sensitive function may affect the exploration of the underlying
aging trend. The influence appears to be obvious given insufficient training data.

5 Conclusion

In this paper, facial age estimation is formulated as an ordinal regression prob-
lem. The new formulation not only emphasizes the fact that the facial age es-
timation problem is inherently a classification problem but also allows to take
into account the order information between different ages. The total ordering
preserving projection (TOPP) is proposed to identify a subspace that preserves
the ordinal relations among different ages to the best. Experiment results demon-
strate that our approach for age estimation outperforms state-of-the-art meth-
ods. Furthermore, when facing extremely insufficient training data, TOPP still
can find projections presenting the order changing trend. Thus, TOPP is very
helpful in the situations where only limited training images are available, which
is the usual case in practice. Additionally, TOPP can be applied to other appli-
cations with ordered labels, such as rating prediction, head pose estimation, and
so on, which will be investigated in future work.
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