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Abstract—Detecting and resolving context inconsistency is crit-
ical to pervasive computing applications and infrastructures. 
Context inconsistency occurs when an application perceives 
contexts that breach predefined consistency constraints. This 
can drive an application to behave abnormally or even cause 
failure. Existing work commonly assumes the presence of a 
single application suffering from context inconsistency, such 
that specific repair actions can be taken to resolve the incon-
sistency for this application. However, when multiple applica-
tions run on the same infrastructure, they may impose conflict-
ing requirements on resolving context inconsistency. In this 
paper, we propose a novel view-based approach ConsView to 
address such conflicting requirements. In ConsView, each ap-
plication has a specific view to its own contexts that satisfy its 
own requirement on resolving context inconsistency. Such 
views are called consistent context views. We discuss the chal-
lenges of doing so and our ideas for addressing them. We im-
plemented a prototype infrastructure supporting consistent 
context views, and evaluated it experimentally with simulated 
applications of real-life settings. The results confirmed the 
effectiveness and efficiency of our ConsView approach. 

Keywords- Context inconsistency;consistent context view. 

I.  INTRODUCTION 
The proliferation of wireless sensor networks and smart 

devices are driving conventional computing towards perva-
sive computing, in which applications adapt their behavior to 
changing environments of computing entities [2]. These ap-
plications are referred as context-aware applications [8,16]. 
The pieces of environmental information are referred to as 
contexts [4,17]. Changing environments imply that contexts 
arrive quickly and become obsolete easily. Various pervasive 
computing infrastructures have been proposed for managing 
contexts and supporting the development of context-aware 
applications upon these contexts [1,9,10,16]. 

Recently context inconsistency has been commonly ob-
served in pervasive computing [18]. It means that contexts 
conflict with each other with respect to certain consistency 
constraints. Context inconsistency can drive applications to 
behave abnormally [18,19]. Therefore, detecting and resolv-
ing context inconsistency is critical to reliable context man-
agement. When new contexts arrive, an underlying infra-
structure checks predefined consistency constraints over the-
se contexts. If any violation is detected, we say that context 
inconsistency occurs. Corresponding repair actions are then 
taken to resolve the inconsistency. This process is called 
context inconsistency resolution [18]. An overview of con-
text-aware applications supported by context inconsistency  
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detection and resolution services is illustrated in Fig. 1. 
Existing work [18,19,20] has mainly focused on tech-

niques for efficiently detecting or resolving context incon-
sistency. They commonly assume one single application 
running on an infrastructure.  When any context inconsisten-
cy is detected, specific repair actions are taken to resolve this 
inconsistency without ambiguousness. However, when mul-
tiple applications run on the same infrastructure, it becomes 
non-trivial to choose proper repair actions due to potential 
conflicts among inconsistency resolving requirements from 
different applications. First, different applications may im-
pose conflicting repair actions for the same context incon-
sistency. Suppose that a new context incurs an inconsistency 
with a former context. One application may take a repair 
action of deleting it, while another application may wish to 
update it. It is impossible to satisfy both requirements at the 
same time. Second, the repair actions of one application may 
contaminate the contexts critical to the computing tasks of 
another application. That is, resolving requirements of one 
application may conflict with the computing tasks of another 
application. Consider one context inconsistency. An applica-
tion wishes to delete one context to resolve this inconsisten-
cy, while this context is to be used for triggering a computing 
task of another application. Third, the repair actions of one 
application may result in new context inconsistency with 
respect to other applications. We shall give more examples 
later. 

In this paper, we propose a novel view-based approach, 
called ConsView, to address such conflicting requirements 
on resolving context inconsistency for multiple applications. 
In ConsView, each application owns a specific view, which 
is a local perspective of the context repository in the infra-
structure and satisfies the inconsistency resolving require-
ment of this particular application. Such a view is called con-

 

Figure 1. An overview of context-aware applications supported by 
context inconsistency detection and resolution services.
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sistent context view. We exploit references instead of copies 
and apply a “copy on variation” strategy for saving space for 
all contexts. Besides, we adopt an incremental view refresh-
ing technique to maintain such views for saving time. 

Our contributions in this paper include: (1) Formulating 
the conflicting-requirement problem in resolving context 
inconsistency for multiple applications; (2) Proposing a 
view-based approach to address this problem. (3) Imple-
menting an effective and efficient prototype infrastructure 
middleware supporting consistent context views. 

The rest of this paper is organized as follows. Section II 
gives our motivating example to illustrate the conflicts be-
tween different inconsistency resolving requirements.  Sec-
tion III presents our context model supporting context incon-
sistency detection and resolution. Section IV formalizes our 
consistent context views and presents our soundness theorem. 
Section V introduces our prototype infrastructure ConsView 
and experimentally evaluates it. Section VII presents the 
related work, and finally Section VIII summarizes this paper 
and explores our future work.  

II. MOTIVATING EXAMPLE 
In this section, we present a motivating example of three 

applications adapted from the literature [14]. These applica-
tions are for managing warehouse transportation tasks. 

A. RFID-enabled warehouse management 
RFID (Radio Frequency Identification) technology is be-

ing widely adopted in pervasive computing scenarios [14,20]. 
Still, duplicate reads, missing reads, and cross reads are 
commonly found in practice [14]. Consistency constraints 
are thus required to check for inconsistency in contexts. 

We consider a warehouse, in which the RFID technology 
is used to facilitate asset tracking and business automation. 
As illustrated in Fig. 2, each transported product is attached 
with an RFID tag, and certain sites of this warehouse are 
deployed with RFID readers. Suppose that all products are 
first transported to a loading site, and then to a store room 
along the path as illustrated in Fig. 2. The store room has two 
doors: entry door (or entry) and exit door (or exit). Products 
are categorized into different shelves in the store room. If 
there is no empty shelf in the store room, products would be 
transported to a back room for temporary storage. Later, the-
se products can be transported back to the store room if its 
space becomes available again. We consider three RFID 
readers deployed at the loading site, entry door, and exit door, 
respectively. Suppose that the following two facts hold: 

 Transporting one product from the loading site to the 
entry door takes T1 time. 

 Transporting one product from the entry door to the 
exit door (including the checking of whether any 
empty shelf exists in the store room) takes T2 time. 

B. Three RFID applications 
We consider three RFID applications for this warehouse 

scenario below. 
1) Checking-in and checking-out application 

When a product is transported into the store room, it 
should be checked in. When it is transported out of the store 

room, it should be checked out. A checking-in and checking- 
out application is for automating these tasks. 

During the transportation, missing reads or cross reads 
may occur due to unstable radio power or improper orienta-
tions of antennae of these RFID readers. If a product leaves 
the loading site for some time, say a period between T1 and 
(T1 + T2), it should have passed the entry door, but not 
passed the exit door yet. Therefore, a consistency constraint 
and its associated repair action can be specified as follows: 

 Constraint: A product being passing by the exit door 
must have already left the loading site (T1 + T2) 
time earlier. 

 Repair action (if this constraint is violated): Change 
the reader ID of the RFID context from the exit door 
to the entry door (i.e., fixing a cross read). 

This constraint and its repair action are supposed to fix 
cross reads occurring at the exit door as well as preventing 
missing reads from occurring at the entry door. 

2) Alerting application 
Suppose that each product has its own shelf life, after 

which it is no longer useful. To determine whether a product 
has used up its shelf life, the time recording its first entry into 
the warehouse is important (i.e., the beginning of its shelf 
life). However, any product may be transported to the back 
room temporarily and then back to the store room multiple 
times. Therefore, the product can pass the entry door multi-
ple times, resulting in multiple similar records. An alerting 
application can use the context indicating a product’s begin-
ning of its shelf life to decide when this product should be 
disposed (i.e., no longer useful). 

For this application, the cycles between the store room 
and back room can be seen as anomalies, which prevent one 
from precisely determining when a product starts its shelf 
life. Therefore, such cycles should be removed for this appli-
cation [14]. Since any product should be read at the loading 
site T1 time before it is first read at the entry door, one can 
specify the following consistency constraint and its associat-
ed repair action: 

 Constraint: A product being passing by the entry 
door must have left the loading site T1 time earlier. 

 Repair action: Delete the RFID context (i.e., discard-
ing those records corresponding to the cycles from 
the back room to the store room). 

 
 

Figure 2. Illustration of the warehouse scenario.  
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This constraint and its repair action are supposed to pro-
tect the context representing a product being transported to 
the store room for the first time, but remove all other con-
texts representing this product being transported back to the 
store room from the back room. 

3) Product-tracking application 
Sometimes duplicate reads may be generated when a 

product is passing by the entry door. Then only the first read 
should be preserved while others should be removed. If two 
reads represent the same product passing by the entry door 
and no other read in between represent this product appear-
ing at other sites, then the second entry read is a duplicated 
one and should be removed. Otherwise, both reads should be 
preserved. A corresponding consistency constraint and its 
associated repair action can be specified as follows: 

 Constraint: A product being passing by the entry 
door should be detected only once if no other con-
texts show that this product has appeared at other 
sites. Otherwise, the RFID context should be pre-
served. 

 Repair action: Delete the duplicate context if any. 
This constraint and its repair action can remove duplicate 

reads occurring at the entry door.  
Let us now consider a scenario involving all the three ap-

plications. A product is first transported to the back room 
due to space limit. Later, it is transported back to the store 
room via the entry door. If the entry door’s RFID reader 
misses this product but the exit door’s RFID reader mistak-
enly reads it, then a context representing this product being 
transported out of the store room would be generated. For 
this new context, the checking-in and checking-out applica-
tion would change it (as it violates the first constraint). After 
this context change, the alerting application would delete the 
changed context (as it violates the second constraint), and the 
product-tracking application would wish to preserve this 
context (as it does not violate the third constraint). We can 
see that the repair action of the first application results in 
another context inconsistency for the second application. The 
repair action of the second application contaminates contexts 
critical to the computing tasks of the third application. 

Such a complicated scenario results from conflicting in-
consistency resolving requirements from different applica-
tions. We in this paper address this issue by a view-based 
approach. We in the following start with preliminary model-
ing concepts. 

III. PRELIMINARIES 
In this section, we formally model contexts and context 

sets, and clarify issues in addressing the conflicting require-
ments for resolving context inconsistency in multiple appli-
cations. 

A. Context 
Contexts are used to characterize the attributes of dynam-

ic environments around computing entities [4,17].  Follow-
ing the previous work [9,11,18], we model a context as a 
tuple with finite typed fields. 

DEFINITION (CONTEXT) A context c= (id, field1, field2 , …, 
fieldn) is referred to as a tuple of fields, id is a unique identi-

fier to distinguish this context from others, and fieldi of c 
characterizes one attribute of the environmental information. 
A field can be accessed by its name in a form of c.field1. 

B. Operations on context sets 
As shown in Fig. 1, applications share contexts through a 

context repository in our model. The context repository is a 
finite context set like the existing work on tuple space [9] 
and context pool [18]. 

Context c is added to a context repository R by perform-
ing an add(R, c) operation, removed by executing delete(R, 
c), and can be updated by executing update(R, c). Context 
repository R and context c appear as operation parameters.  

A query operation query(R, p) is to retrieval all contexts 
that satisfy query condition p from context repository R, 
where p is a unary predicate about a context. Our formal 
semantics about these operations are given below: 

 add(R, c) {c} 
 delete(R, c) {c} 
 update(R, c) query {c} 
 query(R, p)  c c R c) = true  

C. Computational model 
We present a context constraint language with similar 

expressiveness as reported in our previous work [20] to spec-
ify the relationships among contexts. A context constraint is 
specified as a recursive logic formula in this language, and 
each variable in the formula is bounded by a context query. 
We omit their examples due to space limit. 

The constraint language has two usages. First, it can be 
used to specify conditions for the computing tasks of con-
text-aware applications. Second, it can be used to specify 
consistency constraints for contexts. When any constraint is 
evaluated to false, we say that context inconsistency occurs. 

1) Computing task 
In our ConsView, the computing tasks of an application 

are modeled as a binary relation T. A computing task (cond, 
task) has a condition cond specified in our constraint lan-
guage, and a segment of user-defined program task. When 
cond is evaluated to true, task is triggered for execution. 

The atomic operation trigger(R, T) is an iteration process. 
For each computing task (cond, task) in T, if cond is evaluat-
ed to true by the contexts in context repository R, task is exe-
cuted. This iterates for all computing tasks. 

2) Context inconsistency detection and resolution 
When context inconsistency is detected for a context set, 

its associated constraint’s repair action is taken to resolve 
this inconsistency. Regarding how to address context incon-
sistency, the existing work [12,14,17] has proposed various 
resolving strategies, mainly based on context dropping, up-
dating, and adding actions. Our model supports all these 
strategies by the aforementioned add, delete, and update 
operations. When these operations are used to resolve con-
text inconsistency, we call them repair actions. 

DEFINITION (CIR REQUIREMENT) A context inconsistency 
resolving requirement Req is a binary relation. Each element 
(cnt, op) is called a CIR rule, where cnt is a consistency 
constraint, and op is its associated repair action. For ease of 
presentation, a context inconsistency resolving requirement 
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is also called CIR requirement. 
We assume that each application has its own inconsisten-

cy resolving requirement, and its repair actions specified in 
the requirement are able to resolve corresponding context 
inconsistencies. 

We note that a computing task should be executed when 
a context repository is consistent. Therefore, context incon-
sistency resolving operation execute_cir(R, Req) is atomic. 
For each CIR rule (cnt, op) in Req, if cnt is evaluated to false 
under the context repository R, then op is executed. 

3) Application model 
As shown in Fig. 1, a context-aware application has two 

parts, namely, a computing task set T, and a set of CIR rules 
Req. Therefore, we can use (T, Req) to represent this applica-
tion. 

Our model is interested in two types of events, new(c) 
(i.e., a new context  c is generated from environments) and 
expire(c) (i.e., an existing context c becomes expired due to 
time limit).  When new(c) occurs, add(R, c) is executed first. 
When expire(c) occurs, delete(R, c) is executed first. Then 
execute_cir(R, Req) is executed for each application in turn. 
And finally trigger(R, T) is executed for each application in 
turn. That is, computing tasks are triggered to execute after 
resolving all context inconsistencies. 

IV. CONSISTENT CONTEXT VIEW 
In this section, we present our consistent context view. 

We formalize it using our context model, and give its sound-
ness theorem. 

A. Model of consistent context views 
A consistent context view returns a context set with the 

local perspective of a particular application. It owns only 
those contexts its application wish to see. It satisfies the con-
text consistency constraints associated with this application. 
When the context repository changes, the view should be 
refreshed accordingly. With the presence of such views, con-
text-aware applications interact with the contexts accessible 
via their own views instead of with the context repository 
directly. 

DEFINITION (CONSISTENT CONTEXT VIEW) A consistent 
context view is a function mapping a context-aware applica-
tion and a context repository to a context set, ( (T) × (Req)) 
× (C) (C). 

Given an application (T, Req), we use fetch-queries(T, 
Req) to retrieve all queries from T and Req. As discussed in 
Section III, this is a syntactic process. 

In ConsView, operation sync(T, Req, V, E) describes 
how to refresh a view when the context repository changes, 
and also defines the structure of the view’s mapping. T and 
Req represent an application, V is the view, E is a context 
change event. The formal semantics of sync is as follows: 

sync(T, Req, V, new(c))  add(V, c), execute_cir(V, 
Req), if q  fetch-queries(T, Req) (c q({c})) 

sync(T, Req, V, expire(c))  delete(V, c), execute_cir(V, 
Req), if  

As a brief explanation, when a new context c comes, if c 
satisfies one of the queries in fetch-queries(T, Req), then 
sync executes  add(V, c), execute_cir(V, Req) in turn; when 

an existing context c is expired, if c is originally in the view, 
then sync execute delete(V, c), execute_cir(V, Req) in turn. 

In ConsView, when a context change event occurs, oper-
ation sync is executed for an application, and then operation 
trigger(V, T) is executed. 

B. Soundness 
In our view model, applications interact with their own 

consistent context views instead of the context repository. 
What we should guarantee is that an application always in-
teracts with its view as if it interacted with the context repos-
itory directly without any interference from other applica-
tions (e.g., context inconsistency resolved by other applica-
tions). Therefore, we should guarantee that the results of all 
queries evaluated on this application’s view are the same as 
those evaluated directly on the context repository. 

Formally, we discuss the soundness of our view model 
with respect to a given consistent view V for an application 
(T, Req) and its underlying context repository R. 

DEFINITION (SOUND) After any context change event and 
immediately before operation trigger is executed, if we have 

fetch-queries(T, Req) (R, p) = (V, p)), then we say 
that this view is sound. 

THEOREM (SOUNDNESS): Our consistent context view is 
sound. 

This theorem can be proved by induction. We omit the 
detail due to space limit. 

V. IMPLEMENTATION AND EVALUATION 
In this section, we introduce our implementation briefly 

and conduct experiments to evaluate our ConsView with a 
focus on the following three research questions: 

 RQ1: Is the problem serious about conflicting re-
solving requirements from multiple applications? 

 RQ2: Is our ConsView effective for addressing the 
issue of conflicting resolving requirements? 

 RQ3: How efficient is our ConsView implementa-
tion, as compared to other copy-based or deferring-
based implementation techniques? 

A. Our prototype implemntation 
We implemented a prototype middleware ConsView to 

support our consistent context view approach. We designed a 
storage service with low memory consumption. ConsView 
also adopted an incremental view maintenance algorithm to 
improve its efficiency. 

Our consistent context view management is deployed as 
a service in ConsView. It can be freely enabled or disabled 
for experimental purposes. For comparison, we also imple-
mented a copy-based view management service and a de-
ferred view management service. We name them Copy and 
Deferred for short. 

B. Experimental Results and Analysis 
We designed two groups of experiments. For the first 

group, we selected the aforementioned three applications for 
RFID-enabled warehouse management (as in Section II), and 
randomly generated product transportation tasks with a seed  
ed error rate of 20% injected into RFID contexts. There were 
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a total of 565 contexts, covering 100 different products and 
distributed to all critical sites.  

For the second group of experiments, we controlled our 
contexts being generated at a speed of 0.1 second per context 
and fed them to our ConsView for use by the applications. 
We compare the memory consumption incurred by our 
ConsView, Copy, and Deferred, respectively. We measured 
the memory consumption in terms of the number of contexts 
kept in all views. Besides, we also measured the time spent 
on maintaining views and compared it for the three tech-
niques. All experiments in this group were repeated for three 
times and their results were averaged for alleviating errors. 

Table I gives the results for our first group of experi-
ments. Three applications ran under different configurations. 
Consider the second and third rows. We observe that when 
the three applications ran together with our view service dis-
abled, they almost all suffered a loss of their triggered com-
puting tasks. For example, the check-in and check-out appli-
cation lost 38 (21.8%), and the product-tracking application 
lost 76 (17.0%). It can be considered as a significant reduc-
tion. However, the alerting application did not lose any com-
puting tasks. After revisiting the inconsistency resolving 
requirements of the three applications, we find that the repair 
actions of both the check-in and check-out application and 
product-tracking application happen not to contaminate the 
contexts required by the alerting application. From this com-
parison and analysis, one can conclude that conflicting re-
solving requirements do affect context-aware applications by 
impacting key contexts, leading to unpredicted change to 
their original behavior (RQ1). 

We then consider the second and fourth rows. We ob-
serve that when the three applications ran together with our 
view service enabled, all the three applications kept their 
original computing tasks correctly triggered. Therefore, our 
ConsView approach is effective for addressing conflicting 
resolving requirements of multiple applications when they all 
run on one single infrastructure (RQ2). This also experimen-
tally supports our earlier soundness theorem for our view-
based approach. 

Table II compares the number of contexts kept in all 
views for different view techniques when the number of re-
ceived contexts grew. From the table, we observe that our 
ConsView consumed much less memory than Copy.  

Fig.3 compares the view maintenance time for different 
view techniques when the number of received contexts grew. 
From the figure, we can observe that our ConsView used the   
least time for dynamically maintaining views than the other 
two techniques.  

 
Therefore, our ConsView is efficient in maintaining con-

sistent context views at runtime as well as cost-effective in 
consumed space (RQ3). This helps justify the practical use-
fulness of our ConsView for supporting multiple context-
aware applications running on a single infrastructure.  

VI. RELATED WORK 
Many context management infrastructures, such as Gaia 

[2], TOTA [10], EgoSpace [9], and Lime [11], have been 
proposed to support context-aware applications. They focus 
on the organization and management of services and context 
resources in pervasive computing. These pieces of work have 
discussed the collaboration of services on such middleware 
infrastructures [1]. However, they focus less on context in-
consistency detection and resolution, which is our focus in 
this paper. 

Consistency checking has been widely studied in differ-
ent areas. Nentwich et al. [12] proposed a XML file con-
sistency checking tool based on first-order logic based for-
mulae. Reiss et al. discussed consistency maintenance in 
software artifacts [15]. Context inconsistency detection and 
resolution have been attracting increasing attention in recent 
years. Cabot [18] is the first middleware infrastructure that 
explicitly supports context inconsistency detection and reso-
lution. Xu et al. studied efficient constraint checking tech-
niques for detecting context inconsistency [19,20,22]. Heu-
ristic inconsistency resolving strategies were discussed by 
Xu et al [21]. Park proposed an inconsistency resolution 
scheme according to situations. All these pieces of work fo-
cus on techniques of checking constraints or resolving con-
text inconsistency. They commonly assume the presence of a 
single application on one infrastructure that implicitly sup-
ports all potential inconsistency resolution actions for this 
particular application. In this paper, we mainly discuss the 
case that multiple applications run on one middleware infra-
structure. Our purpose is to tackle with conflicting context 
inconsistency resolving requirements. Our focus is not to 
propose new inconsistency detection algorithm and therefore 
has adopted existing partial constraint checking technique 
[14] for implementation purposes. We take more effort on 

TABLE I. EXPERIMENTAL RESULTS (FIRST GROUP). 

# computing 
tasks 

Check-in & 
check-out Alerting Product-

tracking
Run in turn (view 

disabled) 174 100 448 

Run together 
(view disabled) 136 100 372 

Run together 
(view enabled) 174 100 448 

TABLE II. SPACE COMPARISON FOR THE THREE TECHNIQUES. 

# received contexts 50 100 150 200 250
ConsView 14 29 31 30 32

Copy 134 262 302 299 302
Deferred 0 0 0 0 0

Figure 3. Time comparison for three techniques 

630630633636



tackling the issue on conflicting inconsistency resolving re-
quirements effectively and efficiently. 

In this paper, we proposed a view-based approach. View 
has been extensively studied in databases and various effec-
tive and efficient views maintenance algorithms for database 
have been proposed. Gupta et al. [5,7] proposed an incre-
mental view maintenance algorithm for databases. Onizuka 
et al. [13] discussed incremental view maintenance algorithm 
for XML data. Both of them are immediate algorithms. They 
compute changes to views whenever underlying data change 
and then apply such changes to views to update views im-
mediately. A deferred view maintenance algorithm is pro-
posed by Colby et al. [3].  It applies changes to views only 
when views are accessed. All of them are for materialized 
views. That is, these views must be stored in databases. It is 
similar to an intuitive copy-based approach. Our ConsView 
implements an efficient storage service for views to reduce 
memory consumption. Our consistent context views mainte-
nance differs from existing work in that we also have to 
manage context consistency besides synchronization be-
tween views and underlying contexts. We have successfully 
applied our ConsView approach to runtime context incon-
sistency resolution, which is beyond what have been done 
with traditional views. 

VII. CONCLUSION AND FUTURE WORK 
In this paper, we discussed the issue on conflicting con-

text inconsistency resolving requirements from different ap-
plications, and proposed a view-based approach, ConsView, 
to address it. We formalized the concept of consistent con-
text view. We also implemented a prototype middleware 
infrastructure to evaluate the effectiveness and efficiency of 
our ConsView approach. 

Our work still has limitations. For example, even if con-
flicting inconsistency resolving requirements exist, not all 
applications would be necessarily affected on their behavior 
(there is one example in our evaluation). We will investigate 
this issue and analyze for a finer-granularity control in order 
to better support inconsistency resolution for multiple con-
text-aware applications. Besides, the experiments have been 
conducted based on real-life settings (parameters from case 
studies of the existing literature) but still in a simulation way. 
We plan to evaluate our ConsView in other large-scale, real-
istic application scenarios to further validate its effectiveness 
and efficiency. 
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