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Abstract—Multiple Internet applications are often hosted in
one datacenter and share underlying virtualized server resources.
It is important but challenging to provide differentiated treat-
ment to co-hosted applications and improve overall performance
with efficient use of limited resources. We propose a coordi-
nated self-adaptive resource management and admission control
for multi-tier Internet service differentiation and performance
improvement in a shared virtualized platform. We develop
reinforcement learning based approaches for virtual machine
(VM) auto-configuration and session based admission control.
VM auto-configuration simultaneously provisions proportional
service differentiation between co-located applications and im-
proves application response time. Admission control improves
session throughput of the applications, minimizing resource
wastage due to aborted sessions. A shared reward actualizes
coordination between the two learning modules. For system
agility and scalability, we integrate reinforcement learning with
cascade neural networks. We implement the integrated approach
in a virtualized blade server system hosting multi-tier RUBiS
applications. Experimental results demonstrate that the approach
accurately meets differentiation targets and achieves performance
improvement of applications. Our approach reacts to dynamic
bursty workloads in agile and scalable manner.

I. INTRODUCTION
Modern datacenters apply server virtualization to host pop-

ular multi-tier Internet applications that share the underlying
high density server resources. Provisioning relative service
differentiation among applications is necessary due to their
different subscription payments to the hosting platform [4],
[6], [9], [14]. Service differentiation is to provide different
service quality levels to meet changing system configuration
and resource availability and to satisfy different requirements
and expectations of applications and users. Its provisioning in
single Web servers was well studied using request scheduling,
control and processing rate allocation with queueing mod-
els, feedback control and content adaptation [1], [11], [19].
However, multi-tier service differentiation provisioning is a
very hard problem in practice. In a shared virtualized hosting
platform, the user-perceived service quality is the result of a
complex interaction of complex workloads in a very complex
underlying server system [2], [12], [13], [18].
The challenges are three-fold. First, popular Internet ap-

plications employ a multi-tier architecture with each tier de-
pending on its successor and providing functionality to its pre-
ceding tier. Today, a typical e-commerce application consists

of three tiers, Web, application and database. The multi-tier
service architecture imposes challenging performance issues
such as inter-tier performance dependencies, concurrency limit
per tier and dynamic bottleneck tier shifting.
Second, multiple multi-tier Internet applications often share

a virtualized infrastructure of high density servers. Such a
hosting platform has become so complicated that it is even
non-trivial to get a good understanding of the entire system
dynamic behavior [14].
Third, Internet workloads can be highly dynamic and bursty.

Recent studies exposed Internet workloads that fluctuate over
multiple time scales and have a significant impact on process-
ing demands of servers [2], [12], [15]. Burstiness or temporal
surges in Internet application demand generally turn out to
be catastrophic for performance, leading to dramatic server
overloading, significant increase of response times and, in the
worst case, service unavailability.
Dynamic resource management and admission control are

critical mechanisms for quality-of-service (QoS) provisioning
and load management in shared platforms. While resource
management dynamically allocates shared resources to various
applications to handle dynamic and bursty workloads, admis-
sion control polices the workloads to protect the allocated
resources from overload. When applications face excessive
demands, selective acceptance of user sessions is essential
for effective resource utilization and results in fewer aborted
sessions. Sessions aborted in the middle of their transactions
utilize the application resources but do not contribute to the
application throughput, resulting in resource wastage.
We propose a coordinated self-adaptive resource manage-

ment and admission control for proportional multi-tier service
differentiation and performance improvement of hosted appli-
cations in a shared virtualized platform. We develop new re-
inforcement learning based virtual machine auto-configuration
and session based admission control techniques that coordinate
with each other using a shared reward. Reinforcement learning
has the benefit of model-independence when used for resource
allocation in complex virtualized environments. It learns by
interacting with dynamic environments without requiring an
explicit model of the system being managed and generates
policies to optimize a long-term goal.
Two challenges with reinforcement learning are scalability
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due to exponentially increased state space in large scale
systems and slow online learning due to large number of
data samples required for policy generation. We enhance
reinforcement learning with cascade neural networks. A neural
network effectively captures the non-linear relationship be-
tween large number of variables. Incremental training of neural
networks requires fewer data samples and results in faster
online learning when integrated with reinforcement learning.
We implement the new approach in a virtualized HP Pro-

Liant blade server hosting multiple multi-tier RUBiS appli-
cations. We adopt two popular performance metrics, average
request response time [17] and relative session throughput that
is the percentage of the sessions completed [7]. Experimental
results demonstrate that our approach can accurately meet the
differentiation targets between co-hosted applications while
improving the response times and relative session throughput
of the applications by effectively utilizing the shared resources.
The approach reacts to highly dynamic and bursty workloads
in an agile and scalable manner.
The main contributions of our work are:
• We propose a coordinated combination of virtual machine
(VM) auto-configuration and session-based admission
control for provisioning multi-tier Internet service dif-
ferentiation and performance improvement in a shared
virtualized platform.

• We develop a reinforcement learning module for VM
auto-configuration with respect to CPU, memory and
disk storage resources. We also develop a reinforcement
learning module for session based admission control to
police the application workloads. Coordination between
the two is achieved through a shared reward.

• We enhance the reinforcement models with cascading
neural networks to integrate the strengths of model-
independence of reinforcement learning and self-learning
and self-construction of neural networks for system scal-
ability and agility.

• We implement and evaluate our approach on a virtualized
HP ProLiant blade server running VMware vSphere 5.0
and hosting multiple multi-tier RUBiS applications, under
highly dynamic and bursty workloads.

The remainder of the paper is organized as follows. Related
research is reviewed in Section II. Multi-tier service differen-
tiation problem is formulated in Section III. Section IV gives
the system architecture. Section V describes the enhanced re-
inforcement learning algorithms. Section VI gives the testbed
implementation details. Performance results and analysis are
discussed in Section VII. Section VIII concludes the paper.

II. RELATED WORK

Service differentiation provisioning was extensively studied
in single-tier Web servers. Two well-adopted resource alloca-
tion approaches are priority-based and rate-based. Admission
control, feedback control, and content adaptation are combined
with these two approaches. See [1], [11] for representative
techniques and [19] for a survey. However, it is ineffective to

extend service differentiation mechanisms designed for single-
tier systems to multi-tier architecture. Challenges arise due
to inter-tier interactions, cross-tier performance dependencies,
and concurrency limit per tier [4], [17].
There were studies on service differentiation provision-

ing in multi-tier applications [3], [4], [6], [9]. Diao et al.
modeled multi-tier Internet service differentiation based on
classic queueing and mean value analysis [4]. Those studies
considered cross-tier dependency and per-tier concurrency
limits. However, modeling could not accurately reflect multi-
tier Internet application workload characteristics and resulted
approaches were not effective in real systems [2].
Liu et.al developed a multivariate control approach for

dynamic capacity management for differentiated treatment of
multi-tier applications in a shared platform, assuming a linear
relationship between the CPU usage and response time of a
VM [9]. The approach relies on an accurate workload model
that is difficult to obtain under highly dynamic workloads.
It does not address performance improvement of applications
with effective utilization of shared resources.
In a recent study [14], Rao et al. proposed and developed a

QoS provisioning approach that can provide absolute service
differentiation of multiple classes, but it cannot control the
relative quality spacings between different applications.
Our new approach does not assume a deterministic relation-

ship between the resource configuration and performance of a
VM. It considers the allocation of CPU, memory and disk stor-
age resources for dynamic VM configuration. Importantly, it
provides both relative service differentiation and performance
improvement of multi-tier applications. It is implemented on
the VMware management module.

III. MULTI-TIER SERVICE DIFFERENTIATION
A. Problem Statement
We consider a hosting platform with fixed amount of

resources shared by multiple multi-tier Internet applications
based on server virtualization technology. Figure 1 illustrates
a platform with a resource pool, which is a collection of fixed
amount of CPU, memory and disk storage resources.
Relative service differentiation should satisfy two basic

requirements: predictability and controllability [5]. Requests
are categorized into classes based on the specific applications.
Predictability requires that higher priority classes receive better
or no worse service quality than lower classes, independent of
the class load distributions. Controllability requires a number
of controllable parameters be available, which are adjustable
for the control of quality spacings between classes.
The proportional differentiation model [5] has been widely

used for relative service differentiation [9], [19]. The model
states that the achieved service quality levels should be pro-
portional to the predefined service differentiation parameters,
independent of the workload dynamics.
Two performance metrics of interest are the average re-

quest response time and relative session throughput of the
hosted applications. For performance improvement, the gap
between target and achieved request response times should
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Fig. 1. A platform hosting multi-tier applications on virtualized servers.

be reduced and session throughput can be increased. Intu-
itively, to increase session throughput more sessions should
be accepted. However, this may lead to more aborted sessions
under excessive loads. Sessions aborted in the middle of their
transactions utilize resources but do not contribute to the
overall throughput, resulting in resource wastage. We aim
for proportional differentiation between co-hosted applications
while improving the performance of individual applications
through effective utilization of shared platform resources and
coordinated admission control.

B. Problem Formulation
We consider a shared platform with M hosted applications,

each being an N -tier architecture. In a typical modern e-
commerce application, N = 3. Each tier of an individual
application is hosted inside a dedicated VM. The M × N
VMs share the resource pool of the virtualized platform.
We consider coordinated VM auto-configuration and session-
based admission control to achieve the multi-folded objective.
1) Objective 1: Let R be a vector representing resources in

the resource pool. We consider three shared resources, CPU,
memory and disk space. That is,

R = {cpu,mem, disk}. (1)

Let RM×N be a vector representing the resource configu-
ration of M ×N VMs. That is,

RM×N = {C11,M11, D11, · · · , CMN ,MMN , DMN}. (2)

Cmn,Mmn, Dmn represents the CPU, memory and disk space
of the VM hosting the nth tier of the mth application.
Proportional service differentiation aims to ensure that the

service quality spacing between application i and application
j is proportional to the pre-specified differentiation parameters
δi and δj; that is,

qi
qj

=
δi
δj

1 ≤ i, j ≤M, (3)

where qi and qj are the service quality factors of application i
and application j, respectively. For differentiation between co-
hosted applications, we use the average end-to-end response

time in a multi-tier architecture as the primary service quality
factor [17]. Our developed approach can also use the session
throughput as the service quality factor. Without loss of
generality, we assume that application 1 is the highest priority
application and we have 0 < δ1 < δ2 < . . . < δN .
Each application has a service-level agreement on the target

average response time, denoted as Ti, where Ti/Tj = δi/δj .
Provisioning relative service differentiation aside, we want to
ensure that the user-perceived average response time of each
application is as close to its target as possible. That is to
minimize the gap for each hosted application.

minimize |Ti − qi| ∀i ∈ {1 · · ·M}. (4)

The VM auto-configuration problem is to allocate fixed
amount of CPU, memory and disk resources in the shared
platform to the RM×N vector so that Eq. (3) and Eq. (4)
are satisfied at the same time. It is up to the datacenter
administrator and application providers to select appropriate
service quality levels that best meet their QoS requirements,
cost, and resource constraints.
2) Objective 2: Let SM be a vector representing the

accepted and rejected sessions of the M applications.

SM = {A1, R1, · · · , AM , RM} (5)

where Ai, Ri represent the accepted and rejected sessions of
application i, respectively.
We want to maximize completed sessions and minimize

aborted sessions for each application to improve the through-
put and reduce wastage of the shared resources. That is,

maximizeCoi ∀i ∈ {1 · · ·M} (6)

minimizeAbi ∀i ∈ {1 · · ·M} (7)

where Coi and Abi represent the completed and aborted
sessions of application i, respectively. The admission control
problem is to selectively admit user sessions to determine the
SM vector so that Eqs. (6) and (7) are satisfied simultaneously.

IV. SYSTEM DESIGN FOR SCALABILITY AND AGILITY
Figure 2 illustrates the system design. The admission control

and VM auto-configuration modules oscillate between idle
and active modes, with their initial mode being idle. When
a new session arrives, the admission control module switches
to active mode and decides to either accept or reject the
session and switches back to idle mode. The decision is
applied to all sessions arrived while the module is in active
mode. The performance monitor periodically interacts with the
virtualization infrastructure to measure the average response
time of the hosted applications and feeds them to the VM
auto-configuration module, switching it into active mode. The
VM auto-configuration module determines new VM resource
configurations and switches back to idle mode. The VM
resource changes are actuated via VM management API.
Admission control and VM auto-configuration modules are

reinforcement learning based, which coordinate with each
other using a shared reward. A reinforcement learner interacts
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Fig. 2. The diagram of system design.

with its environment expressed as a set of states and receives
reward or penalty for its actions. It aims to learn the policy
that captures the best sequence of actions to maximize the total
reward. It can operate without an explicit offline model of the
system being managed. This not only eliminates the need to
obtain an accurate multi-tier performance model, but also the
need to capture complex dynamics of the Internet workloads.
There are two major challenges in applying the reinforce-

ment learning paradigm to multi-tier service differentiation
and performance improvement, i.e., scalability and slow online
learning. Reinforcement learning employs temporal difference
based Q-value learning, which is a tabular approach that per-
sists all states, intermediate actions and rewards in a table. This
may result in poor scalability due to exponentially increased
state space with the increased number of applications.
Furthermore, in the look-up table based policy learning, the

intermediate values are stored separately without interactions.
The convergence of the optimal policy requires that each table
entry is visited at least once. In practice, the time required
to collect samples to populate the Q table is prohibitively
long. Due to this, when used for managing online systems,
interaction based reinforcement learning suffers from lengthy
trail-and-error iterations and leads to slow online adaptation.
We improve the scalability and agility of reinforcement

learning by enhancing it with two neural networks. The first
neural network enhancement acts as an environmental model
to facilitate faster reward determination. It captures the rela-
tionship between the workload characteristics, state, actions
and reward. Since there is no need to capture exhaustive set
of samples to populate the Q table, the reward prediction is
agile. The second neural network enhancement acts as a non-
linear function approximator and replaces the tabular policy
learning. It captures the non-linear relationship between the
state-action pairs and the approximated Q value. An enhanced
reinforcement learner operating in a large scale environment
can now persist relationship between a large number of states,
actions and intermediate Q-values as weights of a single neural

network and is therefore scalable.
Integration of reinforcement learning with neural networks

is non-trivial, however. While reinforcement learning is an on-
line incremental algorithm, advanced neural network training
algorithms are often off-line batch algorithms. They require
the complete training data available before the training can
start, which is in contrast with the purpose of reinforcement
learning. We train the two neural networks using an advanced
training technique, cascade correlation. Cascading allows on-
line training and a controlled growth of a neural network. The
two networks start with zero hidden layers and neurons and
grow based on the knowledge gained at run time. Hence, the
need to design and train the networks offline is eliminated.

V. ALGORITHMS AND ENHANCEMENTS
A. Reinforcement learning for VM auto-configuration
We use a reinforcement learner to determine resource con-

figurations of the VMs for proportional service differentiation
among multi-tier applications while minimizing the gap be-
tween the target and observed response times of the applica-
tions. For reinforcement learning, the VM reconfiguration is
defined in terms of state set, action set and a reward function.

State Set: The state set for the VM reconfiguration problem
captures the configuration of multiple resources of the VMs
hosting N tiers of M applications, which is described as

svct = {C11,M11, D11, · · · , CNM ,MNM , DNM} (8)

where Cnm,Mnm, Dnm represent CPU, memory and disk
space of the VM hosting the nth tier of mth application.

Action Set: For each configurable resource of a VM, possible
operations are increase(+1), decrease(-1) or nochange(0). All
possible combinations of the three actions applied to |RM×N |
configurable parameters of all VMs result in a complete action
set. A sample action

avct = {C11(0),M11(+1), D11(0), · · · ,

CNM (0),MNM (0), DNM (0)}
(9)

indicates an increase in the memory of the VM hosting tier 1
of application 1.
With each action, only a single resource is modified. This re-

sembles the natural trial-and-error method closely and searches
the state space exhaustively. An action is invalid if it results in
the total resources allocated to the VMs exceed the available
shared platform resources.

Reward: The reward function consider two factors, service
quality of different applications relative to each other and
service quality of each individual application. We define a
utility function for application i as

Uvc
i = e(Ti−qi) + e

(
δi

δi+1
−

qi
qi+1

) (10)

where qi and qi+1 are the average response time of applica-
tions i and i+1 respectively, and Ti is the target response time
of application i.
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The utility increases when it performs close to its target
service quality and satisfies the relative differentiation ratio.
The exponential utility function has an inherent momentum
feature. As better performance is achieved, the application
utility achieved for a given action will grow quickly, thus
promoting better and faster convergence toward better service
quality provisioning. The module reward is then defined as
cumulative utility of multiple applications, that is

rvct =

M∑

i=1

Uvc
i (11)

B. Reinforcement learning for session admission control
Admission control selectively admits the application work-

loads to maximize session throughput of the hosted appli-
cations and minimize the resource wastage due to aborted
sessions at the same time. For reinforcement learning, session-
based admission control is defined in terms of state set, action
set and a reward function.

State Set: The state set captures the number of accepted and
rejected sessions of M applications. It is described by

sact = (A1, R1, · · · , AM , RM ) (12)

where Ai and Ri represent the number of accepted and
rejected sessions of the application i respectively.

Action Set: The possible actions in admission control are
increasing the number of accepted or rejected sessions of
each application, which is indeed to accept or reject a new
session. It is impractical to decrease the number of accepted
and rejected sessions or not to act on an incoming session.

Reward: The reward function considers three factors, com-
pleted and aborted sessions of the applications and latest
reward from the VM auto-configuration module. We define
a utility function for application i as

Uac
i = e

(M+1−i)∗(
Coi−Abi
Ai+Ri

) (13)

where Coi and Abi represent the completed and aborted
sessions of the application i respectively.
The application utility increases as the number of com-

pleted sessions increases and the number of aborted sessions
decreases. Additionally, the utility of a higher priority class
increases faster than the lower priority class does. The module
reward is defined as a combination of cumulative utility of
multiple applications and the reward from the VM auto-
configuration module, that is

ract =

M∑

i=1

Uac
i + rvct . (14)

By including the application priority into the utility func-
tion, the admission control decision contributes to the differ-
entiated treatment of the applications. Including the VM auto-

configuration module’s reward in Eq. (14) facilitates the co-
ordination between the two modules. It enables the admission
control module to accept or reject new sessions to maximize
the relative session throughput and to minimize the resource
wastage while maintaining the proportional differentiation
achieved by dynamic VM reconfiguration.

C. Cascade neural network enhancements
The VM auto configuration and admission control rein-

forcement learners are each enhanced with two cascading
neural networks, an environmental model and a function
approximator.
Inputs to the VM auto-configuration environmental model

are VM resource configurations (svct ), actions applicable to
each resource (avct ) and the request arrival rates of the ap-
plication workloads. The output of the network is the reward
(rvct ). By including workload characteristics as input to the
neural network, the reward prediction is adaptive to the work-
load conditions. Inputs to the VM auto-configuration function
approximator are: the reward value from the environmental
model (rvct ), VM resource configurations (svct ), and applicable
actions (avct ). The output is the approximated Q value of the
reinforcement learner, which is used to derive the policy that
specifies the VM resource configuration changes.
Inputs to the admission control environmental model are

accepted and rejected sessions of the multiple applications
(sact ), accept or reject actions(aact ). The output of the network
is the reward (ract ) corresponding to the inputs. Inputs to the
admission control function approximator are: reward value
from the environmental model (ract ), accepted and rejected
sessions of the multiple applications (sact ) and applicable
actions (aact ). The output is the approximated Q value of the
reinforcement learner, which is used to derive the policy that
specifies the admit or reject decision for a session.
The four cascading neural networks are trained online using

the sliding window cache based Cascade algorithm as shown
in Algorithm 1.

Algorithm 1 Cascade neural network training.
Clear sliding window cache.
repeat
training-phase ← output-training.
if (cache is filled) then
if (training-phase = output-training) then
Train outputs for one epoch.
if (output training has stagnated) then
training-phase ← network-training.

end if
else if (training-phase = network-training) then
Train whole network for one epoch.
if (training has stagnated) then
Train candidates and install a candidate in the network.
training-phase ← output-training.

end if
end if

end if
until (neural network trained)
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Fig. 3. VM auto-configuration for relative service differentiation between two RUBiS applications (highly dynamic step-change workloads).
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Fig. 4. Resource allocation and utilization of the VM hosting the web tier of application A.

VI. TESTBED IMPLEMENTATION
We develop a testbed platform in a virtualized HP ProLiant

BL460C G6 blade server. It is equipped with Intel Xeon
E5530 2.4 GHz quad-core processor and 32 GB PC3 memory.
Virtualization of the cluster is enabled by VMware vSphere
5.0. We create a resource pool for the virtualized server cluster,
which is configured with 7500 MHz CPU and 1500 MB of
memory and 600 GB disk space.
We implement a three-tier server architecture with Apache

2.2.14, PHP 5.3.2 and MySQL 5.1 servers for the web,
application and database tiers. Each tier server is hosted inside
a dedicated VM. The guest OS used in each VM is Ubuntu
Linux 10.04. Initial resource configuration of all VMs is set
to 256 MHz CPU, 64 MB memory and 5 GB disk. The
granularity of resource provisioning is 16 MHz for CPU, 8
MB for memory and 1 GB for disk.
We use an open-source multi-tier application benchmark

RUBiS [7], [17]. RUBiS implements the core functionality
of an eBay like auction site: selling, browsing and bidding.
RUBiS sessions have an average duration of 15 minutes and
the average think time is 5 seconds. It defines two workload
mixes: a browsing mix made up of only read-only interactions
and a bidding mix that includes 15% read-write interactions.
We instrument the RUBiS clients to generate workloads of
different mixes as well as workloads of time-varying intensity
and burstiness [12]. Each RUBiS client provides a sensor that
measures the client-perceived average response time.

VII. PERFORMANCE EVALUATION
A. Effectiveness of VM auto-configuration
We first evaluate the performance of the enhanced reinforce-

ment learning based VM auto-configuration technique under
highly dynamic step-change workloads similar to what used

in [8], [17]. Figure 3(a) shows that the number of concurrent
users of two applications changes every 10 minutes. Applica-
tion A has a workload of a browsing mix and application B
has a workload of bidding mix. The differentiation target ratio
is set as δA/δB = 1/3. The request response time targets
of applications A and B are set to 1000 ms and 3000 ms
respectively. Performance monitoring and VM reconfiguration
occur at 60-second intervals.
Figures 3(b) show the achieved differentiation ratio between

the two applications. Each time when there is a sudden step
change in the workload intensity, the achieved ratio deviates
from the desired target. However, due to fast online rein-
forcement learning, the developed approach adapts to highly
dynamic workload changes in an agile manner. The system
stabilizes quickly and achieves the differentiation ratio close
to the target in just a few intervals. The request response times
of the individual applications are shown in Figure 3(c).
We examine the provisioned resources of the VMs hosting

the individual tiers of the two applications. Figures 4(a,b,c)
show the allocation and utilization of CPU, memory and disk
space of a single VM hosting the web tier of application A.
It shows that the VM auto-configuration technique efficiently
provisions resources to the VMs. The resource provisioning
is done in a self-adaptive manner according to the dynamic
workload variations. Similar results are observed for other
VMs. Results are omitted due to the space constraint.

B. Effectiveness of Coordination

We evaluate the coordination of VM auto-configuration and
session-based admission control. Using the same workload
traces, monitoring interval and targets from the previous
experiment, we compare the performance of the coordinated
approach to that of the VM auto-configuration.
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Fig. 5. Coordinated VM auto-configuration and admission control for relative service differentiation between two RUBiS applications (step-change workloads).
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Fig. 6. Coordinated VM reconfiguration and admission control for relative
service differentiation between two RUBiS applications (bursty workload).

Figures 5(a,b) show the achieved differentiation ratio be-
tween the two applications and individual application request
response times with the coordinated approach. Comparison
with Figures 3(b,c) shows that the coordinated approach
achieves slightly better application response times and the
differentiation ratio stabilizes to the target in fewer iterations.
Figures 5(c,d) compare the completed and aborted ses-

sions of two applications by the two approaches. While VM
auto-configuration accepts all the sessions, the coordinated
approach selectively accepts about 85% of application A’s
sessions and 77% of application B’s sessions. However, it
completes about 9% more sessions for application A and 2%
more sessions for application B. Compared with the VM auto-
configuration only approach, the coordinated approach also
reduces the number of aborted sessions drastically for both
applications, from 30% to 6% for application A and from
56% to 31% for application B. The coordinated approach
can simultaneously meet differentiation targets, improve effec-
tive system throughput, and significantly reduce the resource
wastage due to aborted sessions.

C. Impact of bursty workloads
We next evaluate the robustness of the coordinated approach

under bursty workloads. Figure 6(a) shows the bursty work-
load, which we generate for application B using the algorithm
proposed in [12] with the index of dispersion set to 4000 and
the maximum number of concurrent users set to 500.
Application A has a stationary workload of a browsing

mix of 500 concurrent users. The differentiation target ratio
is set as δA/δB = 1/2. The request response time targets
for applications A and B are set to 1000 ms and 2000
ms respectively. Performance monitoring and dynamic VM
reconfiguration occur at 30-second intervals. Figure 6(b) shows
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Fig. 7. Comparison of VM configuration and coordinated approaches for
service differentiation and application response time under burty workloads.

the service differentiation ratio of the two applications. Due to
its fast online learning, the enhanced reinforcement learning
approach is robust to the workload variations.
Further, we demonstrate the effectiveness of the coordinated

approach in adapting to bursty workloads. We choose Applica-
tion B for the case study. Figure 7(a) reveals 6% improvement
in the completed sessions and 41% reduction in the aborted
sessions with the coordinated approach. Figure 7(b) shows
that the coordinated approach achieves lower average response
time for the application, which again demonstrates the merit of
the coordinated admission control and VM auto-configuration.

D. Agility Analysis
We consider reinforcement learning based VM auto-

configuration with and without the neural netwrk enhance-
ments. We consider two applications with workloads shown in
Figure 3(a). The target differentiation ratio is set as δ1/δ2 =
1/3 and the control interval length is 60 seconds.
Figure 8(a) shows the differentiation ratio of the two ap-

plications. Without the enhancements, it takes longer for the
service differentiation to stablize. For a case study, we consider
the 10th minute in the experiment when both applications have
increased workloads. We compare the number of iterations
needed to achieve the differentiation target with the basic
and the enhanced reinforcement learning approaches. Due to
sudden step-change workloads, the achieved differentiation
ratio of two applications fluctuates. Figure 8(b) shows that
the enhanced reinforcement learning approach stabilizes and
reaches the differentiation target in about 50 iterations while
the basic reinforcement learning approach takes about 80 iter-
ations. Due to the neural network enhancements, the reward of
the reinforcement learner is adaptive to workload changes and
the differentiation target is achieved in much fewer iterations.
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Fig. 8. Agility of the enhanced reinforcement learning approach.
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E. Scalability Analysis
We scale up the service differentiation problem by hosting

three applications. The workloads for the first two applications
are same as those shown in Figure 3(a). The third application
has a workload of browsing mix of constant 1000 concurrent
users. The differentiation ratio is set as δA/δB/δC = 1/2/8.
Reference average request response times for the three applica-
tions are set as 1000 ms, 2000 ms, and 8000 ms, respectively.
Figure 9(a) shows the achieved service differentiation by

the enhanced reinforcement learning approach. For a case
study, at a specific time (the 20th minute) we examine the
approach with and without the cascading neural network en-
hancement. As Figure 9(b) shows when the number of hosted
applications increases from 2 to 3, the basic reinforcement
learning approach takes about 40% more iterations to achieve
the desired performance while the enhanced reinforcement
learning approach takes less than 20% more iterations. The
enhanced approach is more scalable. Due to the neural network
function approximator, the enhanced reinforcement learner
determines the updated VM resource configurations necessary
to stabilize the differentiation ratio. It does not require to
completely populate the increased Q-table, while it is the case
for the basic reinforcement learning approach.

VIII. CONCLUSIONS

Differentiated treatment of multiple multi-tier Internet ap-
plications hosted in a shared virtualized platform is an impor-
tant but challenging problem. We proposed and developed a
novel and practical approach that uses coordinated VM auto-
configuration and session based admission control. The new
approach simultaneously provides proportional service differ-
entiation between multi-tier applications, minimizes the gap
between the target and the achieved average response time, and
improves the relative session throughput of each application.

Experimental results demonstrated the effectiveness, agility
and scalability of the developed approach in the face of highly
dynamic and bursty workloads.
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