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a b s t r a c t
Prototype-based few-shot learning methods are promising in that they are simple yet effective to handle
any-shot problems, and many prototype associated works are raised since then. However, these traditional prototype-based methods generally use only one single prototype to represent a class, which essentially cannot effectively estimate the complicated distribution of a class. To tackle this problem, we propose a novel Local descriptor-based Multi-Prototype Network (LMPNet) in this paper, a well-designed framework that generates an embedding space with multiple prototypes. Speciﬁcally, the proposed LMPNet
employs local descriptors to represent each image, which can capture more informative and subtler cues
of an image than the normally adopted image-level features. Moreover, to alleviate the uncertainty introduced by the ﬁxed construction (averaging over samples) of prototypes, we introduce a channel squeeze
and spatial excitation (sSE) attention module to learn multiple local descriptor-based prototypes for each
class through end-to-end learning. Extensive experiments on both few-shot and ﬁne-grained few-shot
image classiﬁcation tasks have been conducted on various benchmark datasets, including miniImageNet,
tieredImageNet, Stanford Dogs, Stanford Cars, and CUB-200-2010. The experimental results of our LMPNet
on above datasets show tangibly learning performance improvements and distinguishable outcomes over
the baseline models.
© 2021 Elsevier Ltd. All rights reserved.

1. Introduction
In recent years, few-shot learning methods in image classiﬁcation have achieved great success. They try to learn classiﬁers which
could generalize well to the unseen classes. However, due to the
scarcity of labeled data, it is diﬃcult to directly train a supervised
model with the limited labeled data. Inspired by that humans can
learn quickly from few examples and transfer easily to recognize
new objects, many machine learning algorithms have been proposed to tackle the few-shot problem, which aim to mimic humans’ generalization to identify new categories. Accordingly, a variety of excellent few-shot learning methods have been proposed
in this ﬁeld, which can be broadly categorized into three groups:
metric-learning based [1–3], meta-learning based [4–6], and dataaugmentation based [7–9] methods. In particular, because of the
simplicity and effectiveness, metric-learning based methods have
achieved great success in this ﬁeld. In this paper, we will mainly
focus on this kind of method.
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The metric-learning problem [10] is concerned with learning
a distance function tuned to a particular task. It has proven to
be useful when nearest-neighbor methods and other techniques
that rely on distances or similarities are employed in these tasks,
such as Euclidean distance, cosine similarity, etc. Metric-learning
based few-shot learning methods usually learn a well generalized deep embedding network, such as Prototypical Nets [3], Relation Net [11], etc. The prototype based few-shot learning methods’ main idea is to construct a prototype for each class, and then
classify each query sample by comparing the similarity or distance between this sample and each prototype. However, the existing methods usually utilize only one single prototype to represent a class, which is not suﬃcient to represent a class’s commonly complicated distribution. On the other hand, it is generally
diﬃcult to learn an effective prototype due to the limited samples in each class. Besides, most of these methods are based on
image-level feature representations. Such features may be insufﬁcient in effectively representing classes. Simultaneously, rich information of local features is not effectively utilized. In this paper, we propose a novel Local descriptor-based Multi-Prototype Network (LMPNet) to address the above issues. An illustration of the
procedure for our method is shown in Fig. 1. This ﬁgure gives
a schematic view of the multiple local descriptor-based prototypes and how it differs from the existing single prototype-based
representations.
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Fig. 1. Support and query examples have red and blue borders respectively. The colored regions and circles represent different classes and prototypes respectively. Left: The
single prototype is initialized based on the mean location of the examples of the corresponding class, as in ordinary Prototypical Nets. Right: Each learned prototype is a
speciﬁc viewpoint of this class by weighting all the local descriptors. Our LMPNet learns multiple prototypes of a class by using all the local descriptors within this class.
(For interpretation of the references to colour in this ﬁgure legend, the reader is referred to the web version of this article.)

The main contributions of this work are threefold: (1) Different from the traditional single prototype-based few-shot learning methods, e.g., Prototypical Nets and Relation Net, we propose
a novel multi-prototype learning method by employing rich local descriptors instead of the normally adopted global features;
(2) Instead of using an attention mechanism to learn a powerful
global representation for a single image, we innovatively employ
the channel squeeze and spatial excitation (sSE) attention module [12] to learn multiple local descriptor-based prototypes in a
class; (3) The entire framework can be trained in an end-to-end
manner. Our method outperforms some metric-based methods and
achieves competitive performance over other meta-based methods
on the miniImageNet and tieredImageNet. More importantly, our
results generalized on Stanford Dogs, Stanford Cars, and CUB-2002010 excel other techniques, showing the adequate ﬁne-grained
classiﬁcation capacity of our method.
The rest of the paper is organized as follows. In Section 2, related work about few-shot learning is reviewed. Section 3 gives
the deﬁnition of the few-shot learning problem. Next, we introduce
our proposed LMPNet in Section 4 and analyze the experiments in
Section 5. The last section is the conclusion.

Memory-Augmented Neural Networks (MANN) [18] solves the difﬁculty of quickly encoding large amounts of new information for
new tasks by introducing external storage. Finn et al. [19] propose
the Model-Agnostic Meta-learning (MAML) method which mainly
learns a good initialization to achieve the best classiﬁcation results
in new tasks in one or several gradient updating steps. Although
meta-learning based methods have achieved excellent results, the
complex memory addressing structure used in such processes is
challenging to train due to the temporally-linear hidden state dependency.
2.3. Data-augmentation based methods
Data augmentation-based methods mainly expand the data by
generating new samples, thus transforming the few-shot learning
problem into a typical classiﬁcation problem. They are generally
based on Generative Adversarial Networks or an auto-encoder to
augment the data [4,7]. Zhang et al. [4] propose generating false
data to ﬁll the classiﬁcation space so that the classiﬁer is closer to
the exact classiﬁcation boundary. Antoniou et al. [7] propose Data
Augmentation Generative Adversarial Networks (DAGAN) to generate new samples to improve the performance of 1-shot learning.
The framework of our proposed LMPNet belongs to metriclearning based methods. The key differences from the above methods are that the proposed LMPNet uses multiple prototypes to represent each class more effectively. It gets the most suitable prototype representation for each class through end-to-end learning. As
will be shown in the experimental part, the proposed LMPNet can
outperform the state-of-the-art metric-learning based methods.

2. Related work
The related work, including metric-learning based, metalearning based, and data-augmentation based methods, will be reviewed in this section.
2.1. Metric-learning based methods
Metric-learning based methods focus on learning a deep embedding that can be generalized to unseen classes [1,3,11,13–17]. Li
et al. [1] propose a Covariance Metric Network, which uses rich
local descriptors to represent images, and then calculates the corresponding covariance matrices based on local descriptors to represent classes while designing a new covariance metric function to
measure the similarities between samples and classes. Snell et al.
[3] propose Prototypical Nets, assuming that each class can be represented by a prototype, taking the sample mean in this class as
the prototype, and then using a speciﬁc metric (i.e., Euclidean distance) for the ﬁnal classiﬁcation. To avoid artiﬁcially selecting a
speciﬁc metric, Sung et al. [11] attempt to design the Relation Network which measures the similarity through a deep metric network.

3. Preliminaries
3.1. Problem deﬁnition
Few-shot learning problems typically involve three datasets: the
Support Set, Query Set, and Auxiliary Set, which are denoted as S,
Q , and A, respectively. The support and query sets, which correspond to the training and testing sets in a generic classiﬁcation
task, share the same label space. If the support set S contains N
classes and each class contains K samples, this few-shot classiﬁcation task is called a N-way K-shot task. However, in the support set
S, each class typically comprises only a few samples (e.g., K = 1 or
K = 5). Consequently, directly training a deep neural network with
these few samples will easily suffer from overﬁtting. Therefore, this
problem is usually alleviated by learning transferable knowledge
from an auxiliary set A. Generally, the set A has more classes and
each class contains a large number of labeled samples. The only
difference is that the set A has a disjoint class label space with
respect to the set S.

2.2. Meta-learning based methods
Meta-learning based methods focus on utilizing previous
knowledge or experience to achieve rapid learning when facing
new tasks, rather than learning from scratch every time [18–20].
2
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3.2. Prototype-based few-shot learning methods

class, which is generally diﬃcult to effectively express the underlying distribution of that class. Moreover, the selection of the metric function is also tricky in this kind of method. On the basis
of the framework of the prototype-based few-shot learning, we
mainly explore three essential parts: feature embedding, prototype representation and metric selection, and propose a novel Local
descriptor-based Multi-Prototype Network (LMPNet).

The primary idea of prototype-based few-shot learning methods
is to construct a prototype for each class. Subsequently, classiﬁcation is performed by comparing the similarity or distance between
a query sample and each class prototype. Prototypical Nets [3] uses
the mean of the sample embedding features of one class as a speciﬁc prototype. Relation Net [11] derives the prototype by ﬁnding
the sum of this class’s embedding features. CovaMNet [1] calculates a covariance matrix based on local descriptors as a distribution representation of one class, which can also be regarded as a
prototype. The quality of the constructed prototypes plays an important role in these methods. The prototypes obtained by the ﬁrst
two methods only involve the ﬁrst-order mean information of the
classes. Meanwhile, the covariance matrix of CovaMNet involves
classes’ second-order information. Such second-order information
can better describe the distribution of classes and provide better classiﬁcation results than the ﬁrst-order mean information. Although CovaMNet exploits a local covariance representation (built
on local descriptors) to represent the underlying distribution for
each class, it uses each local descriptor equally. It means that all
the local descriptors in a class have the same weight as each other.
However, intuitively, we know that some local descriptors coming from one image’s background may be noises, which may not
contribute to the ﬁnal classiﬁcation. In contrast, the local descriptors coming from the objects may be more important. Therefore, in
our LMPNet, we employ an attention module to adaptively weight
these local descriptors, giving higher weights for more important
local descriptors and reducing the noise local descriptors’ impact
by learning lower weights for them. To achieve this goal, in LMPNet, we use the sSE (Channel Squeeze and Spatial Excitation Block)
module [12] as well as an attention mechanism to select more useful local descriptors. The sSE module and the attention mechanism
will be brieﬂy introduced in Section 4.2.
In few-shot classiﬁcation, we are given a support set of M labeled samples S = {(x1 , y1 ), . . . , (xM , yM )}, where xi ∈ RD is a Ddimensional feature vector (in general, one image is represented by
a global feature vector), and y j ∈ {1, . . . , N} is the corresponding label. S n , n ∈ {1, . . . , N} denotes the set of examples in the nth class.
A key step in the prototype-based network is to calculate a representation cn , i.e., a prototype of each class, using an embedding
function. Assume that the function represented by a deep network
is fθ , where θ denotes the network parameters, then:

cn =



1

|Sn | (x ,y )∈S
i

j

f θ ( xi ) .

4. Our method: local descriptor-based multi-prototype network
(LMPNet)
The proposed LMPNet consists of three modules: a feature embedding module, a multi-prototype learning module, and a nonparametric metric classiﬁcation module, as illustrated in Fig. 2.
Both of the support and query images are ﬁrst fed into the feature embedding module fϕ to obtain their corresponding local
descriptor-based representations. To be speciﬁc, each image is represented as a set of local descriptors (see Section 4.1 for details).
Different from the query image, each class S i of the support set S
is further processed by the multi-prototype learning module gφ to
learn multiple prototypes for this class. Finally, the non-parametric
metric classiﬁcation module, i.e., the nearest neighbor classiﬁer, is
used to classify each query image according to the learned multiple prototypes.
4.1. Feature embedding with local descriptors
Local feature description plays a vital role in computer vision, which is to ﬁnd the key points or stable feature representations of one image. In the early research, researchers have primarily used the manual design of local descriptors, such as scaleinvariant feature transform (SIFT) [21] and speeded up robust features (SURF) [22]. In the era of deep learning, traditional manual
features are nearly replaced by deep features. Therefore, the local
descriptors introduced here refer to descriptors based on deep features. Given an input natural image I , the output activation maps
of a convolutional neural network can be expressed as a 3D tensor
T ∈ Rh×w×d , which has h × w × d elements.
From another perspective, T can be viewd as a set of l (l =
h × w ) d-dimensional local descriptors, i.e., T = [T1 , . . . , Tl ] ∈ Rd∗l ,
where Ti is the ith deep local descriptor. Such a descriptor corresponds to a certain spatial local feature on the image (i.e., local descriptor [23]). We denote local descriptors as X = {x(i, j ) },
where (i, j ) indicates a speciﬁc position in the feature map, and
i ∈ {1, . . . , h}, j ∈ {1, . . . , w}, x(i, j ) ∈ Rd . For example, if we use the
VGG-16 model [24] to extract the local descriptors. If the size of
the input image is 224 × 224, then we can obtain a 7 × 7 × 512
features maps after the pool5 layer. Overall, we can obtain 49 local
descriptors of 512-dimension.
Therefore, in the proposed LMPNet, we denote the embedding
function as fϕ (· ) with learnable parameters. Given an image I ,
fϕ (I ) is a feature map of h × w × d. For each query sample, we
represent its feature map as a collection of local descriptors. That
is, the feature map of h × w × d can be regarded as a set of l (l =
h × w ) d-dimensional local descriptors,

(1)

n

For a test sample x, the prototype-based network employs a
distance function to produce a probability distribution over classes
based on a softmax over the distances to the prototypes in the embedding space, i.e., the corresponding probability denoted by the
following equation, in which n = {1, . . . , N}/n:

pθ ( y = n|x ) = 

exp(− fθ (x ) − cn  )
2

n

exp(− fθ (x ) − cn  )
2

.

(2)

The learning process uses the gradient descent method to maximize the likelihood function of a real class,

θ = arg max log pθ (y|x ) .
∗

Q = fϕ (I ) = [x1 , . . . , xl ] ∈ Rd×l ,

(3)

(4)

where xi is the ith local descriptor, and i ∈ {1, 2, . . . , l }.

At the process of each training episode, the model is learned by
minimizing the sum nagative log-probability of the true categories
via SGD.
The prototype-based network provides a simple but competitive framework for metric-learning based methods, which could
also be easily extended to zero-shot learning. However, such a
kind of method only adopts one single prototype to represent a

4.2. Multi-prototype learning
Different from the traditional one single prototype based methods, we design a novel attention mechanism g to adaptively learn
multiple prototypes for each class. Speciﬁcally, the core part of
g is a Channel Squeeze and Spatial Excitation (sSE) module. This
3
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Fig. 2. Framework of the proposed LMPNet in the 5-way 1-shot setting: A support set and a query image are fed into a CNN-based embedding module f ϕ to extract
features. Next, the support set’s features are put into the prototype learning network gφ to learn multiple prototypes of each class. Afterthat, the similarity measure module
h is employed to measure the similarity between the local descriptor-based subset of the query image and the multi-prototype set of each class. Finally, a nearest neighbor
classiﬁer is used to perform the ﬁnal classiﬁcation.

Fig. 3. Structure diagram of sSE module [12]: U represents the feature map, C, H and W represent the channel number, height and width respectively. Uˆ sSE represents the
feature map of the output of the sSE module, which exerts the inﬂuence of attention mechanism.

feature map Y ∈ Rc×(K×h )×w with a height of K × h and a width of
w. This newly constructed feature map can be directly fed into the
sSE module to obtain a new feature map Z ∈ Rc×(K×h )×w , selected
by the attention mechanism.
Then, we construct a prototype of the class from Z , which
can be regarded as a collection of local descriptors for all the locations, i.e., Z = [z1,1 , z1,2 , . . . , zi, j , . . . , zK×h,w ], where zi, j ∈ R1×1×c
corresponds to a local descriptor at space location (i, j ), i ∈
{1, 2, . . . , K × h}, j ∈ {1, 2, . . . , w}. We then obtain a single prototype representation for each class by summing the local descriptors of all the locations:

module compresses the feature map U along the channel dimension and expands along the spatial dimension, as shown in Fig. 3.
Here, we consider an input tensor U = [u1,1 , . . . , ui, j , . . . , uH,W ],
where ui, j ∈ R1×1×C corresponds to the space location (i, j ) and i ∈
{1, 2, . . . , H }, j ∈ {1, 2, . . . , W }. Space compression is implemented
via a convolution operation, namely, v = W sq ∗ U , where W sq ∈
R1×1×C×1 , with a projected tensor v ∈ RH×W . Each projection vi, j
indicates the representation of the linear combination of elements
of position (i, j ) among all the channels. This projection is converted into a weight of [0,1] using a sigmoid activation function
σ (· ), which is adopted to spatially expand U , i.e.,

Uˆ sSE = fsSE (U ) = [σ (v1,1 )u1,1 , . . . , σ (vi, j )ui, j , . . . , σ (vH,W )uH,W ] ,

pk =

(5)

K×h,w

i=1, j=1

where each σ (vi, j ) corresponds to the relative importance of the
information at position (i, j ) on the feature map. Redetermining
each location’s characteristics via weighting can enhance the features of important locations and weaken those of unimportant
ones.
In a generic N-way K-shot few-shot classiﬁcation problem, each
class in the support set contains K samples and the feature map
for each sample is a tensor of c × h × w. We can combine the feature map for each class as a X ∈ RK×c×h×w tensor. Then, we reshape
the tensor X through an axis transformation operation into a new

σ (vki, j )yi, j =

K×h,w


zi, j .

(6)

i=1, j=1

Each of the obtained multiple prototypes of a class is a
weighted average of all the local descriptors from this class. Specifically, the weight of each local descriptor in a spatial position is
generated by W sq , which essentially plays a role of weighting all
channels in this spatial position. In this way, the importance of
each local descriptor (i.e., the spatial position) can be adaptively
learned by W sq . Then, we use multiple W sq to obtain multiple
prototypes P = [ p1 , p2 , . . . , pn }, where pk ∈ Rc , k ∈ {1, 2, . . . , n] for
one class. Through the aforementioned methods, we can adaptively
learn multiple prototypes for different classes using LMPNet.
4
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Our proposed multi-prototype learning module is essentially
different from “multiple convolutional kernels + pooling” that can
be regarded as a kind of implementation of Prototypical Nets. For
example, for Prototypical Nets, given a 3D feature map of one image, we can employ a global average pooling (GAP) to obtain a
single prototype (i.e., a global feature vector) of this image. However, suppose we want to obtain a prototype representation for a
class (e.g., a 5-way 5-shot task). In that case we need to average
ﬁve prototypes (i.e., 5 images in a class) to obtain a unique prototype for this class. Different from Prototypical Nets, in our LMPNet, we combine all the local descriptors of all images in a class
to construct a large tensor to represent this class. Next, we employ
an sSE attention module (i.e., W sq ) to learn one prototype for this
class by averagely weighting all the local descriptors in this class.
Speciﬁcally, using multiple (different) W sq can generate multiple
(different) prototypes for this class.
In addition, our multi-prototype learning module is also different from “multiple clusters + local descriptors” which can perform
clustering algorithms on the local descriptors of one class to obtain multiple clusters for this class. Prototypes obtained in this way
are just local semantic-aware regions, because the clustering algorithms usually just splits local descriptors into multiple separated
clusters. In contrast, prototypes learned by our module are globally
learned by taking a complete view of a class, which can capture
more complete information of this class. A comparison experiment
is also conducted in Section 5.3.3 to further verify this point.
To visually show the importance of different local descriptors
learned by our sSE attention module, we conduct a Gradientweighted Class Activation Mapping (Grad-CAM) [25] experiment
on the Stanford Dogs dataset to visualize the class-discriminative
regions learned by our LMPNet. Given an input image of Stanford dogs, we feed it into our LMPNet model and obtain the raw
score of the target category. Next, we calculate the gradients of
the loss for the target category with respect to the last convolutional layer. The gradients are set to zero for all classes except
the desired class, which is set to 1. This signal is backpropagated
to the rectiﬁed convolutional feature maps of interests. Then we
combine them to compute the coarse Grad-CAM localizations (blue
heatmap), which represents where the model has to look to make
the particular decision. Finally, we pointwise multiply the heatmap
with guided backpropagation to get Guided Grad-CAM visualizations which are both high-resolution and concept-speciﬁc. From
Fig. 4, we can see that after using the channel squeeze and spatial excitation (sSE) attention module, we can obtain powerful and
salient class-discriminative representations by explicitly learning
multiple prototypes with this attention mechanism.

4.3. Similarity measure
By using the proposed multi-prototype learning module gφ ,
we can obtain the local description of a query sample Q =
[q1 , q2 , . . . , qm ] and the multiple prototypes for each class P =
[ p1 , p2 , . . . , pn ]. The classiﬁcation process involves measuring the
similarity between Q and P , and assigns the most similar class in
the support set for this query sample Q .
Speciﬁcally, when calculating the similarity between Q and P ,
j
for each q j |m
, the most similar prototype p∗ is selected from the
j=1
prototype set of P by using cosine similarity. That is to say,

p∗j = argmax Cos(q j , pi ) ,

(7)

pi ∈P

where Cos(q j , pi ) denotes the cosine similarity between q j and pi ,
j

and p∗ is the nearest neighbor of q j in the prototype set of P . Next,
j

we take the cosine similarity between q j and p∗ as a local similarity between Q and the class P . Finally, we can obtain the entire
global similarity between Q and P by just using an accumulation
operation, which can be formulates as follows,

Sim(Q , P ) =

m


Cos(q j , p∗j ) ,

(8)

j=1

where Sim(Q , P ) is just the global similarity between Q and P . In
this way, we can calculate all the similarities between Q and each
class in the support set, and classify Q according to the most similar class.
5. Experiments
In this section, we perform extensive experiments on two
common few-shot classiﬁcation datasets, i.e., miniImageNet [14],
tieredImageNet [5], and three ﬁne-grained benchmark datasets, i.e.,
Stanford Dogs [26], Stanford Cars [27], and CUB-200-2010 [28], to
evaluate the proposed LMPNet.
5.1. miniImageNet and tieredImageNet few-shot classiﬁcation
Dataset The miniImageNet dataset is a mini-version of the ImageNet [29]. There are 100 classes with 600 images per class in this
dataset. We follow the class splits used by Ravi and Larochelle [6].
These splits use 64 classes for training, 16 classes for validation,
and 20 classes for test. All images are of size 84 × 84 pixels. The
tieredImageNet dataset is another subset of ImageNet consisting of
34 high-level categories with 608 classes in total. These categories

Fig. 4. Grad-CAM visualizations of four ﬁne-grained images from Standford Dogs dataset based on our proposed LMPNet. The ﬁrst row is the input images and the second
row is the corresponding visualizations. As seen, our LMPNet can pay attention to multiple important local semantic regions of an object, which will beneﬁts the ﬁnal object
recognition.
5
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Table 1
The 5-way 1-shot and 5-shot classiﬁcation accuracies on the miniImageNet dataset,
with 95% conﬁdence intervals. The second column refers to which kind of embedding module is employed. ∗ Results are implemented by Chen et al. [36]. The other
results are reported by the original work.

are split into 20 meta-training superclasses, 6 meta-validation superclasses, and 8 meta-test superclasses, which corresponds to 391
base classes, 97 validation classes, and 160 novel classes, respectively. The more abstract the category is, the more subclasses it
contains. For example, a high-level class can have animals and
plants, and the animals can be divided into birds, ﬁsh, and mammals.
Experimental setting All experiments are performed on two
types of tasks: 5-way 1-shot and 5-way 5-shot classiﬁcation tasks.
The number of query samples per class is 15 during the training
or testing phase. To conduct an effective comparison with other
methods, we employ the embedding network with four convolutional layers as same as the comparison methods [1,3,11]. To obtain
a suﬃcient number of local descriptors representing the distribution, we only apply the max-pooling layer in the ﬁrst two convolutional blocks similar to CovaMNet [1]. In particular, each of the
ﬁrst two blocks includes 64 convolutional layers with the size of
3 × 3, a batch normalization layer, a nonlinear rectiﬁcation function layer, and a max-pooling layer. The other two blocks are the
same as the ﬁrst two blocks, except that no max-pooling layer is
used. The reason for using only two max-pooling layers is to capture suﬃcient local descriptors to represent an image. Then, we
use the episode training mechanism to complete the end-to-end
training. In our experiments, all networks are trained using Adam
solver [30]. The initial learning rate is set to 0.001 and linearly decays over the 10 0,0 0 0 episodes by 0.05. In the testing phase, we
follow [31] and evaluate our model on 10,0 0 0 randomly sampled
tasks to obtain the ﬁnal test results. Furthermore, because many algorithms adopt much more complicated ResNet as its embedding
module, we will additionally use a ResNet-12 network following
SNAIL [32] in our experiments for a fair comparison. Different form
the embedding network used in SNAIL, the value of leak is set as
0.2 to train, and we remove the max pooling layer in the last two
residual modules to prevent the information loss.
In training phase, the input samples are fed into the embedding module to obtain a feature map with a size of c × h × w for
each sample. For the query sample, we transform it as a collection of h × w c-dimensional local descriptors. For the support set,
we feed each support class into the multi-prototype learning module to obtain the prototype collection of this class. Finally, in the
classiﬁcation module, the similarity between the set of local descriptors of the query sample and the prototype set of each class
is calculated by searching for the nearest neighbor. Then, we calculate the classiﬁcation loss and update the network. In the test
phase, we randomly sample 10,0 0 0 tasks from the test set to calculate the average classiﬁcation accuracy of the model and derive
a conﬁdence interval of 95%.
Most of the results listed in Table 1 are quoted from the original work. Simultaneously, the highest results are presented in bold
font for easy observation and analysis. When the method has not
been evaluated in some datasets, we adopt corresponding dataset
result in other work. The classiﬁcation accuracy on miniImageNet
dataset employed by MAML [19], SNAIL [32], Prototypical Nets [3],
and Relation Net [11] comes from the transductive propagation
network [33]. The results of the generalized neural network (GNN)
in 64 convolution kernels [16] on the miniImageNet dataset is from
CovaMNet. In addition, when the experimental method conﬂicts
with our settings, we use the modiﬁed version. For example, the
results of Prototypical Nets [3] we use in Table 1 are the results of
training using 5 classes rather than 20 classes in the original work.
Experimental results The results of our method on miniImageNet
dataset are reported in Table 1. The second column refers to which
kind of embedding module is employed by different methods, e.g.,
Conv-4, ResNet-10, ResNet-12 and ResNet-18, etc. The last two
columns show the 5-way 1-shot and the 5-way 5-shot classiﬁcation accuracies with 95% conﬁdence intervals on the miniImageNet

Method

Matching Nets [14]
Meta-Learner LSTM [6]
MAML [19]
Prototypical Nets [3]
GNN [16]
Ravichandran et al. [34]
Relation Net [11]
CovaMNet [1]
IMP [35]
Our LMPNet
Baseline+ [36]
MAML∗ [19]
Prototypical Nets∗ [3]
SNAIL [32]
MTL [37]
Zhang et al. [38]
Our LMPNet

Embed.

Conv-4
Conv-4
Conv-4
Conv-4
Conv-4
Conv-4
Conv-4
Conv-4
Conv-4
Conv-4
ResNet-10
ResNet-10
ResNet-18
ResNet-12
ResNet-12
ResNet-12
ResNet-12

5-way accuracy (%)
1-shot

5-shot

43.56 ± 0.84
43.44 ± 0.77
48.70 ± 1.84
49.42 ± 0.78
50.33 ± 0.36
49.07 ± 0.43
50.44 ± 0.82
51.19 ± 0.76
49.6 ± 0.8
49.87 ± 0.20
53.97 ± 0.79
54.69 ± 0.89
54.16 ± 0.82
55.71 ± 0.99
61.2 ± 1.8
61.23 ± 0.26
62.74 ± 0.11

55.31 ± 0.73
60.60 ± 0.71
63.11 ± 0.92
68.20 ± 0.66
66.41 ± 0.63
65.73 ± 0.36
65.32 ± 0.70
67.65 ± 0.63
68.1 ± 0.8
68.81 ± 0.16
75.90 ± 0.61
66.62 ± 0.83
73.68 ± 0.65
68.88 ± 0.92
75.5 ± 0.8
77.69 ± 0.17
80.23 ± 0.52

dataset, respectively. To be speciﬁc, we compare our proposed
LMPNet with the state-of-the-art few-shot learning methods with
two kinds of embedding backbones, i.e., a shallow Conv-4 backbone and a deeper ResNet backbone, respectively. We can see that
when employing a deeper ResNet-12 backbone, our LMPNet can
achieve the best results on both the 1-shot and 5-shot tasks. For
example, under the 5-way 5-shot setting, our methods accuracy is
6.55%, 4.73%, 4.33% and 2.54% higher than Prototypical Nets, MTL,
Baseline++ and Zhang et al. [38], respectively. When adopting a
shallow embedding backbone (i.e., Conv-4), our LMPNet can still
achieve very competitive results. The reasons for the effectiveness
of our LMPNet are two folds. First, LMPNet employs the rich local descriptors to represent each image and each class, which can
capture more informative and subtler cues of an image than the
normally adopted image-level global features, such as Prototypical
Nets and Relation Net. Second, we employ an attention mechanism
to adaptively weight different local descriptors and learn multiple
prototypes (viewpoints) for an image or a class, which can pay
more attention to key semantic regions than CovaMNet and can
capture more information than one-single prototype based methods (e.g., Prototypical Nets and CovaMNet).
However, we can see that the superiority of our LMPNet cannot be fully demonstrated on the 5-way 1-shot setting especially
with a shallow embedding network, i.e., Conv-4. This is because
the 5-way 1-shot setting is truly challenging, where only one image can be used to represent a class. Another key reason is that
a shallow embedding network cannot learn powerful feature representations for few-shot learning task. Fortunately, when using
a deeper ResNet-12 as the embedding backbone, our LMPNet can
achieve the state-of-the-art classiﬁcation performance on both the
1-shot setting and 5-shot setting. For example, in Table 1, compared to Prototypical Nets, which uses a much deeper ResNet-18,
our LMPNet (using ResNet-12) can still gain almost 7.59% improvements over it on the 5-way 1-shot setting. It demonstrates that
on one hand, the local descriptors are more useful than the normally adopted global features to few-shot learning especially on
the 1-shot setting, on the other hand, multiple prototype representations for a class can perform much better than one-single prototype manner.
Table 2 presents the results of our method on tieredImageNet
dataset. As shown in Table 2, our method consistently has good
performance in the 5-shot setting. Furthermore, by using a deeper
6
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Table 2
Few-shot classiﬁcation accuracy on the tieredImageNet dataset with 95% conﬁdence
intervals. The results marked as “‡ ǥ are from [1].
Method

Ravichandran et al. [34]
Prototypical Nets‡ [3]
MAML [19]
Relation Net [11]
Our LMPNet
Our LMPNet

Embed.

ments are conducted on three datasets, and each image is resized
to 84 × 84 for all models. The ﬁne-grained image classiﬁcation task
is more diﬃcult due to the less inter-class variation and larger
intra-class variation of the ﬁne-grained datasets. Besides, only very
few examples are available for the new categories. Four typical
few-shot learning models, including Matching Nets [14], Prototypical Nets [3], GNN [16] and CovaMNet [1], are implemented on
these datasets to compare with the LMPNet by using their original released codes.
Experimental results As shown in Table 4, our LMPNet performs
better on these ﬁne-grained datasets under the 5-shot setting. Especially on the Stanford Cars, our LMPNet gains the largest absolute improvement over the second best method, i.e., CovaMNet, by
7.11%. Under the 1-shot setting, our LMPNet does not perform as
well as in the 5-shot setting. The key reason is that our model extracts class information better from more support data via multiple
local descriptors. When less support data is available, the bonus of
local descriptors will be decreased.

5-way accuracy (%)

Conv-4
Conv-4
Conv-4
Conv-4
Conv-4
ResNet-12

1-shot

5-shot

48.19 ± 0.43
48.58
51.67 ± 1.81
54.48
47.50 ± 0.11
70.21 ± 0.15

65.50 ± 0.39
69.57
70.30 ± 0.08
71.31
72.65 ± 0.20
79.45 ± 0.17

Table 3
The 20-way classiﬁcation accuracy (%) on miniImageNet dataset. Results of Meta
LSTM, MAML and Meta SGD are from [39].
Method

MAML [39]
Meta LSTM [39]
Matching Nets [39]
Meta SGD [39]
Our LMPNet

Embed.

Conv-4
Conv-4
Conv-4
Conv-4
Conv-4

20-way accuracy (%)
1-shot

5-shot

16.49 ± 0.58
16.70 ± 0.23
17.31 ± 0.22
17.56 ± 0.64
29.03 ± 0.14

19.29 ± 0.29
26.06 ± 0.25
22.69 ± 0.86
28.92 ± 0.35
40.12 ± 0.31

5.3. Ablation study
5.3.1. Effectiveness of local descriptors
To ﬁnd the inﬂuence of local descriptors, we experiment on
three ﬁne-grained datasets, i.e., Stanford Dogs, Stanford Cars, and
CUB-200-2010, and the results are shown in Table 5. Speciﬁcally,
Prototypical Nets (with the global feature) denotes the original
method, which calculates the one-single prototype for each class
by using global features for each image. Mean Prototype (with local
descriptors) learns one single prototype for each class with local
descriptors, which can be regarded as a speciﬁc case of our LMPNet. Note that both Mean Prototype (with local descriptors) and
Prototypical Nets (with the global feature) learn one-single prototype for a class, but one uses local features, and the other uses the
global one. Another key difference is that Mean Prototype (with
local descriptors) employs an attention module (i.e., sSE attention
module) to adaptively weight all local descriptors to obtain one
single prototype for a class, while Prototypical Nets (with global
feature) equally weight all global features to get the single prototype. From Table 5, we can see that Mean Prototype (with local descriptors) performs much better than Prototypical Nets (with
the global feature) on all three datasets. It veriﬁes that the local
descriptors are more useful and effective than global features for
few-shot learning tasks. Signiﬁcantly, Multi Prototype (with the local descriptors), i.e., the proposed LMPNet, can further improve the
classiﬁcation performance over Mean Prototype (with the local descriptors), which veriﬁes that learning multiple prototypes can capture more information than just learning one-single prototype.

embedding network, our LMPNet can achieve much better results.
In Table 3, following the above few-shot learning experiments, we
conduct 20-way 1-shot/5-shot classiﬁcation on the miniImageNet
dataset. For a training episode, images in the support sets and
query sets are randomly selected from the whole training set. In
a test episode, images in the support set and query set are randomly selected from the test set. From the comparative results
on the miniImageNet dataset in Table 3, it can be observed that
our method also has achieved very good performance. This validates the effectiveness of LMPNet due to its unique local descriptor
based multi-prototype class representation learning strategy.
5.2. Fine-grained few-shot Classiﬁcation
Dataset Three ﬁne-grained benchmark datasets, i.e., Stanford
Dogs, Stanford Cars, and CUB-200-2010, are selected to conduct the
ﬁne-grained few-shot classiﬁcation task. The Stanford Dogs dataset
contains 20,580 images of 120 breeds of dogs, in which 70, 20 and
30 categories are used for training (auxiliary), validation and test,
respectively. There are 196 categories with 16,185 images in the
Stanford Cars dataset, where 130, 17 and 49 categories are split for
training (auxiliary), validation and test. The CUB-200-2010 dataset
contains 6033 images of 200 species of birds and is split into 130,
20 and 50 accordingly.
Experimental settings The initial learning rate is set to 0.0 0 01
and linearly decays over the 10 0,0 0 0 episodes by 0.05. The other
settings are the same as those of miniImageNet and tieredImageNet
few-shot classiﬁcation. All 5-way 1-shot and 5-way 5-shot experi-

5.3.2. Effectiveness of prototype learning
We conduct further analysis to verify the effectiveness of
learned prototypes. From Table 6, it can be seen that on the
Stanford Dogs, Standford Cars and CUB-200-2010 datasets, as the

Table 4
5-way 1-shot and 5-shot classiﬁcation accuracies on three ﬁne-grained datasets, i.e., Stanford Dogs, Stanford Cars and CUB-200-2010 with 95% conﬁdence intervals. “‡ ǥ results
are from [1].
5-way accuracy (%)
Method

Embed.

Matching Nets‡ [14]
Prototypical Nets‡ [3]
GNN‡ [16]
CovaMNet [1]
Our LMPNet
Our LMPNet

Conv-4
Conv-4
Conv-4
Conv-4
Conv-4
ResNet-12

Stanford Dogs

Stanford Cars

CUB-200-2010

1-shot

5-shot

1-shot

5-shot

1-shot

5-shot

35.80 ± 0.99
37.59 ± 1.00
46.98 ± 0.98
49.10 ± 0.76
51.17 ± 0.22
61.89 ± 0.10

47.50 ± 1.03
48.19 ± 1.03
62.27 ± 0.95
63.04 ± 0.65
64.06 ± 0.18
68.21 ± 0.11

34.80 ± 0.98
40.90 ± 1.01
55.85 ± 0.97
56.65 ± 0.86
62.52 ± 0.12
68.31 ± 0.45

44.70 ± 1.03
52.93 ± 1.03
71.25 ± 0.89
71.33 ± 0.62
78.44 ± 0.16
80.27 ± 0.23

45.30 ± 1.03
37.36 ± 1.00
51.83 ± 0.98
52.42 ± 0.76
53.50 ± 0.24
65.59 ± 0.13

59.50 ± 1.01
45.28 ± 1.03
63.69 ± 0.94
63.76 ± 0.64
66.60 ± 0.19
68.19 ± 0.23
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Table 5
The inﬂuence of local descriptors. Prototypical Nets (with global feature) denotes the original method. Mean Prototype (with local descriptors) learns one single prototype
for each class with local descriptors. “‡ ǥ results are from [1].
5-way accuracy (%)
Method

Embed.

Prototypical Nets(with global feature)‡
Mean Prototype(with local descriptors)
Our LMPNet

Conv-4
Conv-4
Conv-4

Stanford Dogs

Stanford Cars

CUB-200-2010

1-shot

5-shot

1-shot

5-shot

1-shot

5-shot

37.59
48.17
51.17

48.19
49.32
64.06

40.90
50.79
62.52

52.93
63.96
78.44

37.36
47.94
53.50

45.28
59.12
66.60

Table 6
The inﬂuence of the number of learned prototypes.
5-way accuracy (%)
Method

Embed.

Prototype-30
Prototype-50
Prototype-75
Prototype-100

Conv-4
Conv-4
Conv-4
Conv-4

Stanford Dogs

Stanford Cars

CUB-200-2010

1-shot

5-shot

1-shot

5-shot

1-shot

5-shot

49.83
51.17
50.60
50.08

60.01
64.06
62.31
59.78

56.80
62.52
55.75
54.71

73.98
78.44
75.48
75.84

51.48
53.50
52.86
51.27

65.23
66.60
65.20
64.78

Table 7
The difference between the learned multiple prototypes and the multiple clusters. We use Conv-4 and ResNet-12 as the backbones and use a K-means clustering algorithm
to obtain multiple prototypes of classes in the pre-trained models.
5-way accuracy (%)
Method

Pretrained model + K-means
Our LMPNet
Pretrained model + K-means
Our LMPNet

Embed.

Conv-4
Conv-4
ResNet-12
ResNet-12

miniImageNet

tieredImageNet

1-shot

5-shot

1-shot

5-shot

46.19 ± 0.84
49.87 ± 0.20
53.83 ± 0.87
62.74 ± 0.11

61.56 ± 0.77
68.81 ± 0.16
68.06 ± 0.74
80.23 ± 0.52

53.17 ± 0.98
47.50 ± 0.11
58.20 ± 1.01
70.21 ± 0.15

68.35 ± 0.85
72.65 ± 0.20
72.84 ± 0.87
79.45 ± 0.17

number of prototypes increases, the accuracy of classiﬁcation initially increases and then decreases. Speciﬁcally, when the number
of prototypes is around 50, our proposed LMPNet can achieve the
best results on these datasets. Therefore, in our other experiments,
the number of prototypes, i.e., a hyper-parameter, is set as 50.

6. Conclusion
We have proposed the Local descriptor-based Multi-Prototype
Network (LMPNet) to improve the prototype-based metric-learning
methods for few-shot learning. Aiming to address the problem that
single prototype based networks may not fully capture the feature
information of a class, we utilize local descriptor based multiple
prototypes in the feature embedding stage to mine more features
of classes. Considering that most prototype-based methods obtain
prototypes by a ﬁxed mechanism that takes the mean or covariance values of features, we propose a learning-based method to
automatically learn the most suitable prototypes for the current
model. We have proved the effectiveness of our method through
few-shot classiﬁcation experiments by comparing the performance
with several state-of-the-art methods under the same setting. To
this end, we also observed that the proposed method does not
perform well under the 1-shot setting as it does under the 5-shot
setting. This may be due to the scarcity of samples under the 1shot setting and the limited diversity of learned prototypes, which
result in the decline of few-shot classiﬁcation performance. For future work, we will pay more attention to the diversity of learned
prototypes, which may improve the performance under the 1-shot
setting. Furthermore, it is hopeful to extend our method to the
semi-supervised few-shot learning setting by clustering the unlabeled local descriptors.

5.3.3. Difference with multiple clusters
To illustrate the difference between our attention-based multiprototype learning mechanism and the clustering-based multiple clusters (prototypes), we conduct a comparison experiment
between these two on both miniImageNet and tieredImageNet
datasets. Speciﬁcally, instead of designing a new end-to-end
clustering-based few-shot learning (FSL) method as the comparison, which essentially needs to be studied as a new direction in
FSL, we design a simple two-stage clustering-based FSL method
by using K-means on pre-trained local descriptors, i.e., Pretrained
model + K-means. Speciﬁcally, we ﬁrst pre-train a 64-categorized
encoder using a common classiﬁcation neural network, where only
the convolutional activations (local descriptors) will be used. Next,
in the test phase, different from our method, we perform a Kmeans algorithm on the pre-learned local descriptors to obtain the
same number of prototypes (clusters) of each class as our LMPNet. Finally, we use these prototypes (clusters) to perform the ﬁnal
classiﬁcation. To be speciﬁc, we perform the ‘Pretrained model +
K-means’ on both miniImageNet and tieredImageNet datasets with
Conv-4 and ResNet-12 as the backbone, respectively, where all
of the images are resized to 84∗ 84. The results are reported in
Table 7. As seen, our proposed LMPNet performs much better than
Pretrained model + K-means. It also shows that performing clustering on the local descriptors is also promising.
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