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Abstract As one of the most classic fields in computer vi-
sion, image categorization has attracted widespread interests.
Numerous algorithms have been proposed in the community,
and many of them have advanced the state-of-the-art. How-
ever, most existing algorithms are designed without consid-
erations for the supply of computing resources. Therefore,
when dealing with resource constrained tasks, these algo-
rithms will fail to give satisfactory results. In this paper, we
provide a comprehensive and in-depth introduction of recent
developments of the research in image categorization with re-
source constraints. While a large portion is based on our own
work, we will also give a brief description of other elegant
algorithms. Furthermore, we make an investigation into the
recent developments of deep neural networks, with a focus
on resource constrained deep nets.

Keywords Image categorization, resource constraints,
large scale classification, deep neural networks.

1 Introduction

The past decades have witnessed a rapid development of im-
age categorization, which aims to classify an image into a
certain category according to its visual content. An efficient
and effective classification strategy plays an important role
in the computer vision research domain, and has become the
critical component of other related tasks such as object de-
tection [1, 2], scene recognition [3], image retrieval [4] and
tracking [5].
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The research community have studied many topics in this
field, and have developed numerous effective classification
strategies, from novel feature generation techniques like the
Fisher Vector (FV) [6, 7], VLAD [8], CENTRIST [9], to
powerful classification methods like the Power Mean SVM
(PmSVM) [10], Nyström embedding [11], explicit feature
mapping [12]. Recently, the end-to-end representation learn-
ing method, deep convolution neural networks [13], have
achieved excellent results in many applications, and received
plenty of attentions in the community.

However, most existing image categorization strategies are
designed without consideration for the supply of computing
resource. Therefore, few of them can be applied in resource
constrained scenarios directly.

A resource constrained scenario means that a specific task
must be accomplished with limited resource supply, like com-
puting time, storage space and others. Specifically, this sce-
nario can be described as follows:

• Computing time. Recent developments of data pro-
cessing technology have enabled the volume of datasets
to increase exponentially. This has brought a new chal-
lenge for training an accurate classifier. For example, the
training complexity of kernel SVM is generally between
O(n2) and O(n3). Thus, with a large scale dataset, it can
take weeks or even years for model training [14,15]. Ob-
viously, it is intolerable even for the training stage, not
to mention other real-time tasks. In fact, even with the
recent advance of fast algorithms, striking a balance be-
tween learning speed and classification accuracy is still
an open problem for the research community [10].

• Storage space. The most distinctive difference between
image problems and other classification tasks is that: the
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image features are usually high dimensional and very
dense, i.e., a very long feature vector with only very few
feature values being 0 [10]. When this property meets
large scale problems, the challenge can be more serious.
For example, the storage requirement of Fisher Vectors
for ImageNet images could reach as much as 310 gi-
gabytes [7]. This is infeasible for most machines. On
the other hand, training with such high dimensional fea-
tures poses another huge challenge for most existing al-
gorithms, which could be highly time consuming.

• Energy supply. Once the applications are extended to
mobile or embedded devices, the energy supply could be
a serious bottleneck for most sophisticated algorithms.
For example, the deep neural networks, which are both
computationally and storage intensive, are hard to be de-
ployed on mobile devices due to its great energy con-
sumption [16].

• Computing power. Many algorithms are designed and
trained on computing clusters or GPUs. However, con-
sidering battery constraints, current mobile devices or
robots can not be equipped with such high-performance
computing hardware. Therefore, when these models are
migrated to mobile devices, they may face great chal-
lenges.

What should be emphasized is that all the resources men-
tioned above are closely related to each other. An excellent
storage footprint reduction can bring a significant speed-up
of the computing time, while a complex model may lead to
more serious problems. Thus, there are a large number of
explorations in the literature to transform the cumbersome
model into a simple one [17–19]. Some researches reveal
that the memory access operation consumes much more en-
ergy compared with arithmetic operations [16]. Thus, a large
and cumbersome model may face both storage and energy
difficulties, which is a serious bottleneck for a mobile device.

In this paper, we roughly divide the image categorization
with resource constraints issue into two main parts: comput-
ing time constraints and storage space constraints.

The rest of this paper is organized as follows. In Section 2,
we investigate algorithms designed for computing time con-
strained tasks. These algorithms can accelerate the speed by
tens or hundreds of times, compared to a naive approach. In
Section 3, some efficient feature processing methods are pre-
sented, whose main goal is to reduce the storage footprint
while keeping the strong discriminative ability of features.
Since these issues would become more tough and challeng-
ing when migrating deep learning models into embedded de-

vices, we will also give this topic a discussion in Section 4.
Opportunities and challenges of this field would be discussed
in Section 5. Finally, we conclude this paper in Section 6.

2 Computing time constraints

A general strategy for image classification tasks is to generate
features first, then feed the features into a classifier. Different
combination of features and classifiers can produce a great
variety of strategies. Hence, it is impossible to achieve a full
exploration of all the acceleration algorithms. In this section,
we will focus on the support vector machine (SVM) model,
as well as some novel feature level methods.

2.1 SVM model and additive kernels

Given a set of training examples {(xi, yi)}ni=1, where xi ∈ R
d,

yi ∈ {+1,−1}, the SVM model wants to find the maximum-
margin hyperplane which can separate these training exam-
ples into two classes. This problem can be solved through
the following dual SVM formulation (without bias):

min
α

f (α) =
1
2

∑
i, j

αiα jyiy jκ(xi, x j) −
∑

i

αi

s.t. 0 ≤ αi ≤ C (i = 1, . . . , n) ,

(1)

where κ(xi, x j) = φ(xi)Tφ(x j) represents the kernel function
and α = (α1, . . . , αn) are the Lagrange multipliers [20]. Then
the classification boundary is

ω =

n∑
i=1

αiyiφ(xi). (2)

In the testing phase, given an example x, the classifica-
tion result is given by sgn(ωTφ(x)). Furthermore, this binary
method can be extended into multi-class classification using
the one-versus-all or one-versus-one strategy.

2.1.1 Additive kernels

One of the most basic kernel function is the linear kernel
(φ(x) = x). Due to its special structures, many super-fast
SVM solvers have been exploited, such as the dual coordinate
descent algorithm [20, 21] and the Pegasos algorithm [22].
These algorithms can achieve a fast training speed in the or-
der of seconds with millions of examples, thus have been
widely adopted in text classification tasks.

But things can become very different when it comes to
image classification. In this case, linear SVM generally has
lower accuracies than non-linear kernels. Since the speed of
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non-linear SVMs are usually intolerable when dealing with
large scale problems, we are stuck in a dilemma: how to
achieve a tradeoff between high accuracy and fast speed?

One popular choice is to use the additive kernels, defined
as

κ(x, y) =

d∑
i=1

κ(xi, yi). (3)

The linear kernel is in fact an additive kernel, and the ideas of
fast linear SVM solvers can stimulate the research of additive
kernels. Recent research have revealed that, when combined
with advanced algorithms, the additive kernels can achieve
excellent trade off between accuracy and speed [10, 23].

2.2 Kernel approximation methods

As mentioned previously, Eq. 1 can be effectively solved by
the dual coordinate descent method [20,21]. One of the most
important steps in this algorithm is to compute the gradient G
efficiently, which equals,

G =
∂ f (α)
∂ (αi)

= yiω
Tφ (xi) − 1 = yi

n∑
j=1

α jy jκ(xi, x j) − 1. (4)

This operation can be finished in O(d) steps when the linear
kernel is used. By contrast, it will take O(nd) or more steps
for non-linear kernels. Both n and d can be very large when
dealing with large scale problems, thus the computation of
Eq. 4 will be very time-consuming.

Since the kernel function (or the feature mapping φ) oc-
cupies most of the computation time, it is vital to compute
it effectively. We give the formal definition of this computa-
tional bottleneck as

g(q) = ωTφ(q) =

n∑
i=1

αiyiκ(q, xi), (5)

where q is an input example, and the rest of the symbols are
constant in this function.

Now, we will focus our attention on the function g(·), and
introduce some fast algorithms for this problem. Once the
computational bottleneck is well solved, SVM can be quickly
trained with existing algorithms, such as the dual coordinate
descent method [20, 21].

2.2.1 Gradient approximation

Wu and Yang proposed a Linear Regression SVM (LR-SVM)
framework for learning with general non-linear kernels [10].
The main idea is using linear regression to approximate the
computational bottleneck g(·):

g(q) = e(q)Tβ + ε, (6)

where e(q) ∈ Rd′ is a specifically designed explanatory vari-
able function, β is the corresponding regression coefficient
vector, and an error term is denoted by ε.

Given a set of n′ anchor examples, the regression parame-
ters in Eq. 6 can be approximated by

β̂ = X+ t, (7)

where X ∈ Rn′×d′ , and

X = (e(c1), . . . , e(cn′ ))T , (8)

t = (g(c1), . . . , g(cn′ ))T . (9)

Here, X+ is the Moore-Penrose pseudo-inverse of X, i.e.,
X+ = X−1 when X is invertible, otherwise X+ = (XT X)−1XT if
XT X is invertible. And the anchor examples can be generated
by many methods such as randomly chosen from the training
set.

In the training phase, the parameter vector β̂ can be up-
dated as follows:

β̂← β̂ + yi(αi − ᾱi)X+s(xi), (10)

where s(q) is the similarity function

s(q) = (κ(q, ci), . . . , κ(q, cn′ ))T . (11)

The explanatory variable function e(·) is critical in this
framework. With an efficient explanatory variable func-
tion, the computation complexity of g(q) can be reduced to
O(d′). A natural choice of e(·) is symmetric: e(q) = s(q) =

(κ(q, ci), . . . , κ(q, cn′ ))T . In this case, LR-SVM is exactly
equivalent to the famous Nyström approximation method
[24], which will be introduced shortly. However, when this
strategy is used, they will lead to significant accuracy drop
[25]. Therefore, a better choice is a non-symmetric function,
which is adopted in the efficient PmSVM algorithm.

The PmSVM algorithm, which is designed for the additive
kernels, can be regarded as a specialization of this linear re-
gression framework [10,23]. When the kernel is additive, the
bottleneck (Eq. 5) is also additive:

g(q) = ωTφ(q) =

d∑
j=1

g j(q j) (12)

where g j(q j) can be defined as a single-variable, scalar-
valued function:

g j(q) =

n∑
i=1

αiyiκ(q, xi, j). (13)

One great benefit of Eq. 13 is that g j(q) is a continuous
real-valued function, thus it could be approximated with a
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polynomial. Specifically, the explanatory variable function
e(·) can be chosen to be:

e(q) = (1, q, . . . , qm)T , (14)

where m controls the degree of the polynomial function.
Now, we can rewrite Eq. 13 as,

g j(q) ≈ e(q)Tβ j =

m∑
k=0

qmβ j,k. (15)

The coefficient vector β j = (β j,0, β j,1, . . . , β j,m)T can be
learned and updated using Eq. 7 and Eq. 10 (with a slight
scalar version modification).

In practice, the curve of g j(q) is similar to a rotated version
of a quadratic function, thus e(q) can be efficiently modeled
as e(q) = (q, ln(q + b), ln2(q + b))T . A small positive offset
b > 0 is added in order to avoid the appearance of ln(0).

The experimental results are given in Table 1 for the
ILSVRC 1000 dataset.1) Here, χ2 and HIK denote χ2 ker-
nel and histogram intersection kernel (HIK) [26] respectively.
Both of them belong to the additive kernels family. And fm
means the feature mapping method, which will be introduced
in Section 2.3. As we can see, PmSVM is 5 times faster than
LIBLINEAR (a fast linear solver by [20]), and outperforms
other additive kernel implementations.

Table 1 Results on ILSVRC 1000 dataset.
Method Time(s) Accuracy Iterations

PmSVM-χ2 [23] 23,145 25.57% 6-7
PmSVM-HI [23] 23,299 25.69% 6-7
LIBLINEAR [20] 122,688 21.13% 31-926
libHIK [27] 37,677 18.62% 11-100
fm-χ2 [12] 48,173 25.13% 6-7
fm-HIK [12] 47,781 25.06% 5-6

This framework can be widely adopted for any additive
kernels. For example, Zhang et al. noticed the mis-matching
phenomenon of spatial pyramid matching (SPM) [3], and
proposed a hyper-spatial matching (HSM) kernel to alleviate
this problem [28]. However, due to the large computational
complexity, a general SVM solver is infeasible. Using the
gradient approximation idea, they achieve a hundreds times
acceleration compared to a general strategy.

2.2.2 Nyström approximation

In order to evade the computational bottleneck (Eq. 5),
Williams and Seeger proposed a sampling and eigen-
decomposition based low-rank matrix approximation ap-
proach: the Nyström method [24].

1) Large scale visual recognition challenge 2010, http://www.
image-net.org/challenges/LSVRC/2010/index.

Let K ∈ Rn×n be a kernel matrix with Ki, j = κ(xi, x j).
Given a set of anchor points C = {ci}

m
i=1, the kernel matrix

can be approximated by:

K ≈ K̃ = S X+S T , (16)

where S ∈ Rn×m with S i, j = κ(xi, c j), X ∈ Rm×m with Xi, j =

κ(ci, c j) and X+ is the Moore-Penrose pseudo-inverse of X.
The kernel matrix usually needs O(n3) computations, but

with such an approximation method, the computational com-
plexity can be reduced to O(m2n), where m is the number of
anchor points.

The quality of anchor points plays a crucial role in Nys-
tröm method. Thus many attentions have been concentrated
on the generation manners of these anchor points. A naive
method is random sampling [24], which is simple enough but
may decrease the accuracy. Deshpande et al. proposed an
adaptive sampling method to compute low-rank approxima-
tion [29]. They proved that the additive error drops expo-
nentially using their methods. Zhang et al. introduced the
k-means clustering into the Nyström method [30]. The an-
chor points are chosen as the centroids of k-means clusters.
Their approach achieved significant performance gains, but
caused much higher computational cost [31].

Recently, Yang and Wu presented a new interpretation of
the Nyström approximation: it can be regarded as a set of
point-wise ordinary least square linear regression of the ker-
nel matrix [32]. The error terms (εi) of the anchor points are
defined as

fy(ci) = κ(ci, y) = s(ci)X+s(y) + εi. (17)

Eq. 17 is derived from the ordinary least square (OLS)
solution, and one of its basic assumptions is that the error
terms εi have constant variances (εi ∼ N(0, σ2)). However,
this assumption can be violated in many real world datasets,
which leads to a phenomenon called heteroscedasticity. Yang
and Wu indicated that severe heteroscedasticity exists when
random sampling scheme is applied, which will hurt the per-
formance of the Nyström approximation. In order to solve
the heteroscedasticity problem, a non-symmetric explanatory
function is introduced into the approximation method:

K̃T = ÊX̂+S T , (18)

where Ê is the matrix of non-symmetric functions ê(x) =

[1,T (κ(c1, x)), . . . ,T (κ(cm, x))]T , S T is defined in Eq. 16, and
X̂ is defined as

X̂ =


1 T (κ(c1, c1)) . . . T (κ(c1, cm))
...

...
...

...
1 T (κ(cm, c1)) . . . T (κ(cm, cm))

 . (19)
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The transformation function T (·) can be chosen in many
ways, such as T (x) = ln(1 + x). Finally, the kernel matrix
is given by a simple symmetrization method:

K ≈
K̃T + K̃T

T

2
. (20)

Using this scheme, the heteroscedasticity problem is well
solved with almost no extra computational cost. And the
quality of the Nyström approximation is greatly improved
even with a simple random sampling scheme.

In most cases, approximation is the first choice when we
cannot solve a given problem directly. Besides the methods
discussed above, there exists plenty of other novel approxi-
mation schemes. Jiao et al. [33] proposed a fast sparse ap-
proximation for LS-SVM (least squares support vector ma-
chine). By iteratively selecting support vectors in a greedy
manner, the computational complexity can be reduced dras-
tically. When a probabilistic speedup scheme is employed,
the training and testing speed can be further improved. Li
et al. [34] extended the random Fourier methodology into χ2

kernel in order to approximate large-scale kernel machines,
and received significant performance improvement.

2.3 Feature mapping and the lookup table trick

So far, our discussions are focused on the kernel function it-
self. Another popular strategy is to find a feature mapping or
embedding φ. Formally, given a positive definite (PD) ker-
nel κ(x, y), there exists a feature mapping function φ such
that κ(x, y) = φ(x)Tφ(y). However, this mapping function is
rarely used directly, because the dimensionality of φ is usu-
ally very high, or even infinite.

A general strategy to solve this problem is to find an
approximation of φ, which could reduce the mapping di-
mensionality into a relatively moderate value. For instance,
Rahimi and Recht map the input data to a randomized low-
dimensional feature space and proposed the random Fourier
features, in order to accelerate the training speed [35].
Vedaldi and Zisserman derived kernel maps based on the 1D
Fourier analysis, which provide a low-dimensional approxi-
mation of common additive kernels [12]. Maji and Berg indi-
cated that using a sparse closed-form feature map, the inter-
section kernel can be approximated efficiently [36].

Noticing the special structure of the feature map for His-
togram Intersection Kernel (HIK) [26], Wu designed a lookup
table trick to calculate the bottleneck efficiently, and proposed
a fast SVM solver: the intersection coordinate descent (ICD)
method [27]. HIK is a popular similarity measure when deal-
ing with some histograms-based visual descriptors such as

BOV (bag of visual words) [37]. Given two d dimensional
histograms x1, x2, the HIK is defined as follows,

κHI(x1, x2) =

d∑
j=1

min(x1, j, x2, j). (21)

Then, the scalar version of the bottleneck Eq.12 can be
represented as follows,

g(q) =

d∑
j=1

g j(q j) =

d∑
j=1

n∑
i=1

αiyimin(q j, xi, j). (22)

Notice that a histogram only contains non-negative integers,
and there exists an upper bound v̂ for all its elements. Due
to the special structure of HIK, the value of g j(q j) can be
precomputed and stored into a lookup table item T j,k:

T j,k =
∑

i:k≥xi, j

αiyixi, j + k
∑

i:k<xi, j

αiyi. (23)

Here, T ∈ Rd × Rv̂. Other related symbols are defined in Eq.
1. Then the computational bottleneck defined in Eq. 5 can be
quickly calculated: g(q) =

∑d
j=1 T j,q j .

Since there exists a bijection between ω and T , the gra-
dient Eq. 4 could be calculated quickly using the table T .
Similar to LR-SVM, the lookup table will be updated in the
training phase.

Table 2 compares ICD with several popular fast SVM
training methods as discussed above. Here, χ2, HIK, RBF,
LIN (linear) represent different SVM kernels. When dealing
with histogram features, HIK or χ2 kernel have higher perfor-
mance than other kernels, and ICD can accelerate the training
speed effectively.

Table 2 Comparing different methods using the datasets provided in [36].

Method Time(s) Accuracy

ICD [27] 9.5 51.62%
fm+χ2 [12] 42.4 51.02%
fm+HIK [12] 37.7 51.29%
PWLSGD [36] 166.0 49.90%
LIBLINEAR [20] 134.0 44.29%
LIBSVM+HIK [38] 16.2 48.51%
LIBSVM+RBF [38] 16.1 43.23%
LIBSVM+LIN [38] 15.4 40.66%

Additionally, ICD also exhibits many attractive properties.
It has the same complexity as linear SVM, but could achieve
a comparable accuracy to general purpose non-linear SVM
solvers. Furthermore, ICD could be extended to more addi-
tive kernels using a similar idea [39].

In fact, the lookup table trick can be widely applied in nu-
merous algorithms [2,40]. It could accelerate the training and
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testing speed, but comes at the cost of higher memory foot-
print. Thus, if the storage space is not the main bottleneck,
this strategy is still a good choice.

2.4 Feature level methods

In the discussions above, we have shown that approximation
is an excellent strategy to evade the computational bottleneck
if we could not optimize it directly. Combined with lookup
tables, we can achieve a tradeoff between high accuracy and
fast training speed. Now, we will concentrate our attention on
another important issue: how to accelerate the feature gener-
ation methods.

There exists many algorithms for fast local feature descrip-
tors, such as SURF [41] or ORB [42]. However, in this sec-
tion we will focus on the feature encoder scheme. BOV [37]
is a popular approach in computer vision, which has been
widely adopted in numerous tasks. A typical BOV model
consists of the following four stages.

First, local features and their descriptors are extracted
from local image patches. A single image can generate lots
of local features, thus this image can be represented as a bag
of features. Then, all the visual descriptors of all images are
clustered to train a visual codebook, and the cluster centers
form the visual codewords in the codebook. After that, each
descriptor is mapped into a codeword index. This procedure
is called the vector quantization (VQ). Finally, an image is
encoded as a histogram of the codeword indexes, and trained
with an efficient classifier to accomplish the categorization
task. This framework is illustrated in Fig. 1.
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Figure 1 Illustration of the BOV model. A codebook is trained first, then
each image is represented as a histogram of codewords.

It is worth noting that the quality of visual codebook has
a significant impact on the performance of the BOV model.

Thus, numerous attentions have been focused on the gen-
eration of visual codebooks. One of the most widely used
methods for this issue is k-means [43], a classic unsupervised
learning method. Other alternative approaches have also
been explored, such as the probabilistic framework: Gaus-
sian Mixture Model (GMM) [44, 45].

However, most existing methods are based on the Eu-
clidean distance metric. When histogram feature descriptors
are used, these strategies may expose several limitations. Re-
cent researches have shown that the Histogram Intersection
Kernel (HIK) generates better codebooks, thus is more ef-
fective when dealing with this problem [46]. As mentioned
previously, once a non-linear kernel is adopted, the computa-
tional bottleneck can become the most serious challenge. In
other words, the kernel k-means method is very time consum-
ing.

Thanks to the special structure of HIK (Eq. 21), the bottle-
neck Eq. 5 can be efficiently solved by using lookup tables.
Wu et al. proposed a histogram kernel k-means algorithm
based on this idea, and achieved thousands of times faster
speed than a naive kernel k-means algorithm [46]. Further-
more, they indicated that using the cluster centroid to rep-
resent each codeword is not an optimal strategy, and pro-
posed a new codeword generation algorithm based on one-
class SVM [47].

Another major speed bottleneck in applying BOV model
occurred in the VQ step. A naive strategy performs the ex-
haustive nearest neighbor (NN) search within all visual code-
words. In order to speed up this process, approximate nearest
neighbor (ANN) search becomes a natural choice.

One of the most popular strategies is using the tree struc-
ture. A hierarchical k-means tree can organize O(nm) items
efficiently, here m is the depth and n is the number of
branches. Then a query can be accomplished with nm dis-
tance computations. Such a strategy can be extended into
more sophisticated models. The randomized kd-trees, which
utilize a hyperplane to split the search space, have shown sig-
nificant acceleration in [48]. By contrast, the spill tree [49]
adopts a random projection to split the search set, and uses a
buffer (the overlap parts between two splits) to eliminate the
decision error. A similar strategy is also adopted in the ExVQ
method [50], which uses the exclusive NN search to reduce
the VQ errors.

There are also some other explorations to accelerate the
computing speed. One of the alternatives is to build a tree-
based vector quantization scheme without k-means. A small
ensemble of randomly created clustering trees will get a high
discriminative performance without losing the speed advan-
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tage. Such a strategy is adopted in [51, 52] and generate im-
pressive results. [53] is also a compromise between speed and
discrimination, which adopted a hybrid algorithm for cluster-
ing accompanied with linear SVMs trained for each cluster.

For some specific tasks, such as real-time classification
which has too strict resource constraints for the BOW model,
methods such as [54] can be applied.

3 Storage space constraints

The storage footprint mainly comes from two aspects: the
features themselves and the parameters of classifiers. In this
section, we will focus on the former, leaving the latter to be
discussed in the next section.

3.1 Feature generation

Most existing local feature extraction methods generate very
high dimensional features for images. When these high di-
mensional features meet a large scale dataset, the require-
ment of massive storage poses a serious challenge. A natural
thought is that, can we design an elegant feature extraction
mechanism, which can generate relatively low dimensional
features, but still have strong discriminative power?

The answer is clearly yes, and a new visual descriptor
method: CENTRIST (CENsus TRansform hISTogram) [9]
is proposed. CENTRIST encodes image structures based on
the Census Transform (CT) [55] and is especially suitable for
recognizing topological places and scene categories.

The main process of CENTRIST is illustrated in Fig. 2:
for each pixel, CT compares its intensity value with its sur-
rounding eight neighboring pixels. If the center pixel is big-
ger than (or equal to) its neighbor, a bit 1 is set in the corre-
sponding location, otherwise a bit 0 is set. Then these eight
bits can be put together and converted into a base-10 number
in [0, 255]. We call it the CT value. Finally, each pixel in
the original image is mapped into a CT value, and all the CT
values can be represented as a histogram, which forms the
CENTRIST descriptor.

CENTRIST can be easily computed in linear time and only
needs 256 dimensions to represent an image, which is quite
low dimensional compared to other features. But more im-
portantly, CENTRIST has strong generalizability, thus its ac-
curacy is high.

More research about CENTRIST have also been explored.
In order to capture the global structure information, a spa-
tial pyramid model is built, which leads to the PACT algo-

rithm [56]. PACT extracts CENTRIST features from 26 dif-
ferent level blocks, and use PCA to reduce the dimensionality
of each feature into 40. Note that CENTRIST discards all the
color information, which may limit its further behavior. Thus,
mCENTRIST [57] extends the original CENTRIST into the
multi-channel scenario, thus the color channels are incorpo-
rated. Compared to other methods, mCENTRIST has faster
speed and generates better result.

3.2 Feature compression

Except for designing some special structured descriptors, a
more general strategy is to study features themselves. Feature
compression is one of such methods, which aims to compress
high dimensional features into relatively lower dimensional,
but without significant accuracy reduction.

Product Quantization (PQ) [58] is one such method, which
has achieved excellent performance on many high dimen-
sional features. The main idea of PQ is simple. First the
feature space is decomposed into several segments, and each
segment is quantized separately. Specifically, for each seg-
ment, PQ learns a codebook using k-means clustering, and
represents this segment with the index of its nearest code-
word. If a feature vector is divided into G segments, then
these G segments would generate G codebooks. Finally, we
need only store these G codebooks and corresponding in-
dices of each feature (compressed features). Similar to the
BOV model, the quality of codebook is crucial for the suc-
cess of PQ. An alternative selection is that the codebook can
be learned as the Cartesian product of codebooks from all
segments [59, 60].

The second strategy is to use hashing functions, which
map the high dimensional feature into a shorter binary string.

214CT）11010110（

011

01

011

963232

966432

966432

2 

0  255

Original Image CT Values CENTRIST

(a)

(b)

Figure 2 (a) Illustration of the CT value. (b) CENTRIST generation
pipeline: the CT values are extracted from each pixel in the image, then
transformed into a histogram. Note that the input should be a gray-scale
image.
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Gong and Lazebnik proposed the iterative quantization (ITQ)
method [61], which aims to find a rotation of the feature data,
such that the data can be mapped into the vertices of a bi-
nary hypercube. When dealing with large scale dataset, the
BPBC [62] approach is more suitable. Instead of using a sin-
gle large projection matrix, BPBC adopted compact bilinear
projections to transform the tensor representation of vectors
into binary codes. Thus the memory requirement of code-
books is reduced dramatically.

Other practicable strategies to compress features include
dimension reduction techniques and some encoding schemes.
The former is represented by the classic unsupervised learn-
ing method Principal Component Analysis (PCA). Partial
Least Squares (PLS) analysis is another popular dimensional-
ity reduction technique, which projects the data onto a much
lower dimensional subspace, but preserves significant dis-
criminative information. Schwartz and Kembhavi employed
PLS for human detection, and achieved excellent success
[63].

3.3 Feature selection

In spite of the popularity of feature compression methods,
some research have shown that, feature selection may be a
better choice [64]. This conclusion is based on two observa-
tions:

1) Linear dependency among feature dimensions almost
does not exists in FV or VLAD;

2) Most dimensions are noise and not useful for classifica-
tion.

Thus, feature selection becomes a natural choice. One
popular method for assessing the importance of a feature di-
mension is the mutual information (MI) criteria. Peng et al.
proposed a two-stage feature selection algorithm based on the
MI criteria, which considered the dependency between a di-
mension and labels, and the redundancy among features [65].
Fleuret iteratively picks features which maximize their mu-
tual information with the class labels conditioned on already
selected features [66]. However, these methods are all com-
putationally expensive, thus are infeasible when applied in
large scale problem.

In contrast, Zhang et al. [64] only took the MI value be-
tween each dimension and labels into consideration, so that
the computational complexity can be reduced. Specifically,
given the image labels y and the i-th dimension of feature
vectors x:i, the MI value can be computed as:

I(x:i, y) = H(y) + H(x:i) − H(x:i, y), (24)

where H(·) is the entropy. In general, a larger MI value means
this dimension is more useful for classification. Thus all di-
mensions can be sorted by their MI value, and only the top
D′ dimensions are selected to form a new feature. However,
a conventional method for computing the entropy H(·) can
be computationally heavy. And this problem can be solved
through a simple but effective quantization scheme: divide a
real number x into 2 discrete bins, if x ≥ 0 then x← 1, other-
wise x ← −1. Thus p j can be represented by the probability
that x fall into the j-th bin.

4 Deep learning with resource constraints

In recent years, deep neural networks have drawn a signif-
icant amount of interests from both academia and industry.
A typical deep learning model generally involves many mil-
lions of parameters, which lead to the high accuracy in nu-
merous tasks, but also limit its further application in mobile
or embedded devices. Thus, there are also some researches
on training and deploying a deep model with resource con-
straints.

The time and space complexity of a neural network model
are highly correlated. It is hard to say which method is spe-
cially designed for speed acceleration, or which method is
focused on storage reduction. Thus, in this section we will
divide our discussion into several parts. In each part, some
similar techniques will be introduced.

4.1 Low-rank approximation

A fundamental computing unit in neural networks is the non-
linear vector-valued transform: f (x,M) = s(Mx), where s(·)
is an elementwise nonlinearity, x and M denote the input vec-
tor and the m × n parameter matrix, respectively. Usually,
M is a large and dense matrix, which is both storage inten-
sive and computationally expensive. Mathematically, if M is
a low-rank matrix with rank r � min(m, n), then it can be
represented as the form M = GHT , where G,H have only r
columns. Thus, both the computational and storage complex-
ity can be reduced dramatically.

Inspired by this idea, Sindhwani et al. proposed a uni-
fied deep learning framework whose parameter matrices be-
long to a broad family of structured matrices [67]. Specif-
ically, they used a linear combination of products of struc-
tured matrices and their inverses to model the parameters, e.g.
α1T1T−1

2 +α2T3T−1
4 T5, where Ti is a Toeplitz matrix (a struc-

tured matrix for which all diagonals are constant). And for
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each structured matrix Ti, it can be transformed into a very
low rank matrix (usually ≤ 2) via a displacement operator
∇Z1,Z−1 [T ]. Thus, this low rank matrix can be decomposed
into two relatively small scale matrices, say G and H, i.e.,
∇Z1,Z−1 [Ti] = GHT . With these two matrices, the training
and inference can be computed quickly using the Fast Fourier
transform. And the original matrix Ti can be reconstructed
easily by some mathematical tricks.

Denton et al. explored the linear structure of neural net-
works by matrix factorization methods [68]. First, they no-
ticed that the majority of parameters come from the fully con-
nected layers, which can be reshaped into a matrix W ∈ Rm×n.
Then, SVD can be used for approximation: W = US VT ≈

ŨS̃ ṼT , where U ∈ Rm×m is the corresponding unitary matrix,
and only the k largest entries of U is preserved, resulting in
the compressed version Ũ ∈ Rm×k. The rest two items S and
V are processed in the same way. So, the memory footprint of
fully connected layers can be reduced by a factor of 5 − 13×.
As for the convolutional layers, a monochromatic approxima-
tion is introduced for the first layer, and clustering of filters is
applied in the higher convolutional layers, there two schemes
reduce the memory footprint by a factor of 2 − 3×. Since
approximation may hurt the classification performance, the
whole networks are fine-tuned. This simple strategy leads to
an acceleration of speed by a factor of 2× with only a negli-
gible loss of performance.

Low-rank decompositions are also exploited by [69]. Sim-
ilar to [68], they removed the redundancy between differ-
ent filters to accelerate the test-time of CNN model. Two
schemes were proposed to approximate the convolutional
layer. The first one is achieved by constructing a low rank
(rank-1) basis filter set S = {si}. Thus, the output feature
map can be approximated by a linear combination of these
basis filters: yi ≈

∑M
k=1 aik sk ∗ x, where yi and x are the out-

put and input respectively, ∗ is the convolutional operation.
With a smaller value of M, the feature map computation can
be speedup significantly. The second scheme is based on a
simple idea: each filter is factored as a sequence of vertical
and horizontal filters. The input feature is calculated through
a regular convolutional operation, but with these rectangular
filters. Such a strategy take the interaction between input and
output channels into consideration, thus is more efficient.

Finally, we summarize these low-rank approximation
methods in Table 3. Note that the original paper of structured
transform model [67] did not report the compression perfor-
mance of a specific network like the other methods. We cal-
culated its performance on the RECT dataset [70] compared
with a standard neural network with an equivalent number of

stored parameters [18].

Table 3 Comparing different low-rank approximation methods.

Approximation method Storage Speed Accuracy

structured transform [67] 4× - +4.98%
Conv 1: Monochrome [68] 3× 2 − 3× -0.43%
Conv 2: Biclustering + outer
product decomposition [68]

5.3× 2 − 2.5× -0.68%

FC layer1: Matrix SVD [68] 13.4× - -0.84%
Low-rank scheme 1 [69] - 3× -1%
Low-rank scheme 2 [69] - 4.5× -1%

4.2 Compression methods

Some researches have revealed that the parameters of CNN
are heavily redundant. [71] demonstrated that the entire net-
work can be efficiently reconstructed with only a small sub-
set (5%) of its original parameters. Thus there are many ex-
plorations to remove these redundancy. Han et al. [72] de-
veloped a network pruning scheme to reduce the storage re-
quirement, and only the important connections would be pre-
served. Their method started with a regular pretrained model,
such as AlexNet [13]. Then the pruning scheme is adopted:
all connections with weights below a threshold would be re-
moved, leading to a sparse network. After that, since some
connections are pruned, the accuracy can be significantly im-
pacted. Thus, retrain is necessary to recover the performance.
Such a pruning and retraining strategy are repeated several
times until the minimum number of connections is found.

This pruning method is effective, reducing the parameters
of AlexNet by a factor of 9× without any drop in accuracy.
Recently, Han et al. extended their early work into a more so-
phisticated model called Deep Compression [16] by combin-
ing pruning with quantization and Huffman encoding, which
achieved further compression by 35× in AlexNet. The quan-
tization process is focusing on reducing the number of bits for
weights representation. A regular k-means clustering is per-
formed first, and all the weights in the same cluster will share
the same weight. Thus, each connection can be represented
by only a small index of the shared weights. Of course, the
codebook would be retrained several times like the pruning
process. And when Huffman encoding scheme is applied, the
storage space can be saved more than 20% − 30%.

Similarly, Chen et al. introduced the hashing trick into
neural networks, and proposed a novel network architecture,
HashedNets [18]. First, they used a low-cost hash function
to map the connection weights into several hash buckets. All
connections mapped into the same bucket shared the same
single parameter value. And these shared parameters were
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tuned during the training phase to preserve its generalization
performance. With such a compressing strategy, the model
size can be reduced drastically. The main difference between
HashedNets and the quantization process in Deep Compres-
sion [16] is that the weight-sharing in HashedNets are de-
termined by a hash function before training, but this step in
the Deep Compression model is achieved with a fully trained
network.

Besides, Gong et al. also explored removing the redun-
dancy with vector quantization methods [17]. They tried sev-
eral different kinds of vector quantization methods such as
Product Quantization, and found that even with a simple k-
means method, they were able to obtain 8-16 compression
rate. A further compression (24 times) can be achieved by us-
ing structured quantization methods, with 1% accuracy loss.

Table 4 provides a detailed comparison between all the
compression models introduced above. The performance of
HashedNets is computed in the same way as the structured
transform model reported in Table 3.

Table 4 Comparing different compression methods.

Approximation method Storage Accuracy

Network pruning (AlexNet) [72] 9× 0%
Network pruning (VGG-16) [72] 13× 0%
Deep Compression (AlexNet) [16] 35× 0%
Deep Compression (VGG-16) [16] 49× 0%
HashedNets [18] 64× +2.6%
Vector quantization [17] 16−24× -1%

4.3 Knowledge distillation

As we have mentioned previously, convolutional neural net-
works are heavily over-parameterized, this redundancy seems
necessary in order to solve the highly non-convex optimiza-
tion problem [68, 73]. Without such a huge number of pa-
rameters, small networks are hard to generate state-of-the-art
results. But cumbersome models are difficult to be deployed
in many real scenarios as we have discussed. Besides pre-
viously introduced approximation or compression methods,
there are also some explorations to transform the knowledge
learned by a cumbersome model to a simple model, which is
called "knowledge distillation" [19].

In this model, a single very large network or an ensem-
ble of different networks plays the role of a teacher. And
the student is a single but much smaller network, who is
trained to mimic the performance of the original cumbersome
model (i.e., the teacher). As revealed by some researches, a
mimicked student can perform as well as its teacher. With
some advanced techniques, the student can even outperform

its teacher [74], achieving a great tradeoff between the accu-
racy and footprint.

The knowledge learned by a cumbersome model can be
simply represented as the output of the softmax function,
which can be regarded as the probabilities of label predic-
tions. Compared with the original labels, these new labels
contain more useful information, as they encode the similar-
ities among different samples. But these "soft labels" also
exposed many deficiencies: most of the probabilities gener-
ated by the softmax layer are closed to zeros, thus may lose
much information.

In order to circumvent this problem, Ba and Caruana [75]
suggested to use the logits (the log probability values before
softmax activation) rather than the probabilities to train the
mimic model. They minimized the squared loss between two
logits generated by the cumbersome model and the mimic
model respectively, and transform a deep net into a shallow
net. But their methods have a major disadvantage: only when
the shallow mimic model have the same number of parame-
ters (or even more parameters) can they achieve reasonable
performances, which limits its further application in a real
scenario.

Hinton et al. [19] proposed a more general solution called
"distillation" to remove the target noise. In the field of rein-
forcement learning, a more commonly used softmax function
can be written as:

qi =
exp(zi/T )∑
j exp(z j/T )

, (25)

where qi is the output probability, zi is a logit, and T is called
the temperature parameter, which is normally set to 1. A
higher value for T produces a softer probability distribution.
Thus the hyperparameter T can be used for controlling the
soft level: the temperature value is explored until the cumber-
some model produces suitable "soft targets". Furthermore,
Hinton et al. showed that the label probabilities and logits,
introduced above, can be regarded as two special cases of the
"distillation" model, where the temperature value is taken as
1 and positive infinity respectively.

Despite the success of the "distillation" model, recent
study [74] has revealed that, when applied in the face recog-
nition task, this model is difficult to converge. Compared
with general image categorization tasks, the identities of face
recognition datasets are much larger, leading to a higher di-
mensions of "soft targets". In order to overcome the weak-
ness of "soft targets", Luo et al. [74] demonstrated that the
learned knowledge can also be obtained from the neurons in
the top hidden layer. This neurons contain as much informa-
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tion as the label probabilities, but are more compact. Since
these neurons may contain noise, a neuron selection method
is proposed. Only those neurons with enough discriminative
abilities and are less correlated to each other would be kept.
Trained with these selected knowledge, the mimic model can
even outperform its teacher, achieving 51.6× compression ra-
tio and 90× speed-up in inference.

4.4 New network architecture

Instead of seeking reducing the memory footprint, several re-
cent studies also try to address this issue by adopting a care-
fully designed network architecture. With this new archi-
tecture, the network can preserve enough accuracy but with
much fewer parameters.

One example is the GoogLeNet [76], a top-performing en-
try for the classification and detection tasks in the ILSVRC
2014 competition. A new module called Inception is intro-
duced in the GoogLeNet architecture. As suggested in the
work of Arora et al. [77], an optimal network can be con-
structed by analyzing the correlation statistics of the preced-
ing layer activations and clustering them with high correla-
tion. Noticing that the correlations tend to be local in images,
thus a layer of 1 × 1 convolutions is introduced in the In-
ception module, whose major purpose is covering these very
local clusters. In order to cover the spread out clusters, 3 × 3
and 5×5 convolutions are also adopted, but stacked on top of
another 1 × 1 convolutions which is used for dimensionality
reduction. The final output vector is formed by concatenating
all the output filters. GoogLeNet uses 12× fewer parameters
compared with AlexNet [13], and achieving 3 − 10× faster
inference speed.

Another efficient network architecture is the SqueezeNet
[78], which achieves a comparable accuracy with AlexNet
using 50× fewer parameters in the ImageNet dataset. The
fundamental building block in SqueezeNet is called the Fire
module, which comprises of two modules: squeeze convolu-
tion module and expand module. The squeeze convolution
module comprises of several 1 × 1 filters. Their output acti-
vations are fed into the expand module which comprises of a
mix of 1 × 1 and 3 × 3 filters. In order to get the same height
and width of the output activations, a 1-pixel border zero-
padding is added to the 3×3 filters in the expand module. Fi-
nally, the SqueezeNet can be further compressed using some
recent network compression schemes. For example, when
applying the Deep Compression method [16], the memory
footprint of SqueezeNet can be reduced into 0.52MB with
equivalent accuracy to AlexNet. Such model is small enough

to be deployed in mobile or embedded devices.

5 Opportunities and challenges

The availability of vast amounts of image data poses a great
opportunity for the community to learn more useful informa-
tion. With such huge datasets, a sophisticated model such as
deep learning can even reach human performance on several
tasks. However, opportunities always come with challenges.
Learning from large scale data forms a serious challenge for
the community, which may consume massive resources. In
this paper, we have introduced several advances in this issue,
all of which do indeed aid in reducing computational time or
storage footprint. In order to stimulate further research, we
observe and discuss the challenges as follows.

• Computational bottleneck approximation. As shown
previously, the computational bottleneck can be evaded
efficiently with some approximation methods. Com-
bined with tricks such as the lookup tables, we can gain
a dramatic acceleration. But how to find an appropri-
ate approximation is still a subtle issue. It requires deep
understanding of the bottleneck of a specific task.

• More general kernels. We have shown that, with addi-
tive kernels, we can achieve a tradeoff between speed
and accuracy. We introduced some efficient methods
based on the additive kernels. But, how about other ker-
nels? Can these strategies be extended into other more
general scenarios?

• Compact representation of features. The image fea-
ture vectors are usually dense and high dimensional, but
many of them are noise, which cost a great waste in
both storage and computation. Numerous methods have
been studied to gain a compact representation of fea-
tures, including feature compression and feature selec-
tion. Some of them are efficient but time-consuming,
leading to another serious trouble. Thus, there is a great
need for designing a more efficient strategy to seek the
balance between feature size, computational time and
accuracy.

• Redundancy in deep learning. Deep neural networks
are powerful but over-parameterized, how to remove the
redundancy of neural networks poses an interesting re-
search aspect. Although some recent works have ap-
peared, the problem still remains open. This requires a
deeper understanding about deep learning itself, which
is still a mystery to the community.
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6 Conclusion

In this paper, we discussed several recent advances in im-
age categorization with resource constraints. We showed that
approximation is an efficient method to evade the computa-
tional bottleneck. In order to reduce the storage footprint, a
more compact feature representation is necessary. We also
observed and discussed some major challenges and opportu-
nities.
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