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Abstract

The rapid progress in generative models has signifi-
cantly enhanced the quality of image generation. How-
ever, as these models grow larger, deploying and fine-tuning
them becomes increasingly challenging. While conven-
tional quantization techniques help reduce model size, they
struggle to achieve high compression rates without signif-
icant performance loss. As a result, memory footprint re-
mains a critical challenge for generative models. In this
work, we explore the extreme compression of generative
models through codebook quantization, drastically reduc-
ing model size while maintaining performance. We extend
product quantization for model compression, significantly
increasing codebook capacity, which is crucial for preserv-
ing the generative quality of diffusion models. We also in-
troduce a codebook compression method for memory effi-
ciency. To further minimize performance degradation, we
develop EM calibration with re-initialization that optimizes
both assignments and centroids. By compressing the model
to as low as 1 bit (achieving a 13× reduction in model
size), we obtain a highly compact generative model with
remarkable image quality. Extensive experiments on Ima-
geNet demonstrate the superiority of our method over exist-
ing techniques. Furthermore, we validate its effectiveness
across various generation, language and 3D tasks, high-
lighting its broad applicability and robust performance.

1. Introduction

Deep learning has achieved remarkable success across a
wide range of tasks [3, 18, 46]. In particular, recent ad-
vancements in diffusion models have enabled the generation
of high-quality images [22, 55], videos [2, 68], and other
contents [6, 45]. However, despite their impressive perfor-
mance, the extensive model size and computational over-
head make them highly resource-intensive, limiting their
practicality for real-world applications. To address the chal-
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Figure 1. Compression results at low bit-widths. PTQ methods
(top right) exhibit significant performance degradation at low bit-
widths, whereas our method demonstrates superior performance at
1–2 bits. * indicates our implemented version and baseline model
is DiT-XL/2 (step=250, cfg=1.5)

lenges of diffusion models in resource-constrained envi-
ronments, compression techniques, particularly quantiza-
tion [5, 32, 51], play a vital role in reducing model size
and accelerating inference. By converting weights and acti-
vations from floating-point to lower precision formats, 4–8
bits post-training quantization (PTQ) achieves a balance be-
tween compression effectiveness and performance.

However, most PTQ methods suffer from severe degra-
dation at extremely low bit-widths (e.g., 1–2 bits shown
in Fig. 1), restricting the compression ratio to at most 4×
(assuming an FP16 baseline). This limitation makes them
far from sufficient for model compression given the rapid
growth in model size. A realistic challenge is that many
users struggle to access the SOTA generative models due
to memory limitations. Even after quantization, which may
facilitate inference, training or fine-tuning these models re-
mains difficult. On mobile devices, frequent loading from
ROM to RAM also remains a bottleneck due to the large
model size. Thus, further reducing the memory footprint
of generative models is crucial for real-world applications
— a challenge that existing quantization and compression
methods have yet to fully address.
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Figure 2. Comparison with existing model compression methods. While methods (A)–(B) reduce model redundancy through pruning
or decomposition, and method (C) employs low-precision formats, our efficient product quantization (D) achieves a significantly higher
compression ratio, ensures broad device compatibility, and enhances both training and inference efficiency.

Unlike conventional quantization, vector quantization
(VQ) jointly compresses multiple values by storing the
indices of the nearest neighbors in the codebook, which
is highly effective for compressing weights to extremely
low bit-widths. Its validity has been demonstrated in
CNN [37, 56], LLM[9, 59], and 3DGS [40, 62]. However,
it has been rarely applied to generative models. In our ex-
periments, we found that although VQ outperforms other
methods, reducing the bit-width still results in a significant
performance drop (as shown in Fig. 1). We attribute this to
a key limitation of VQ — low capacity, as accurately rep-
resenting high-dimensional vectors becomes increasingly
challenging with a fixed-length, shared codebook. More-
over, the iterative nature of diffusion amplifies cumulative
errors, exacerbating the impact of reduced capacity.

To tackle this limitation, we extend product quantization
(PQ) [14, 26] for compressing diffusion models. By decom-
posing the vector space into a Cartesian product of multi-
ple low-dimensional subspaces, each quantized into a set of
codewords, the effective codebook capacity increases expo-
nentially. We also introduce a novel approach to compress
the codebook itself based on the usage frequency and sim-
ilarity of centroids. To further minimize performance loss,
we introduce an EM-based calibration with codebook re-
initialization, enhancing output reconstruction, generative
fidelity, and codebook utilization. Our key contributions
can be summarized as follows:

• We are the first to extend PQ to diffusion models, intro-
ducing an extremely low-bit compression method that
significantly reduces memory footprint.

• By integrating codebook compression, EM-based
calibration, and code re-initialization, our method
achieves a high compression ratio while minimizing
performance degradation for generative models.

• Our approach achieves superior performance in com-
pressing diffusion models and delivering up to 13×

and 8× compression for C2I and T2I models, respec-
tively. Additionally, results on LLM and 3DGS further
demonstrate its robustness and broad applicability.

2. Related Work
Diffusion models. Diffusion [22, 25, 52, 54] has sur-
passed generative adversarial networks (GANs) [17] and
demonstrated exceptional success in producing high-quality
images [41, 47, 48]. Recent research has increasingly
shifted towards transformer-based architectures [7] and led
to the development of Diffusion Transformers (DiTs) [43],
which set new benchmarks in image generation. The scal-
ability of DiTs makes them highly promising for a wide
range of generative tasks [38, 43, 68], but their model size
and parameters also grow rapidly. For instance, DiT-XL
contains 675M parameters, while text-to-image models are
even larger. SDXL [44] has 2.6B parameters, SD3 [10] ex-
pands to 8B, and FLUX.1 [29] reaches 12B. As models con-
tinue to scale, the community faces increasing challenges
in utilizing and researching these advanced models due to
memory constraints. Thus, an effective method to signifi-
cantly reduce memory footprint is urgently needed.

Model compression. Model compression has been ex-
tensively studied, with techniques such as pruning, low-
rank compression, and quantization (as shown in Fig. 2
(A)–(C)) proposed to address this challenge. Structural
pruning [36, 63, 67] identifies and removes redundant com-
ponents within neural networks, while low-rank compres-
sion [27, 66] leverages the assumption that network weights
exhibit low-rank properties, allowing them to be decom-
posed and compressed using SVD.

Post-training quantization [12, 13, 34, 64] is another
widely used technique to reduce model size and accelerate
inference by converting weights and activations to lower-
precision representations. For generative models, quantiza-



Original (FP16) Quantization Quantization w/ calibration

VQ 2-bits

PQ 2-bits

VQ 1-bit

PQ 1-bit

Comparison of MSE Error Across Models

VQ vs. FP16

PQ vs. FP16

VQ vs. FP16

PQ vs. FP16

VQ vs. FP16

PQ vs. FP16

VQ vs. FP16

PQ vs. FP16

Figure 3. Comparison between VQ and PQ. The VQ-compressed model shows degradation and distortions, which become more severe
as the bit rate decreases. In contrast, our method largely preserves the model’s capacity (left). VQ causes quantization errors in each block’s
output to accumulate over diffusion steps, whereas our method effectively limits quantization error within a controlled range (right).

tion has also been extensively explored. SVDQuant [32]
combines SVD decomposition with SmoothQuant [64] to
achieve 4-bit quantization for diffusion models, while Q-
DiT [5] addresses weight and activation variance, outper-
forming other U-Net-based methods [21, 33, 51]. We do
not cover quantization-aware training (QAT) [11, 20, 39]
or models requiring full training [35, 61] or full fine-
tuning [19], as they demand significantly more memory
than PTQ, making them computationally impractical. Ad-
ditionally, we exclude 1.58-bit FLUX [65] due to the lack
of publicly available implementation details.

A key limitation of existing compression methods is
that they fall short in reducing model size sufficiently. In
many resource-constrained scenarios, the primary challenge
is not acceleration but the ability to run models within lim-
ited memory. Another limitation of quantization is that
it prevents further training, restricting model adaptability
for research and applications. Model size reduction has
been largely overlooked and remains an unsolved challenge.
Therefore, our focus is solely on compressing model size.

Vector quantization for compression. Vector quantiza-
tion [15] provides an efficient approach for compressing
model weights and has been applied to CNN [37, 56],
LLM [9, 30, 49, 59, 60], and 3DGS [40, 62]. VQ4DiT [8]
extends VQ to DiT models, introducing a zero-data, block-
wise calibration process to refine codebooks layer by layer.
However, its results are underwhelming, showing signifi-
cant degradation. Applying VQ to diffusion models remains
challenging and has yet to yield satisfactory results.

Product quantization was originally designed for
nearest-neighbor search [14, 26, 42] as an multi-codebook
approach to high-dimensional vector quantization. It re-
duces complexity by partitioning vectors into smaller sub-
vectors, each quantized independently. To our knowledge,
we are the first to successfully adapt and scale PQ for dif-

fusion models, addressing its limitations through codebook
compression, EM calibration, and re-initialization.

3. Preliminary
Vector quantization. Let W ∈ Rm×n represents the input
to the quantizer. Vector quantization discretize a floating-
point vector to an integer index to a centroid within a code-
book. The codebook is typically trained using K-Means,
and the assignment is calculated by finding the nearest cen-
troids. To be specific, the quantizer set the sub-vector di-
mension and partitions W into wi,j ∈ R1×d. These sub-
vectors are quantized using a codebook C ⊆ Rk×d. The
original weight W can then be expressed by an assignment
Ŵ, whose elements are calculated as:

ŵi,j ≜ argmin
p
∥wi,j − cp∥2 , (1)

which represents the index of each codeword that best fits
each sub-vector wi,j . The assignments require m× n/d×
⌈log2 k⌉ bits for storage, and bits per value after quantiza-
tion become ⌈log2 k⌉

d . We neglect the codebook’s storage
because it is small. Since compression targets both numer-
ical precision and weight size, it achieves higher efficiency
in model size reduction than direct quantization.

Diffusion model. At every training step, the diffusion
model samples a mini-batch of images x0 and adds noise
to obtain xt: q(xt | x0) = N (

√
ᾱtx0, (1 − ᾱt)I). After

training a diffusion model θ to get pθ(xt−1 | xt), we reverse
the above process step by step to recover the original image
x0 from pure noise xT ∼ N (0, I). The training objective
is to reduce the gap between the added noise in the forward
process and the estimated noise in the reverse process:

LDDPM = Et∼[1,T ]∥ϵt− ϵθ(
√
ᾱtx0+

√
1− ᾱtϵt, t)∥2, (2)

where ϵt ∼ N (0, I) is the noise added to original images
and ϵθ is the noise estimated by the trainable model.
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Figure 4. Overview of our method. We compress parameters to extremely low-bits. Stage 1 quantizes weight groups by mapping them to
centroids in individual codebooks, which are further compressed for effective size reduction. Stage 2 calibrates the compressed parameters
by refining assignments via output reconstruction loss (E-step) and fine-tuning codebooks through DDPM loss (M-step).

Method Bit-width FID↓ Model Size C Size Ŵ Size
(MB) (MB) (MB)

FP 16 5.41 1349.4 - -

GPTQ 2 280.11 173.2 - -
Q-DiT 2 313.63 168.5 - -

VQ4DiT 2 11.87 162.1 - -
VQ (1 ep) 2 12.33 171.7 0.5 159.6
VQ (10 ep) 2 12.12 171.7 0.5 159.6
Ours 2 6.84 211.3 39.8 159.6

Table 1. Comparison of compression methods with their FID and
compressed size.

4. Method
We first evaluate whether existing quantization methods can
compress models under 2-bits precision. We apply com-
pression to DiT-XL/2 with 250 steps and a CFG of 1.5. FID
is calculated using 10,000 samples. As shown in Tab. 1, tra-
ditional methods fail at extremely low bit-widths, prompt-
ing us to explore VQ as an alternative solution.

4.1. VQ Compression for Diffusion
We first apply the VQ method to the DiT model by quan-
tizing the weights of all linear layers in each DiT block,
excluding the bias terms. Specifically, we partition the
weights into groups with each sub-vector dimension d = 4
and use INT8 quantization, meaning each sub-vector wi,j in
each group is quantized to an INT8 integer. Consequently,
the weights W are quantized to Ŵ ∈ Nm×n

4
0 together with

a codebook C ∈ 256 × 4, computed using K-means with
1000 iterations. This results in a 8× compression of the
model, or equivalently, 2-bit compression from FP16.

Directly applying VQ to the DiT model leads to a sig-
nificant performance drop, as shown in Fig. 3. To mitigate

this, we calibrate the compressed model using Eq. (2). Af-
ter training for one epoch, generative performance improves
substantially, as reported in Tab. 1. We also compare our ap-
proach with VQ4DiT [8]—despite some differences in im-
plementation, our results remain comparable.

Compared to VQ-compressed LLMs [9, 59, 60] and
3DGS [40, 62], which maintain nearly lossless perfor-
mance, DiT experiences significant degradation. Moreover,
1-bit compression severely impacts performance, making
current solutions fall short in both effectiveness and com-
pression ratio. This highlights fundamental flaws in apply-
ing VQ to diffusion models and underscores the need to
identify key bottlenecks in their compression.

One possible explanation is underfitting, but extending
calibration to 10 epochs yields minimal improvement. A
more likely issue is that VQ introduces reconstruction er-
rors, which are especially problematic for diffusion models.
To investigate, we visualize the L2 distance between the
output features of the VQ-compressed and original mod-
els at intermediate layers. As shown in Fig. 3 (right), VQ-
induced errors arise from the start and rapidly accumulate
during sampling, causing significant output deviation and
performance degradation. Unlike LLMs and 3DGS, diffu-
sion models rely on multiple iterative steps, making VQ-
induced errors far more impactful. The high reconstruction
error suggests that VQ lacks the capacity to effectively rep-
resent high-dimensional vectors for diffusion model com-
pression. Therefore, a higher-capacity method is needed for
more precise representation.

4.2. Efficient Product Quantization

Since diffusion models require higher reconstruction preci-
sion, product quantization offers a more suitable solution.
Unlike VQ, PQ efficiently handles cases requiring an expo-



nentially large number of codewords. It achieves this by de-
composing the vector space into N = n/d low-dimensional
subspaces, each quantized into k distinct codewords. This
gives an effective kN codewords in the original space while
keeping the storage cost at O(kN). As illustrated in Fig. 2
(D), PQ employs a codebook C ∈ RN×k×d, where each
sub-vector in the weight matrix is assigned an INT8 value,
computed as follows:

ŵi,j = argmin
p
∥wi,j − cj,p∥2 . (3)

Codebook compression. In PQ, the storage cost of
the codebook is significantly higher than in VQ, increas-
ing from k× d to k× n, making it no longer negligible. To
improve memory efficiency, we compress the codebook to
keep its size within 1

4 of the assignment storage. To achieve
this, we introduce a codebook pool of size N ′×d. Given the
memory requirements of the assignment Ŵ (m× n

d ×8 bits)
and the new codebook C′ (N ′ × d× 16 bits), we derive the
target size as N ′ = mn

8d2 . Accounting for additional storage
needed for projection, we refine this to N ′ = mn

16d2 , ensur-
ing the codebook remains within the desired size (details of
calculation is listed in appendix).

To compress the codebook, we leverage the observation
that many vectors in codebook C are similar. We define a
threshold τc and consider two sub-vectors similar if their L2
distance is below τc, making them candidates for merging.
We first assess the importance of each centroid by counting
how many codes are assigned to it and sort them by impor-
tance. For each centroids, we check its proximity to those
already in the pool. If the pool is not full and the vector
is not close to any existing entries, it is added. The overall
compression process follows this structured approach:

C′ =

{
cj

∣∣∣∣ min
I(ci)>I(cj)

∥ci − cj∥2 > τc

}
, (4)

ĉi,j = argmin
c′
p∈C′

{(
I(ci,j)− I(c′p)

) ∣∣ ∥ci,j − c′p∥2 < τc
}
,

(5)

where I(·) represents the importance score. After com-
pression, we store a reduced codebook C′ ∈ RN ′×d along
with a projection matrix Ĉ ∈ Nn/d×k

0 , where each entry is
stored in INT16 format. This compression significantly en-
hances memory efficiency in PQ while effectively increas-
ing its capacity compared to VQ. As shown in Tab. 1,
our method achieves a high compression ratio with mini-
mal performance loss after calibration.

4.3. EM Calibration with Re-initialization
After product quantization, the diffusion model is signifi-
cantly compressed in both memory and parameters, making
calibration feasible and affordable. We propose a more ef-
fective method with improved targets compared to existing

Algorithm 1: Codebook Re-initialization

R← concat(R[: m],wi,j[rand sample(m)]);
Up =

∨
i,j(ŵi,j == p);

code age += 1, code age[U] = 0;
if
∑

1(code age ≥ τdead)/∥C∥ > 0.03 then
Clive = C[code age < τdead];
Call = concat(R,Clive);
Cnew = kmeans++(Call);
C← Cnew;
code age = 0;

// ▷ Continue calibration

approaches. While block-wise distillation, as used in [8], is
an alternative, it suffers from suboptimal optimization tar-
gets and cannot prevent loss accumulation. Our calibration
process, akin to an approximate EM algorithm, alternates
between an E-step for assignment updates and an M-step
for centroid optimization.

E-Step. In PQ, the assignment optimizes the quantiza-
tion error by minimizing ∥wi,j − cj,p∥2. However, this
formulation does not account for the output feature. In-
stead, we redefine the assignment objective to minimize the
discrepancy between the original and quantized features:
min ∥Wx −W′x∥2, where W′ denotes the reconstructed
weight matrix. In this step, given the current centroids C,
we reassign each quantized weight ŵi,j by solving:

ŵi,j = argmin
p
∥wi,jxj − cj,pxj∥2 (6)

where xj represents the activations corresponding to the j-
th sub-vector. This step can be viewed as the E-step, where
we infer the most likely assignments Ŵ that minimize the
expected reconstruction error.

M-Step. Unlike other methods using closed-form solu-
tions, we optimize centroids via gradient-based methods by
backpropagating the DDPM loss:

C← C− u

(
∂LDDPM

∂C
,Θ

)
, (7)

This corresponds to the M-step, where we refine the code-
book C using the reassigned weights from the previous E-
step. Our calibration strategy follows an EM algorithm:
the E-step updates the assignments Ŵ, while the M-step
optimizes the centroids C via gradient descent, enhancing
both reconstruction and generative performance. In con-
trast, other calibration methods either update only the cen-
troids, prioritize weight reconstruction alone, or fail to ac-
commodate diffusion models.

Codebook re-initialization. To prevent codebook col-
lapse and ensure efficient centroid utilization [31], we main-
tain a randomly updated reservoir of past vectors. When



Model Bit-width Method Size (MB) FID ↓ sFID ↓ IS ↑ Precision ↑

DiT-XL/2 (250 steps)

16 FP 1349.4 5.33 17.85 275.13 0.8216

2
GPTQ 172.8 280.11 142.36 3.97 0.0326
Q-DiT 168.3 313.63 211.17 1.28 0.0001
Ours 211.3 6.84 18.75 190.99 0.7685

DiT-XL/2 (100 steps)

16 FP 1349.4 5.31 17.61 245.85 0.8077

2
GPTQ 172.8 270.68 132.21 4.17 0.0001
Q-DiT 168.3 310.06 213.41 1.19 0.0003
Ours 211.3 8.18 20.40 179.69 0.7460

DiT-XL/2 (50 steps)

16 FP 1349.4 6.27 18.45 204.47 0.8343

2
GPTQ 172.8 311.09 154.83 4.33 0.0006
Q-DiT 168.3 312.16 210.28 1.28 0.0005
Ours 211.3 11.04 23.92 157.61 0.7194

LDM-4 (20 steps)

16 FP 801.8 11.69 7.92 361.18 0.9219

2
Q-Diffusion 100.2 43.96 17.15 49.08 0.4318
PTQD 100.2 39.37 15.14 53.36 0.4589
Ours 127.6 7.98 8.67 197.21 0.8011

Table 2. Class-conditional generation results on ImageNet at a resolution of 256× 256. The best result is highlighted in bold.

a significant portion of the codebook remains unused for
an extended period (i.e., becomes “dead”), we trigger re-
initialization by selecting recently used code vectors, merg-
ing them with the reservoir, and applying k-means to gen-
erate new centroids, which then replace the old codebook.
This process keeps all centroids actively engaged. The
pseudo-code is provided in Algorithm 1.

The overall method is illustrated in Fig. 4 and consists of
two main stages. The first stage is data-free, where we ap-
ply our method to compress the weights. The second stage
leverages training data for calibration. By integrating these
compression and calibration strategies, our approach en-
hances product quantization, enabling more effective model
compression for diffusion.

5. Experiments

5.1. Experiments on Class-conditional Generation
Settings. For class-to-image(C2I) models, we conduct our
experiments primarily on DiT [43]. We use DiT-XL/2 with
CFG of 1.5 as our floating-point baseline. Most experi-
ments are conducted at an image resolution of 256 × 256,
with results for 512 × 512 resolutions provided in the ap-
pendix. To further examine the effectiveness, we also per-
form experiments on LDM-4 [48], a classical U-Net diffu-
sion models. LDM is sampled by DDIM [53] for 20 steps
by default. We set d = 2, 3, 4, 8 for 4-, 3-, 2-, and 1-bit com-
pression, respectively. The thresholds are set as τc = 0.05
and τdead = 256. The codebook and codewords are ini-
tialized using K-means with 20 iterations. For calibration,
we use the AdamW optimizer with a constant learning rate
of 1 × 10−4. By default, the DiT model is calibrated for
one epoch. Models are evaluated on the ImageNet valida-
tion set using 10,000 sampled images. The primary metrics

Bit-width Method Size (MB) FID ↓ IS ↑ Precision ↑ Recall ↑

16 FP 1349.4 5.41 269.84 0.8197 0.5712

4
VQ 339.9 6.26 217.71 0.7547 0.6943
Ours 354.1 6.25 215.12 0.7576 0.6842

3
VQ 234.7 7.20 175.23 0.7533 0.6823
Ours 257.4 7.01 188.52 0.7403 0.6868

2
VQ 171.7 12.34 105.67 0.6750 0.5910
Ours 211.3 6.84 190.99 0.7685 0.6588

1
VQ 89.1 91.71 13.51 0.2481 0.4110
Ours 103.9 14.03 110.23 0.6863 0.6652

Table 3. Performance of our implementation of VQ and our pro-
posed method on ImageNet at 256× 256 resolution.

include Fréchet Inception Distance (FID) [17], spatial FID
(sFID) [50], and Inception Score (IS) [1, 23].

Ours vs. VQ. Section 5.1 presents a performance com-
parison between our implementation of VQ and the pro-
posed method, evaluated on the DiT-XL/2 with 250 sam-
pling steps. Across various bit-widths, our method consis-
tently outperforms VQ, especially as bit-width decreases.
The most significant improvement is observed at 1-bit pre-
cision: while VQ suffers from a notable collapse in perfor-
mance, with an FID dropping to 91.71, we achieve a much
improved FID of 14.03, along with significantly higher IS
(110.23 vs. 13.51) and Precision (0.6863 vs. 0.2481).
This demonstrates that our method effectively handles high-
dimensional sub-vector compression and is suitable for ex-
tremely low-bit settings. Under a more typical 2-bit com-
pression setting, our model also significantly surpasses VQ,
improving the FID by 5.50 and increasing the IS by 85.32.
As the bit-width increases, the performance gap narrows
but remains still. While our method has a slightly larger
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Figure 5. The generation results of our compressed DiT-XL/2 model, evaluated with 250 steps and a CFG of 1.5, demonstrate promising
performance across various bit-widths consistently.

Model Bit-width Method
GenEval T2I-Compbench

Single Obj. Two Obj. Counting Colors Position Color Attr. Overall Color Shape Texture

PixArt-α
16 FP 0.98 0.50 0.44 0.80 0.08 0.07 0.48 0.69 0.56 0.70

2
SVDQuant 0.41 0.18 0.17 0.22 0.01 0.02 0.17 0.24 0.16 0.32
Ours 0.96 0.46 0.44 0.77 0.06 0.07 0.46 0.68 0.54 0.69

FLUX.1-dev
16 FP 0.98 0.81 0.74 0.79 0.22 0.45 0.66 0.75 0.51 0.63

2
SVDQuant 0.48 0.32 0.46 0.39 0.08 0.21 0.32 0.33 0.27 0.39
Ours 0.95 0.77 0.43 0.72 0.14 0.39 0.57 0.71 0.46 0.61

Table 4. Text-to-image generation results evaluated on GenEval and T2I-Compbench at a resolution of 1024× 1024.

model size due to the additional codebook size, this mod-
est cost yields substantial performance gains, making it a
worthwhile trade-off. Our method achieves an impressive
compression rate of up to 13× for the DiT model. Images
generated by our compression method across different bit-
widths are shown in Fig. 5.

Comparison with PTQ methods. We compare our
method with GPTQ [12] and Q-DiT [5] for DiT, as well as
Q-Diffusion [33] and PTQD [21] for LDM. The results of
VQ4DiT [8] are not included, as it can be considered a less
effective variant of our implemented VQ method, which is
listed in Sec. 5.1. Additionally, methods that require train-
ing or fine-tuning [11, 19] with significant memory over-
head are also omitted. Section 4.3 shows a comparison on
the ImageNet 256× 256 dataset. Across different timesteps
(250, 100, and 50), our method consistently achieves lower
FID and sFID values compared to other methods, indicat-
ing improved generative quality and image fidelity. No-
tably, across all quantization settings, all methods except
ours exhibit significant performance degradation, producing
nearly meaningless and distorted images. The existing PTQ
methods fail to achieve effective compression at extremely
low-bit settings. In contrast, our approach stands out as
the only one that successfully achieves a high compression

ratio while maintaining promising generation quality. Be-
yond the DiT architecture, we further apply our method to
the U-Net structure based on LDM-4. As shown in Sec-
tion 4.3, our method effectively compresses the CNN-based
diffusion architecture, demonstrating its broad applicability
across different diffusion models.

5.2. Experiments on Text-to-image Generation

Settings. For text-to-image (T2I) models, we primar-
ily conduct our experiments on two open-source models.
PixArt-α [4] is a DiT-based model comprising 28 trans-
former blocks with a total of 600M parameters, designed
for efficient training. We evaluate it under the default
20-steps setting. FLUX.1 [29], the leading open-source
DiT-based diffusion model, features 12B parameters. Our
evaluation is based on its 50-step guidance-distilled vari-
ant (FLUX.1dev). We set d = 4, corresponding to a 2-
bit compression, and perform calibration on the JourneyDB
dataset [57]. To assess our method’s effectiveness, we eval-
uate it on GenEval [16] and T2I-CompBench [24]. GenEval
measures generation quality from five key aspects: single-
object, two-object, counting, colors, position, and attribute
binding. Meanwhile, T2I-CompBench focuses on evaluat-
ing T2I models’ capabilities in color, shape, and texture rep-



Figure 6. Generation results of 2-bits FLUX.1-dev compressed by our method. The prompt is provided by GenEval.

Model PSNR↑ SSIM↑ LPIPS↓

Baseline 23.14 0.841 0.183
Compact3D 23.39 0.836 0.200
Ours 23.57 0.838 0.192

Table 5. Quantization results of 3DGS

Model Wino.↑ PiQA↑ Hella.↑

Baseline 67.25 78.45 56.69
Quip# 62.43 71.38 42.94
Ours 64.87 73.96 48.12

Table 6. Quantization results of LLM

PQ DDPM loss
Blockwise Assignment

FID↓
Distillation Adjustment

✓ ✓ 7.21
✓ ✓ 8.52
✓ ✓ ✓ 6.84

Table 7. Ablation study of each module

resentation. Most experiments are conducted at an image
resolution of 1024× 1024.

Results. Sec. 5.1 shows that our method demonstrates
strong performance across various benchmarks for both
models. Compared to SVDQuant [32], a PTQ method de-
signed for diffusion models, our approach achieves sig-
nificant improvements at 2-bit quantization, with overall
GenEval score gains of 0.29 and 0.25 for PixArt-α and
FLUX.1-dev, respectively. On certain benchmarks, the
compression is nearly lossless, highlighting the effective-
ness of our method for large-scale T2I models. Our ap-
proach enables up to 7.7× compression with minimal per-
formance degradation. Additionally, the compressed model
remains suitable for both inference and further training, po-
tentially advancing the application and research of diffusion
models. The generated results from our compressed model
are presented in Fig. 6.

5.3. Experiments on LLM and 3DGS

Our method can be adapted to any VQ-based approaches,
enhancing their capacity and delivering general benefits.
To demonstrate its versatility, we extend our method to
3DGS [28] and apply it to Compact3D [40], evaluating its
performance on the Tanks and Temples. The results, pre-
sented in Sec. 5.1, highlight its effectiveness. Similarly, our
approach can be integrated into LLM by refining the VQ
mechanism. Building upon Quip# [59], which is based on
LLAMA-2 7B [58], we present the results in Sec. 5.1. Both
experiments demonstrate consistent improvements, under-
scoring the broad applicability of our method.

5.4. Ablation Study
We evaluate the contributions of each module in our
method. Since PQ alone cannot compress the model while
maintaining the generation of appealing images, we enable
PQ by default. Our experiments in Sec. 5.1 indicate that the
DDPM loss is more effective for calibrating the codebook
and achieving better performance. Additionally, adjusting
the assignments during the forward pass also enhances the
performance of the compressed model.

6. Conclusion and Limitations

In this work, we introduced a novel method for compress-
ing generative models to extremely low bit-widths. Our
analysis identifies the primary challenges when applying
quantization to diffusion models: the difficulty in represent-
ing high-dimensional vectors accurately at low bit-widths
and the tendency for quantization errors to accumulate over
multiple diffusion steps. To address these issues, we re-
vamped the product quantization (PQ) to allow for pre-
cise quantization with minimal codebook size. We pro-
pose a method to compress the PQ codebooks based on
the usage frequency of centroids, and an EM-based calibra-
tion method that adjusts assignments according to activa-
tions and optimizes codebooks based on the diffusion loss.
Experiments demonstrate that our method effectively com-
presses weights to as low as 1-bit precision while preserv-
ing high-quality image generation capabilities. The main
limitation of our method is that, while it significantly re-
duces model size and alleviates memory constraints, it does
not directly accelerate inference compared to PTQ. In future
work, we aim to achieve both compactness and speed.
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