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Abstract

Most of the existing probabilistic classifiers are based on sparsity-inducing mod-
eling. However, we show that sparsity is not always desirable in practice, and
only an appropriate degree of sparsity is profitable. In this work, we propose a
flexible probabilistic model using a generalized Gaussian scale mixture (GGSM)
prior that can provide an appropriate degree of sparsity for its model parameters,
and yield either sparse or non-sparse estimates according to the intrinsic sparsity
of features in a dataset. Model learning is carried out by an efficient modified
maximum a posteriori (MAP) estimate. We also show relationships of the pro-
posed model to existing probabilistic classifiers as well as iteratively re-weighted
l1 and l2 minimizations. We then study different types of likelihood working with
the GGSM prior in kernel-based setup, based on which an improved kernel-based
GGIG is presented. Experiments demonstrate that the proposed method has better
or comparable performances in linear classifiers as well as in kernel-based classi-
fication.

Keywords: Classification, prior distribution, generalized Gaussian scale mixture,
likelihood function.

1. Introduction

In binary classification, we are given a training dataset D = {(xi, yi)}Ni=1,
where xi ∈ Rd, yi ∈ {1,−1}, and N is the number of observations. The goal is to
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learn a mapping y = f(x;ω) from the inputs to the targets based on D, where ω
is the model parameter. In this work, we pay attention to probabilistic classifiers
[1, 2, 3, 4], in which the mapping f is specified by a likelihood model associated
with priors over the parameters of the model.

In order to obtain a simple linear regression likelihood, we introduce a normal
cumulative density function Ψ(·) as the link function, which projects the output
of a linear regression function to the probability that an input vector x belongs to,
say, class 1. That is, f(x;ω) is formulated by

f(x;ω) = P (y = 1|x,ω) = Ψ(Φ(x)Tω), (1)

where ω ∈ Rn is the unknown parameter vector of the likelihood model; Φ(x) =
(φ1(x), . . . , φn(x))T is a vector of n fixed functions of the input, usually called
features, and Φ(x)Tω may contain the following well-known formulations:

• Linear classifiers, where Φ(x) = (1, x1, . . . , xd)
T and n = d+ 1 [3].

• Nonlinear classifiers, in which φi(x), i = 1, . . . , n, are fixed basis functions;
usually φ1(x) = 1.

• Kernel-based classifiers, in which Φ(x) = (1, K(x,x1), · · · , K(x,xN))T ,
where K(x,xi) are Mercer kernel functions; here n = N + 1 [5, 6].

A prior distribution for the parameters ω is a type of regularization based on
domain knowledge, which can effectively regularize the likelihood in probabilis-
tic classifiers. In the literature, the model parameter ω is usually regularized to
encourage sparsity. According to their motivations, we can classify the sparsity
property of probabilistic classifiers as objective or subjective. Objective sparsity
is profitable when lots of redundant or noisy information exist in the data (such as
the cross dataset shown in Fig. 2), and it is objectively determined by the inherent
data distribution. Subjective sparsity is always induced in large scale problems,
in order to reduce the computational costs, and it is a subjective trade-off with the
classification accuracy. In this work, we focus on objective sparsity: we expect
to induce an appropriate level of sparsity of ω according to the inherent sparsity
among features in a dataset, in order to improve classification accuracy. 2

In previous works, various sparsity-inducing priors over ω have been uti-
lized. Most of these priors belong to the Gaussian scale mixture (GSM) distribu-
tions: Laplacian (or Gaussian-exponential) distribution has been widely used as a

2However, the proposed method also works if subjective sparsity is needed.
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sparsity-inducing prior in various contexts [1, 3], based on which a parameter-free
Gaussian-Jeffreys’ prior was further proposed in [1, 2]; two versions of Student-
t (or Gaussian-inverse gamma) priors were utilized in [4, 6], respectively; more
recently, [7, 8] paid attention to a Gaussian-gamma distribution. Besides, [9] pro-
posed a Laplacian scale mixture (LSM) distribution to induce group sparsity, and
[10] proposed a discrete mixture prior which is partially non-parametric. More
recently, [37] carried out the inference of the level of sparsity from data in the
case of a multi-class and multi-kernel classifier based on Gaussian Processes.

However, as we will discuss in Section 2, different problems need different
degrees of sparsity, which are determined by the information redundancy among
features in the data. Only a proper degree of sparsity for a specific problem is
profitable. Motivated by this consideration, this paper introduces a family of gen-
eralized Gaussian scale mixture (GGSM) distributions for ω in Section 3. Com-
pared to GSM and LSM, an additional shape parameter q is used in GGSM, which
is continuously defined in (0, 2]. Both the kurtosis and variance of GGSM can be
flexibly regulated by q, so does the induced sparsity. This family includes GSM
and LSM as special cases when q = 1 and 2, respectively. This parameter gives
GGSM an opportunity to provide the appropriate degree of sparsity in a data-
dependent way. The proposed model using a GGSM prior can yield either sparse
or non-sparse estimates according to the sparsity among features in a dataset.

The estimation of ω with arbitrary q ∈ (0, 2] is carried out by an efficient
modified MAP algorithm, which is detailed in Section 3.3. Different types of
likelihood working with the same GGSM prior are discussed in kernel-based setup
in Section 3.4, following which an improved kernel-based GGIG is presented. The
convergence of the proposed methods is also analyzed in Section 4. We then show
relationships of the proposed model to existing probabilistic classifiers as well as
some non-probabilistic models in Section 5. Experiments demonstrating for linear
classifiers as well as in kernel-based classification are shown in Section 6.

2. Sparsity Is not Always Desirable

Although most of the existing probabilistic classifications are based on sparsity-
inducing modeling, it is important to ask: is sparsity always desirable? Our answer
is no, which is illustrated by a set of toy examples.

Here we compare four kernel-based classifiers, including RVM with a Student-
t prior [6], LAP with a Laplacian prior [1], GJ with a Gaussian-Jeffreys’ prior [1],
and GGIG with a generalized Gaussian scale mixture (GGSM) prior that we will
propose in Section 3.3. We use the Gaussian kernel in these experiments. These
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(a) RVM (b) GJ

(c) LAP (d) GGIG (q = 2.0)

Figure 1: Experimental results in the spiral data

models are tested in two artificial datasets. The spiral dataset is generated by
the Spider Toolbox, which can only be separated by spiral decision boundaries. 3

The cross dataset samples from two equal Gaussian distributions with one being
rotated by 90◦, and an “X” type boundary is expected. Parameter setting will be
detailed in Section 6.3.

Fig. 1 demonstrates the behaviors of four models on the spiral data. Each
model makes prediction only based on kernel functions corresponding to the sam-
ples with black points in the figure. RVM, as well as LAP and GJ, cannot recover
the correct decision boundary. In this case there is little information redundancy
among features (i.e., kernel functions), and almost all the kernel functions are
useful for prediction. Models with sparsity-inducing priors would drop helpful
information. The more sparsity-inducing priors one uses, the worse predictions

3Spider machine learning toolbox, Jason Weston, Andre Elisseeff, Gökhan BakIr, Fabian Sinz,
Available: http://www.kyb.tuebingen.mpg.de/bs/people/spider/.
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(a) RVM (b) GJ

(c) LAP (d) GGIG (q = 0.1)

Figure 2: Experimental results in the cross data

one would obtain. The proposed GGIG with parameter q = 2.04 encourages non-
sparse solutions. As a result, we lose little information, and obtain a good decision
boundary.

Different from the spiral data, a high level of redundancy exists in the cross
data. As shown in Fig. 2, comparing to RVM and LAP, our model generates a
similar decision boundary by automatically choosing q = 0.1, which is sparsity-
inducing, and uses fewer kernel functions. The priors used by LAP and RVM are
not sparsity-inducing enough. In contrast, due to excessive sparsity-inducing of
the Gaussian-Jeffreys’ prior, GJ uses too few kernel functions.

We believe that different problems need different degrees of sparsity, which
are determined by the information redundancy among features in the data. When
features inherently encode orthogonal characterizations of a problem, enforcing

4q is a shape parameter of the GGSM prior used in GGIG, which will be introduced in Section
3. It controls the sparsity level, and is determined automatically in our algorithm.
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sparsity would lead to the discarding of useful information and the degrading of
the generalization ability. Only a proper degree of sparsity for a specific problem
is profitable.

A similar issue has been considered in multiple kernel learning (MKL), where
a linear combination of kernels K =

∑
i βiKi with mixing coefficients β is learnt

together with the model parameters. Motivated by the observation that sparsity
may not always be desirable for the combination of multiple kernels, [11] pro-
posed a non-sparse MKL with l2 norm regularization, which was extended into
arbitrary lp norm MKL with p ∈ [1,+∞) in [12]. Similar ideas were also used in
multiple kernel Fisher discriminant analysis [13, 14].

2.1. Adjusting Induced Sparsity of the Priors
Different from these works that focus on the sparsity of linear kernel combi-

nation, our work pays attention to the sparsity of more general features in Eq. 1
from a Bayesian perspective. Thus, in probabilistic classifiers, we want to adjust
the degree of induced sparsity from the priors in a data-dependent way. In order to
better discuss this issue, we will firstly present the relationship of induced sparsity
with kurtosis and variance of a distribution.

Kurtosis is a descriptor of the peakedness of the probability distribution of a
real-valued random variable. It is defined as the fourth central moment divided by
the square of the variance.

A distribution with higher kurtosis has a sharper peak and longer, fatter tails.
Fig. 3 gives an intuitive example to illustrate this. Generalized Gaussian distribu-
tion will be used in this work. This distribution has a shape parameter q, and its
kurtosis is given by

Kur =
Γ(5

q
)Γ(1

q
)

Γ(3
q
)2

. (2)

Kur is regulated by the shape parameter q, and it is increased as q decreases from
2 to 0; Γ(·) is the Gamma function. In Fig. 3, we depict the PDF of generalized
Gaussian distribution for the shape parameters q = 2, q = 1, q = 0.5 and q = 0.1
with a fixed variance parameter λ = 1. It is easy to see that for increasing Kur
(i.e., decreasing values of q), the peaks of the distribution become increasingly
sharp around the zero value, and tails of the distribution become increasingly fat.

Sharp peaks and heavy tails would like to encourage a large fraction of the
values to be zero (see Fig. 3), therefore they will provide sparsity. For the gen-
eralized Gaussian distribution, it is sparsity-inducing, if it has heavier (or same)
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Figure 3: Generalized Gaussian distribution with different q

tails than the Laplacian distribution, i.e., q ≤ 1. When q approaches zero, p(0)
approaches infinity, i.e., sparsity will be encouraged more and more strongly. In
[15, 16], generalized Gaussian distributions with q ∈ (0.5, 1) have been well used
in image sparse coding.

When a distribution is sparsity-inducing, its induced sparsity is not only regu-
lated by its kurtosis, but also by its variance. In a zero mean distribution, a small
variance indicates that a variable is distributed closely around zero, which can also
encourages sparsity. Fig. 4 demonstrates this property on the generalized Gaus-
sian distribution for the variance parameters λ = 0.1, λ = 1 and λ = 5, with fixed
q = 0.5. As λ decreases, the variance of the generalized Gaussian distribution

Var =
λ

2
q

i Γ(3
q
)

Γ(1
q
)

(3)

decreases, which makes p(0) approach infinity.
We could view the kurtosis of a priori distribution as corresponding to the

structure of a penalization used in regularization methods, which determines whether
or not a sparse solution is encouraged in a problem. The variance corresponds to
a trade-off parameter, which is used to re-scale the penalization, and balance the
model fitness with regularization.
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Figure 4: Generalized Gaussian distribution with different λ

From the above discussion, we can see that the induced sparsity is closely re-
lated to both the kurtosis and variance of a distribution. Hence, we can adjust the
degree of induced sparsity from a priori distribution by controlling its kurtosis and
variance. For the generalized Gaussian distribution, Kur in Eq. 2 is a function of
q, and Var in Eq. 3 is a function of q and λ. In this paper, we propose a proba-
bilistic classification model by choosing q and λ carefully, so that an appropriate
level of sparsity will be used.

3. Classification with Generalized Gaussian Scale Mixture Prior

To learn a probabilistic classifier, we should specify a likelihood model as-
sociated with priors over its parameters, based on which an effective estimation
method is also needed to learn the parameters from training data. In this section,
we will present a novel probabilistic classification method from the above three
aspects, respectively.

3.1. Likelihood
Given a training dataset {(xi, yi)}Ni=1, let us consider the corresponding vector

of hidden variables z = [z1, . . . , zN ]T , where zi = Φ(xi)
Tω + ξi, and {ξi}Ni=1 is

a set of independent zero-mean and unit-variance Gaussian samples. If we know
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z, we could obtain a simple linear regression likelihood with unit noise variance
z|ω ∼ N (z|Φω, I), i.e.,

p(z|ω) = (2π)−
N
2 exp

(
− 1

2
‖z−Φω‖2

2

)
. (4)

This observation enlightens us on the use of the expectation maximization (EM)
algorithm to estimateω by treating z as missing data. Here Φ = [Φ(x1), . . . ,Φ(xN)]T .

Compared with other types of likelihood, such as the Bernoulli likelihood and
the Gaussian likelihood, p(z|ω) can facilitate the estimation of ω in a closed form
(see Section 3.3).

3.2. Generalized GSM Prior
We assume that the components of ω are independent and identically dis-

tributed,

p(ω) =
n∏
i=1

p(ωi|q),

and each ωi follows a GGSM prior, i.e.,

p(ωi|q) =

∫
GN (ωi|λi, q)p(λi)dλi, (5)

where GN (ωi|λi, q) denotes the generalized Gaussian distribution

GN (ωi|λi, q) =
q

2λ
1
q

i Γ(1
q
)

exp{−|ωi|
q

λi
}, (6)

with a variance parameter λi and a shape parameter q ∈ (0, 2]; λi is a positive
random variable with probability p(λi) which will be defined later.

Compared to GSM and LSM, an additional shape parameter q is introduced
in the generalized Gaussian distribution in GGSM, which is continuously defined
in (0,2]. It is easy to see that, when q = 1, 2, GGSM would be specialized as
LSM and GSM, respectively. This gives us an opportunity to generate more ap-
propriate priors than GSM and LSM in a data-dependent way. One can specify
the shape parameter q in different ways, e.g., using maximum likelihood estima-
tion and moment or kurtosis matching methods. In this work, q is learned in a
data-dependent fashion on a separate validation set Q. For a specific problem,
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we search the best q in Q by cross validation. In our experiments, we will use
Q = {0.1, 0.5, 1.0, 1.5, 2.0}. When q is close to 0, the prior would induce more
sparsity; when q approaches 2.0, non-sparse ω is encouraged.

As to priors for the variance parameter λi, conjugate or conditionally-conjugate
distributions are always chosen due to their computational convenience. We focus
on a special case of the above model using the Generalized Gaussian distribution
with Inverse Gamma scale distribution (denoted as GGIG in the following part),
where λi = λ, i = 1, . . . , n, and λ follows an inverse gamma distribution, i.e.,
λ ∼ IG(λ|a, b),

IG(λ|a, b) =
ba

Γ(a)
λ−a−1 exp (− b

λ
), (7)

with a ∈ R+ and b ∈ R+.
Based on the specified likelihood and prior, next we focus on the parameter

estimation.

3.3. Estimation Method
The MAP estimation is a straightforward approach to learn parameters of the

above Bayesian model; that is

arg max
ω

p(ω,y, z, λ)

where p(ω,y, z, λ) = p(y|z)p(z|ω)p(ω|λ)p(λ). However, the resulting opti-
mization is computationally challenging, unless q = 1, 2.

To address this problem, we use the Minorization-Maximization (MM) method
[18, 19] to propose a modified MAP estimation, where p(ω,y, z, λ) is replaced
by a p(ω,y, z, λ|ω̃) which minorizes p(·) and can be easily maximized. Function
p(·) must satisfy two conditions for a given ω̃ ∈ Rn:

p(ω,y, z, λ) ≥ p(ω,y, z, λ|ω̃), (8)
p(ω̃,y, z, λ) = p(ω̃,y, z, λ|ω̃), (9)

and a variational parameter ω̃ is introduced. Following the MM optimization
technique, at each iteration, we first choose this parameter ω̃ as the current value
of ω, and find the optimal update for ω by

arg max
ω

p(ω,y, z, λ|ω̃). (10)
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We then update ω̃ with the new ω. The iterations are stopped if the distance
between ω and ω̃ is less than a threshold. As we will show in Section 4, this
modified MAP estimation will monotonically increase the original object function
p(ω,y, z, λ).

For the MM technique, constructing a proper p(ω,y, z, λ|ω̃) is important. In
this work, we let

p(ω,y, λ, z|ω̃) ≡ p(y|z)p(z|ω)p(ω|ω̃, λ)p(λ), (11)

where p(ω|ω̃, λ) is a lower bound of p(ω|λ), and is induced by the weighted
arithmetic and geometric mean inequality: 5

p(ω|ω̃, λ) = Cλ,q exp
(
− q

2λ
(

n∑
i=1

|ω̃i|q−2ω2
i + g(ω̃))

)
, (12)

with ω̃ = (ω̃1, · · · , ω̃n)T , ω̃i ∈ R, and

Cλ,q =
( q

2λ
1
q Γ(1

q
)

)n
, g(ω̃) =

2− q
q

n∑
i=1

|ω̃i|q.

Since p(ω|λ) ≥ p(ω|ω̃, λ), and p(ω|λ) = p(ω|ω̃, λ) at the point ω = ω̃, we con-
clude that p(ω,y, λ, z|ω̃) is minorizing the original joint density function. That is,
we have generated a modified MAP estimation maxω,ω̃ p(ω,y, λ, z|ω̃), which is
equivalent to iteratively maximizing the following objective function with respect
to ω and ω̃:

h(ω|ω̃) = −1

2
‖z−Φω‖2

2 −
q

2λ
(

n∑
i=1

|ω̃i|q−2ω2
i + g(ω̃)).

When ω is fixed, ω̃ can be updated by the equation ω̃ = ω, which is easy to prove
by differentiating h(ω|ω̃) and setting the derivative to zero; when ω̃ is fixed, we
use the EM algorithm to solve a l2 norm based convex optimization over ω, by

5We consider the following inequality:

(ω2
i )

q
2 (ω̃2

i )
1− q

2 ≤ q

2
ω2
i + (1− q

2
)ω̃2

i ,

which is a special case of the weighted arithmetic and geometric mean inequality.
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treating z and λ as missing data. We give details of the EM algorithm used to
update ω in Appendix A.

After convergence, we obtain the posterior mode ω? for a classification prob-
lem. Then we can predict a new data x∗ by

P (y = 1|x∗,ω?) = f(x∗;ω?) = Ψ(Φ(x∗)Tω?), (13)

which gives the distribution of the label for x∗. In the following sections, the
proposed algorithm is referred to as GGIG.

3.4. Kernel-based GGIG
The above GGIG algorithm is designed for linear classification. When we use

kernels in GGIG, new concerns appear. When GGIG is used with a kernel-based
setup, i.e.,

Φ(x) = (1, K(x,x1), · · · , K(x,xN))T ,

Appendix B theoretically shows that assigning those training points that belong
to positive/negative class (i.e., yi = +1/ − 1) negative/positive weights might
degrade the performance of classifiers, due to using untrustful vectors in the de-
cision.

Inspired by SVM, we address this problem by reformulating the kernel-based
f(x;ω) as

f(x;ω) = Ψ(Φ(x)TYω), (14)

in place of Eq. 1, where the components of ω are constrained to be nonnegative,
while an additional label matrix is introduced into the formulation:

Y =


1 0 0 0
0 y1 0 0

0 0
. . . 0

0 0 0 yN

 . (15)

Accordingly, the likelihood function used in kernel-based classification is given
by

p(z|ω) = (2π)−
n
2 exp

(
− 1

2
‖z−ΦYω‖2

2

)
. (16)
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As the components of ω, ωi are imposed to be nonnegative, a truncated GN is
used as ωi|λ, q ∼ GN t(ωi|λ, q) to replace GN in Eq. 5, where

GN t(ωi|λ, q) =

{
2 · GN (ωi|λ, q) when ωi ≥ 0
0 when ωi < 0.

Associated with these left-truncated GN priors, each positive/negative xi are
assigned a positive/negative weight yiωi. Hence, a positive/negative example will
never be assigned a negative/positive weight. Based on the above specification,
a simple implementation with the MM technique is inherited from the original
GGIG. We give details on updating ω in Appendix C.

When making prediction for a new x∗, we change Eq. 13 to

P (y = 1|x∗,ω?kernel) = f(x∗;ω?kernel) = Ψ(Φ(x∗)TYω?kernel), (17)

where ω?kernel is the converged posterior mode. In the rest of this paper, without
any special notification, kernel-based GGIG refers to the algorithm proposed in
this section.

4. Monotonicity Analysis

The convergence of GGIG and kernel-based GGIG can be guaranteed by its
monotonicity. Specifically, its objective function, i.e., p(ω,y, z, λ), is non-decreasing
between iterations; that is,

p(ωk,y, zk, λk) ≤ p(ωk+1,y, zk+1, λk+1), (18)

for k = 0, 1, 2, . . ..
To prove this, we begin with a given ωk and ω̃k = ωk, then we have

p(ωk,y, zk, λk) = p(ωk,y, zk, λk|ω̃k), (19)

which can be derived from the property (9) of the surrogate function p(·). Then,
since ωk, zk and λk are updated by a standard EM algorithm. According to the
monotonicity of the EM algorithm, it is clear that

p(ωk,y, zk, λk|ω̃k) ≤ p(ωk+1,y, zk+1, λk+1|ω̃k). (20)

Further considering the property (8) of the surrogate function p(·), we have

p(ωk,y, zk, λk) ≤ p(ωk+1,y, zk+1, λk+1|ω̃k)
≤ p(ωk+1,y, zk+1, λk+1).

13



Thus, Eq. 18 is established. For a bounded sequence of the objective function
values {p(ωk,y, zk, λk)}, GGIG and kernel-based GGIG will converge monoton-
ically to a stationary value.

5. Related Work

Here we show the relationships of our model to other existing approaches.
Many of these approaches are special cases of GGIG.

5.1. Probabilistic Classifiers with the GSM Priors
We first consider several previous probabilistic calssifiers based on the GSM

priors.

• [1] proposed probabilistic classifiers using a hierarchical Laplacian distribu-
tion, and we refer to it as LAP. Specifically, LAP considers that each ωi has
an independent zero-mean Gaussian prior ωi|τi ∼ N (ωi|0, τi) with its own
variance τi, and that each τi has an exponential hyper-prior with a variance
parameter γ. Using standard MAP estimation, LAP obtains

ωk+1 = (γ ·Vk
lap + ΦTΦ)−1ΦT 〈z〉k, (21)

with Vk
lap = diag((ωk1)−1, . . . , (ωkn)−1). Comparing the above rule with

Eq. A.5, it is not difficult to see that, GGIG can be specialized as LAP by
letting q = 1, a� N + 1 and b = a

γ
. The generalized Gaussian distribution

with q = 1 plays the same role as the hierarchical Laplacian prior, while
setting a to a very large value makes 1

λ
heavily peaked at the value a

b
= γ.

• To eliminate the parameter γ in LAP, Figueiredo [1] extended the hierarchi-
cal Laplacian prior to be a parameter-free Gaussian-Jeffreys’ prior, which
used an improper Jefferys’ distribution as the hyper-prior. We here refer to
this model as GJ. Its model parameter ω is updated by

ωk+1 = (Vk
gj + ΦTΦ)−1ΦT 〈z〉k, (22)

with Vk
gj = diag((ωk1)−2, . . . , (ωkn)−2). Although the GJ model avoids pre-

specifying γ, it always leads to an overly high sparsity level, which would
be interpreted by the following limit:

lim
q→0
〈1
λ
〉k · q ·Vk =

n

n+ b
Vk
gj, (23)
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where 〈 1
λ
〉k · q ·Vk is the only difference between Eq. A.5 and Eq. 22. GJ

is a special case of GGIG with q → 0 and b� n. Thus, it is not surprising
that GJ is likely to provide over-sparse solutions.

• A version of the hierarchical Student-t prior was utilized in probabilistic
classifiers in [4], which is referred to as STU here. It obtains the following
rule:

ωk+1 = (Vk
t + ΦTΦ)−1ΦT 〈z〉k, (24)

with Vk
t = diag(

1
2

+c

(ωk
1 )2

2
+d
, . . . ,

1
2

+c

(ωk
n)2

2
+d

), where c and d are non-negative pa-

rameters in STU. In [4], both parameters are set to zero, which makes the
above rule the same as the one of GJ in Eq. 22. In this case, STU also can
be generated from GGIG.

5.2. Models with a LSM Prior
[9] proposed a LSM prior in sparse coding models of natural images. With

q = 1, the GGSM prior used in our model is the factorial version of the LSM prior
in the Section 3.4 of [20]. An important difference between LSM and GGSM is
that, the former can only encourage sparse solutions, while the latter with different
values of q can induce both sparse and dense solutions.

5.3. Iteratively Re-weighted l1 and l2 Minimization
From Eq. A.1, it is clear that the EM progress is equivalent to a version of the

iteratively re-weighted l2 minimization [21]. Consider a special case of GGSM,
where each component ωi uses different λi, and q = 1. Then, inference in the
model can be implemented by solving the following MAP sequence:

ωk+1 = arg max
ω

−1

2
〈‖z−Φω‖2

2〉k −
n∑
i=1

1 + a

|ωki |+ b
|ωi|,

which is equivalent to the update the proposed in the iteratively re-weighted l1
minimization [22]. Hence, our model provides a Bayesian interpretation for the
two iteratively re-weighted algorithms.
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6. Experiments

In this section, we empirically study the behaviors and prediction performance
of the proposed GGIG and kernel-based GGIG methods. In Section 6.1, we pay
attention to several groups of synthetic datasets, where we have full control over
the distribution of the relevant information among features, in order to show how
GGIG works with different values of q, and shed light on the appropriateness of
sparse and dense solution. We also apply GGIG in Colon cancer prediction in
Section 6.2, where GGIG is compared with 5 previous work. In Section 6.3 and
6.4, we study the performance of the kernel-based GGIG on 4 synthetic datasets
and 13 benchmark datasets, respectively. Some state-of-the-art methods are used
as baselines.

6.1. How GGIG Works with Different q
In this part, we consider linear classification problems, i.e., Φ(x) = (1, x1, . . . , xd)

T

in Eq. 1. In this setup, GGIG can be seen as the combination of a feature selection
step and a learning algorithm.

We consider synthetic data having 50-dimensional i.i.d. features. The data are
generated using ω = [3, . . . , 3, 0, . . . , 0]T , where the number of relevant features
nf provides a range of testing conditions by varying in the set {2, 4, 8, 16, 32, 50}.
We use independent zero-mean and unit-variance Gaussians to draw a data ma-
trix X, and use a Gaussian with mean Xω and unit-variance to draw y, which
are then thresholded at zero to provide the class labels z. In this group of exper-
iments, the training set size is varied in {30, 50, 100, 200}. For each training set,
a test set containing 3000 samples is also generated from the same model as the
corresponding test set.

We test GGIG with different q ∈ Q on each setup 100 times. Firstly, we focus
on the performance of relevant feature identification of GGIG which is summa-
rized in Fig. 5 and 6. Specifically, Fig. 5 evaluates GGIG using the 0-1 error,
which is equal to the number of selected irrelevant features (FN ) plus the number
of discarded relevant features (FP ). Since the number of relevant features and
the number of irrelevant features are imbalanced in our experiments, we also use
a more robust criterion,

F -measure =
2× Precision×Recall
Precision+Recall

, (25)

with Precision =
nf−FN

nf−FN+FP
and Recall =

nf−FN
nf

, to evaluate GGIG in Fig. 6.
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(a) GGIG with N=30
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(b) GGIG with N=50
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Figure 5: Averaged test 0-1 errors with different q in feature selection

When nf is relatively small, the data has large sparsity in the features, so
the model needs a prior that is sparsity-encouraging with a large kurtosis, which
means small values of q are better. If we choose a large q, many irrelevant features
cannot be identified, and correspondingly F -measure would be decreased due to
an increased FN . In contrast, when nf is large, most features are relevant to
the decision-making, and little information is redundant, thus enforcing sparsity
would lead to the discarding of useful information. As a result, priors should have
a low kurtosis, i.e., large values of q are preferred. If we use a small q, many
relevant features would be incorrectly discarded, which results in a large FP , and
a low F -measure. These analysis can be clearly observed from Fig. 5 and 6.

Secondly, GGIG is also evaluated by the test misclassification error rate, and
the results are shown in Fig. 7. Unsurprisingly, GGIG with different q obtains
quite different misclassification error rates for a specific problem. As nf is changed
from 2 to 50, the corresponding optimal q is increased from 0.1 to 2.0, which co-
incides well with Fig. 5 and 6.
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Figure 6: Average test F-measure with different q in feature selection

It is also apparent from the three figures that GGIG with any q is improved by
increasing the number of training samples. From N = 30 to N = 200, the three
criteria are consistently improved for any fixed q ∈ Q.

The above experiments have intuitively shown how GGIG works with differ-
ent values of q, as well as the potential benefits from selecting a proper shape
parameter q for a specific task. In the following sections, we will compare GGIG
with a tuned q to the state-of-the-art models on both linear and kernel-based clas-
sification.

6.2. Linear Classification on Colon Cancer Prediction
Next, we apply GGIG to the Colon cancer prediction, and comparisons with

previous work are given in detail.
In Colon cancer, our target is to discriminate tumour from normal colon tis-

sues based on the given microarray data. There are 22 normal and 40 cancer
tissues, and each sample contains 2000 genes. In this group of experiments, the
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(d) Comparison in N=200

Figure 7: Average misclassification error rate with different q in feature selection

dataset is randomly divided into a training dataset containing 50 tissues, and a test
dataset containing 12 tissues. Then we do 100 runs with GGIG (parameter q is
selected by 5-fold cross validation in each run), and Table 1 shows the number of
false positives (No. of FP), the number of false negatives (No. of FN), the num-
ber of misclassification errors (No. of Err), the number of selected genes (No. of
genes) and misclassification error rate (%).

Colon cancer prediction has been studied by many researchers. Here we com-
pare GGIG with several baselines using the same experimental setup. In [23],
RVM with speed-up heuristics gave 2.90±0.13 misclassification errors; in [24],
SVM with recursive feature elimination (SVM-RFE) and SVM with Fisher score
(SVM-FS) produced 2.84±0.14 and 2.68±0.15, respectively; a version of auto-
matic relevance determination by expectation propagation (ARD-EP) was pro-
posed in [25], which gives 1.63±0.11 errors on this dataset. Besides, we also test
LAP [1] and GJ [2] using the same setup: the result of GJ is as bad as a random
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Table 1: Results of GGIG in Colon cancer prediction.

Criteria Results
No. of FP 0.68±0.08
No. of FN 1.17±0.09
No. of Err 1.85±0.11
No. of genes 80.42±7.68
Err rate (%) 15.42±0.94
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Figure 8: Experimental results on Colon cancer prediction

classifier, while LAP gives 2.07±0.12 errors. Fig. 8 summarizes the performance
of GGIG and other methods in terms of the number of test errors versus the num-
ber of selected genes (also showing the standard deviation bar). It is easy to see
that the proposed GGIG makes fewer errors than the first four methods, and is
comparable to the best result of ARD-EP (1.85 versus 1.63) but using much fewer
number of genes (80.42 versus 156.76).

6.3. Kernel-based Classification on Synthetic Datasets
In this section, we perform kernel-based classification on four synthetic datasets:

Spiral, Cross, Relevance, and Overlap. The first two datasets have been intro-
duced in Section 1. Relevance are sampled from three Gaussian distributions

N ([0, 1.5],Σ1), N ([0, 0],Σ1) and N ([0,−1.5],Σ1) with Σ1 =

[
3 0
0 0.1

]
, re-
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(a) Spiral data
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(b) Cross data
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(c) Relevance data
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(d) Overlap data

Figure 9: Experimental results on four toy datasets

spectively. Samples from the first and third distributions are labeled as +1, while
samples from the second distribution are labeled as−1. Thus, only one dimension
of Relevance is relevant to classification. Overlap samples from two overlapped
Gaussian distributionsN ([0, 1.0],Σ2) andN ([0,−1.0],Σ2) with an equal covari-

ance matrix Σ2 =

[
1 0
0 0.8

]
, where samples from the same distribution have the

same labels.
We test the kernel-based GGIG on the above four datasets. SVM and RVM,

as well as the probabilistic classifiers LAP and GJ, are used as baselines. The
Gaussian kernel is used by all methods. The shape parameter q of GGIG, the
trade-off parameter C of SVM, the variance parameter γ of LAP and the kernel
width θ for each method are respectively tuned by 5-fold cross validation within
different search sets: q ∈ Q; C ∈ {2−5, 2−3, . . . , 215}; γ ∈ {f2 × 10g2} with
f2 ∈ {1, 4, 8} and g2 ∈ {−2, . . . , 0}; θ ∈ {2−15, 2−13, . . . , 23}. Parameters in
RVM can be adapted by itself.
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Fig. 9 shows the test misclassification error rate versus the number of sup-
port vectors6 on each dataset, which clearly demonstrates that different problems
need different degrees of sparsity, which are determined by the information re-
dundancy among features in the data, and only a proper degree of sparsity for a
specific problem is profitable. We can see that SVM gives the best result on Spiral,
but has very poor performance on the other three datasets. This phenomenon is
expected: low degrees of sparsity can be induced by SVM, so SVM is suitable for
low/non-sparse scenario, such as Spiral; when datasets (like Cross, Relevance and
Overlap) contain lots of redundancy information, SVM cannot provide enough
sparsity to effectively discard irrelevant vectors. In contrast, GJ is equivalent to
GGIG with q → 0, which means that GJ always encourages very high degrees
of sparsity. Thus, due to excessive sparsity-inducing of the Gaussian-Jeffreys’
prior, GJ uses too few support vectors to predict the decision boundary in all of
the four datasets. Since the priors used by LAP and RVM are kurtosis-constant,
their induced sparsity cannot be well controlled to fit for a specific problem.

Different from the other methods, GGIG can provide an appropriate degree
of sparsity by tuning the shape parameter q and variance parameter λ in data-
dependent ways (q is selected by cross validation in Q, while λ is adapted during
learning). It can yield either sparse or non-sparse estimates according to the in-
trinsic sparsity of features in a dataset. In non-sparse scenarios, GGIG chooses
large values of q (such as q = 2.0 on Spiral), which can preserve most of the
relevant information in learning; in sparse scenarios, GGIG selects small values
of q to induce proper degrees of sparsity data-dependently (such as q = 0.1 on
Cross and Overlap; q = 0.5 on Relevance). Hence, GGIG clearly outperforms
other methods on these datasets.

6.4. Kernel-based Classification on 13 Rätsch Benchmark Datasets
In order to further demonstrate the performance of the kernel-based GGIG,

we compare different algorithms on 13 benchmark binary classification datasets.7

Basic information of each dataset are summarized in Table 2. These datasets have
been preprocessed by Rätsch et al, and each data set is randomly separated into
100 training and testing splits. 8 The generated instances are normalized to have
zero mean and unit standard deviation.

6In this paper, we extend the concept of “support vector” in SVM to general kernel-based
classification.

7http://ida.first.fraunhofer.de/projects/bench/benchmarks.htm.
8For Splice and Image, there are 20 training and testing splits.
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In this part, we compare kernel-based GGIG with other five kernel meth-
ods: SVM, RVM, Kernel Discriminant Analysis (KDA) [26], probabilistic clas-
sification vector machine (PCVM) [4], and GGIG with standard GGSM priors
(i.e., untruncated GGIG that is denoted as unGGIG), as well as four non-kernel
methods: RBF-Network [27], AdaBoost-RBF [27], Linear discriminant analysis
(LDA) [28], and k nearest neighbor (kNN).

For kernel-based methods, we still use Gaussian kernel in experiments. The
width parameter θ of kernel function, q of the kernel-based GGIG, and the number
of nearest neighbor k of kNN are selected following the way in [27]. θ and q are
searched in the set used in Section 6.3, while k is seached in {1, 2, · · · , 20}. The
results of RBF-Network, AdaBoost-RBF are referred from [27]. Table 3 reports
the average misclassification error rates and standard deviation of these models.

The first observation from the comparison is that kernel methods (except RVM)
almost outperform non-kernel methods in most cases of this group of experi-
ments. This can be easily seen from the row of average rank in Table 3: KDA,
PCVM, SVM, unGGIG and GGIG are 4.08, 4.23, 3.85, 3.77 and 2.77, while RBF-
Network, AdaBoost-RBF, LDA and kNN are 6.46, 7.23, 8.54 and 7.77, respec-
tively. Hence, kernel plays an important role in classification on these datasets.
RVM does not give comparable results as the other kernel methods. This is not
surprising: on the one hand, Chen et al [4] pointed out that RVM might use
untrustful vectors in its decision; on the other hand, the prior used in RVM is
kurtosis-constant, and cannot flexibly adjust the degrees of induced sparsity.

Kernel-based GGIG outperforms other classifiers on 6 datasets, and is compa-
rable to the best results on the other data, which can also be more directly observed
from the mean rank of each method listed at the bottom of Table 3. By tuning the
shape parameter q in a data-dependent way, our method can handle datasets with
different degrees of sparsity. In contrary, both SVM and PCVM can only induce
sparsity in a limited range.

6.5. Complexity Analysis
In kernel-based classification, the classical KDA and SVM, as well as the pro-

posed GGIG, have the time complexityO(N3) (N denotes the number of training
data points.). However, there are some works to speed up KDA or SVM in the
literature.

For GGIG, updating ω needs to compute the inversion of a matrix. Currently,
Cholesky decomposition is used to guarantee numerical stability. The M-step of
GGIG, as suggested by RVM [6] and LAP [1], deletes the columns corresponding
to zero-valued ωki from the kernel matrix. This step not only avoids numerical
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difficulties in computation, but also speeds up the implementation of GGIG: the
computation complexity of Cholesky decomposition is O(M3), where M (≤ N)
is the number of non-zero basis functions. Hence, we can efficiently run GGIG in
sparse scenarios (i.e., q ≤ 1.)

After selecting the optimal model parameters through cross validation, we
record the average training time of KDA, PCVM, SVM, RVM, and GGIG in
Table 4 on the 13 datasets in Section 6.4. The training time of GGIG is longer
(but not too much) than SVM and KDA; PCVM needs similar training time with
GGIG, while RVM spends the longest time in all methods.

Table 4: Average Training Time (in seconds) of five kernel-based classifiers on 13 Rätsch Bench-
mark Datasets

Data KDA PCVM SVM RVM GGIG
Banana 6.87 7.32 5.43 9.23 7.09
Cancer 1.06 1.53 0.62 3.49 1.66
Diabetics 7.35 11.2 4.08 15.76 12.62
Solar 3.57 9.01 2.89 12.4 10.97
German 5.31 15.56 3.88 30.77 18.13
Heart 0.36 1.17 0.23 1.8 1.15
Image 18.31 95.58 13.07 208.52 87.37
Splice 22.09 70.55 16.68 98.32 80.24
Thyroid 0.18 0.51 0.1 0.77 0.58
Titanic 0.57 1.97 0.34 3.24 2.21
Waveform 5.24 11.81 3.99 18.26 13.71
Ringnorm 9.72 9.88 7.02 9.32 8.26
Twonorm 10.81 13.22 7.6 14.59 13.99

7. Conclusions

In this paper, we begin with a set of toy experiments, which suggests that
different problems need different degrees of sparsity. To induce an appropriate
degree of sparsity for a specific problem, we propose a GGSM prior in Bayesian
modeling of the probabilistic classification. Comparing to the GSM and LSM
priors, we can flexibly adjust the induced sparsity from the GGSM prior, and
proper degrees of sparsity can be provided by tuning the shape parameter q in a
data-dependent way. The model learning with arbitrary q ∈ (0, 2] is carried out by
an efficient modified MAP algorithm. We also analyze in detail the relationships
between GGIG and previous approaches. Then, we pay attention to GGIG with
kernel-based setup, and a kernel-based GGIG algorithm is proposed.
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A future improvement to the model is to learn it in a variational Bayesian way
[29, 30]. Specifically, we can approximate the posterior distribution p(ω, λ|z,y)
by analytically tractable distributions q(ω)q(λ). [3] detailed some potential ad-
vantages using variational Bayes in probabilistic classification.

Besides, many work on GSM and LSM can be naturally extended into GGSM.
For example, in [9], group sparsity is induced by a LSM prior to handle the case
whose model parameters have a particular type of higher-order structure where
the active components occur in groups. We can introduce this idea into the re-
search of GGSM. Specifically, we can divide the components of ω into a set of
disjoint groups, and all ωi in a group share the same mixing distribution p(λ). This
addresses the case where dependencies are allowed within each group. Both the
modified MAP estimation and variational Bayesian inference can be used to learn
the model with this type of GGSM priors.

Several questions still remain in the proposed model. Although it updates pa-
rameters using closed form formulations, a low convergence rate inheriting from
the EM algorithm increases its computational cost. One potential way to address
this issue is to introduce acceleration methods of EM into the model, such as
successive over-relaxation and parameter expansion [31, 32]. Besides, another
problem is how to guarantee a good local optimum due to the multi-modality of
the posterior. The ε-regularization recently proposed in [21] would be helpful.

Appendix A. EM Algorithm in GGIG

We give details of the EM algorithm used to update ω in the proposed algo-
rithm.

In the E-step, we calculate the expectation of the function h(ω|ω̃) with respect
to the conditional distribution of λ and z given y, under the current estimate of
the parameters ωk. It begins with the functional H(ω|ωk), namely

H(ω|ωk) = Eλ,z(h(ω|ω̃k)|y,ωk). (A.1)

Here ωk is the estimate of ω at k-th iteration. 〈·〉 denotes the expectation of a
random variable. And both 〈 1

λ
〉k and 〈z〉k can be easily derived as follows:

〈1
λ
〉k =

n
q

+ a∑n
i=1 |ωki |q + b

, (A.2)

and

〈zi〉k = Φ(xi)ω
k +

yiN (Φ(xi)ω
k|0, 1)

Ψ(yiΦ(xi)ωk)
. (A.3)
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We can rewrite Eq. A.2 as

(〈1
λ
〉k)−1 = ρ · b

a
+ (1− ρ) ·

∑n
i=1 |ωki |q

n
q

, (A.4)

with ρ = a
n
q

+a
∈ (0, 1). It is interesting to see that, the reciprocal of 〈 1

λ
〉k is a

convex combination of a prior-dependent term and a data-dependent term, while
ρ is the mixture parameter. When a � n

q
, ρ ≈ 0, 〈 1

λ
〉k is mainly determined by

the data; when ρ ≈ 1, 〈 1
λ
〉k is mainly controlled by the prior. In this work, we use

a weakly inverse gamma prior, i.e., a = b = 10−3, to make the estimate depend
more on the observations than on the prior knowledge.

Following the E-step, the M-step updates ω by

ωk+1 = arg max
ω

H(ω|ωk)

= (〈1
λ
〉k · q ·Vk + ΦTΦ)−1ΦT 〈z〉k, (A.5)

with Vk = diag(|ω̃k1 |q−2, . . . , |ω̃kn|q−2). In order to avoid handling arbitrarily large
numbers in the matrix Vk, we rewrite the updating rule in Eq. A.5 as

ωk+1 =
(
Vk
)−1

(〈1
λ
〉k · q · I + ΦTΦ

(
Vk
)−1

)−1ΦT 〈z〉k.

Appendix B. Different Types of Likelihood in Kernel-based Setup

In kernel-based classification, Chen et al [4] have empirically and theoretically
presented that assigning those training points that belong to positive/negative class
(i.e., yi = +1/ − 1) negative/positive weights might degrade the performance of
classifiers, due to using untrustful vectors in decision. In this section, we study
different types of likelihood with the GGSM prior on this issue in the framework
of GGIG.

As presented in previous sections, we use a simple linear regression likelihood
p(z|ω) in Eq. 4 in GGIG. Compared to other classic likelihood functions often
used in classification, such as the Bernoulli likelihood and the Gaussian likeli-
hood, p(z|ω) uses the inferred expectation of latent variables {zi}Ni=1 (i.e., 〈z〉) as
the “target/observation” in MAP learning, which facilitates the MAP estimation
of ω in a closed form.

However, different from the Bernoulli likelihood and the Gaussian likelihood
that encourage a weight ωi (corresponding to the training point xi) to have the

26



same sign (or zero) as yi, p(z|ω) provides ωi to have the sign of the corresponding
〈zi〉. In fact, this might result in degradation for kernel-based classifiers, since 〈z〉
is sensitive to kernel parameters of Φ(x).

In order to show this more clearly, we here analyze in details the difference
between the Bernoulli/Gaussian likelihood and p(z|ω) in the general framework
of GGIG.

Appendix B.1. Bernoulli Likelihood
Using the same link function Ψ(·), the Bernoulli likelihood is defined by

p(y|ω) =
N∏
i=1

(f(xi;ω))ti (1− f(xi;ω))1−ti , (B.1)

where y = [y1, · · · , yN ]T , and ti ∈ {0, 1} is the target probability, which is directly
computed by ti = (yi + 1)/2.

With the same GGSM prior in Eq. 5, the MAP estimation of ω can generated
by

min
ω
h̄b(ω) = ωTAω

−
N∑
i=1

(ti ln f(xi) + (1− ti) ln (1− f(xi))) ,

with

A =


qw̃q−2

1

λ
0 0

0
. . . 0

0 0
qw̃q−2

N

λ

 . (B.2)

By setting ∂h̄b(ω)
∂ω

= 0, we obtain the following equation

ω =
N∑
i=1

(ti − f(xi)) f
′(xi)

f(xi) (1− f(xi))
A−1Φ(xi). (B.3)

Appendix B.2. Gaussian Likelihood
Using the same link function Ψ(·), the Gaussian likelihood is defined by

p(y|ω) =

(
δ

2π

)N
2

exp

(
−1

2
δ

N∑
i=1

(f(xi;ω)− ti)2

)
, (B.4)
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where δ is the inverse variance parameter.
With the GGSM prior in Eq. 5, the MAP estimation of ω in GGIG can be

obtained by

min
ω
h̄g(ω) =

N∑
i=1

(f(xi)− ti)2 + ωTCω. (B.5)

with C = A/δ. By setting ∂h̄g(ω)

∂ω
= 0, we obtain the following equation

ω =
N∑
i=1

(ti − f(xi)) f
′(xi)C

−1Φ(xi). (B.6)

As the link function Ψ(·) in f(·) is a monotonically increasing function, f ′(xi) >
0. Considering qw̃q−2

1

λ
≥ 0 and δ > 0, we know that all terms of Eq. B.3 and

Eq. B.6 are nonnegative except (ti − f(xi)). Since both Bernoulli and Gaussian
likelihood directly push f(xi) close to the target probability ti, the expression of
each ωi would be dominated by the term Φi(xi), and the sign of ωi would be de-
terminated by the sign of ti − f(xi). Since f(xi) is bounded as 0 ≤ f(xi) ≤ 1
and ti = yi+1

2
, ωi is provided to have the sign of yi. Similar conclusion has been

discussed in [4], where the Gaussian scale mixture priors are considered.
Different from the Bernoulli and Gaussian likelihood, in GGIG with p(z|ω),

the target {yi}Ni=1 works in the Bayesian inference of latent variable z, and the esti-
mated 〈z〉 in place of y is used in the MAP estimation ofω. According to Eq. A.3,
however, the inference of 〈z〉 is sensitive to the kernel parameters. Hence, when
using improper kernel parameters, training points with positive yi might gener-
ate negative “target” zi for the MAP estimation, and further negative ωi would be
provided (since {zi}Ni=1 is used as the“target” in the MAP estimation of ω).

Appendix C. EM Algorithm in Kernel-based GGIG

A simple implementation is inherited from the original GGIG. Following the
same way in Section 3.3, we derive the objective function with respect to ω and
ω̃:

h(ω|ω̃) = −1

2
‖z−ΦYω‖2

2 −
q

2λ
(

n∑
i=1

ω̃q−2
i ω2

i + g(ω̃)).
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In the E-step, 〈 1
λ
〉k is still updated by Eq. A.2, while 〈z〉k is computed by

〈zi〉k = Φ(xi)Yω
k +

yiN (Φ(xi)Yω
k|0, 1)

Ψ(yiΦ(xi)Yωk)
. (C.1)

In the M-step, ω is updated by

ωk+1 = U(〈λ〉k · p · I + YTΦTΦYU)−1YTΦT 〈z〉k. (C.2)

Since ω is constrained to be nonnegative, ω̃ can be updated by the equation ω̃ =
ω.
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