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APPENDIX A
DETAILS OF OICR
The pipeline of OICR [1] is composed of two parts, one is the
multiple instance classifier network (MIDN) and the other
is the online instance classifier refinement (OICR) part. In
OICR, WSDDN [2] is adopted as the MIDN.

In the MIDN part, image feature map Φ is first ex-
tracted from the backbone network. Then, RoI features
ϕ = {ϕi}Ni=1 of external object proposals R = {Ri}Ni=1 are
be extracted through RoI Pooling [3]. The pooled features
are transformed by two fully-connected (FC) layers, and
then branched into two streams (a classification stream
and a detection stream) to produce classification logits xc

and detection logits xd. Next, these logits are normalized
by passing through two softmax layers along the category
direction and the proposal direction, respectively:

[σ(xc)]ij =
expx

c
ij∑C

k=1 exp
xc

kj

, [σ(xd)]ij =
expx

d
ij∑N

k=1 exp
xd

ik

. (1)

Element-wise multiplication of outputs from these two
streams, xR = σ(xc) ⊙ σ(xd), is the final proposal scores
of MIDN. During training, the image score of the cth cat-
egory sc can be obtained by summing over all proposals:
sc =

∑N
r=1 x

R
c,r . Then, the MIL classification loss is em-

ployed:

Lmil = −
C∑

c=1

[yc logϕc + (1− yc log(1− ϕc))] . (2)

As for the OICR part, several online instance classifier
refinement branches are expanded upon MIDN. RoI features
ϕ = {ϕi}Ni=1 will be fed into another set of K refinement
branches (i.e. the OICR branches) to generate refinement
classification logits xk ∈ R(C+1)×N , k = {1, 2, · · · ,K}.
Each OICR branch is supervised by the pseudo-labels
yk ∈ [0, 1]C+1 × N , which is generated by the output of
its former branch, i.e., the (k− 1)th branch. The supervisory
information of the first OICR branch is produced from the fi-
nal proposal scores xR of the MIDN part. As to the pseudo-
labels, one proposal will be encouraged to be classified as
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the cth class only if it has a high overlap with any top-score
proposal of the cth class in the previous OICR branch. The
loss of the OICR part is calculated follow Equation 3.

Lk
r = − 1

N

N∑
r=1

C+1∑
c=1

wk
ry

k
c,r logx

k
c,r , (3)

in which wk
r is the loss weight of proposal r which is used

to reduce the influence of noisy positive instances, yk
c,r and

xk
c,r are groundtruth labels and predicted scores of the rth

proposal for the cth class, respectively.
Following [4], bounding box regressors which can boost

the localization ability are also added into OICR branches.
The effectiveness of these additional bounding box regres-
sion branches were proved in [5], [6], [7]. In each OICR
branch, the loss for bounding box regressor is similar as
the regression loss in [8], which is defined as Equation 4.
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1

Npos
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r=1

λregℓsmooth L1(t
k
r , t̂

k
r ) , (4)

in which Npos represents the number of positive proposals
in the kth branch, λreg is loss weight of the regression
loss, while tkr , t̂kr are the predicted and pseudo groundtruth
offsets of the rth positive proposal in the kth branch. The
smooth L1 Loss is used in the regression loss as [8].

APPENDIX B
DETAILS OF THE IMPROVED OICR (OICR+)
We proposed OICR+, which introduces two simple im-
provements into the OICR baseline and treat it as our stage
1 in SoS-WSOD.

Mining Rules. Recent works [7], [9], [10], [11] have
demonstrated that proposal mining rules are critical in ob-
taining higher recall of objects. For instance, instead of min-
ing proposals with high overlap with top-scoring proposals
which is adopted in OICR, PCL [9] proposed to use proposal
clusters to assign pseudo-labels of proposals. OIM [10] re-
sorted to adopt spatial and appearance graphs to mine more
accurate foreground proposals. Recently, MIST [7] proposed
a simple mining rule which mines more proposals with low
overlap between each other. Top-scoring proposal mining
rules used in vanilla OICR mines accurate proposals but will
miss large number of groundtruth instances, especially on
complicated images with multiple instances from the same
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class. MIST improves the recall but faces the risk of low
accuracy of pseudo-labels.

Both recall and precision of pseudo-labels are essential
for the learning of WSOD models. Hence, we propose
to use a new mining rule (Algorithm 1), which strikes a
balance between recall and precision. Inspired by [7], we
also retain top p percent of proposals to obtain high recall.
Besides, removing low score proposals helps to maintain the
precision.

Algorithm 1 Mining Rules in SoS-WSOD
Input: An input image I , class labels y1, . . . , ym that are
active in I , a set of proposals R with size n, maximum
percent p, score threshold st
Output: Pseudo groundtruth seed boxes R̂ for I

1: R̂ = ∅
2: Feed I and R into the model to obtain RoI scores S

for each proposal in R
3: for i = 1, . . . , m do
4: Si = S[i, :] // get scores for the i-th active class
5: Ri = SORTEDSi(R) // sort the proposals ac-

cording to the scores in Si

6: Pick top n×p proposals, but remove those whose scores
are low (< st). Denote them as R′

i

7: R′
i = NMS(R′

i, 0.01) // remove those proposals
having overlap with higher scored ones

8: R̂ = R̂
⋃
R′

i

9: end for

Multi-Input. A very recent paper CASD [6] showed that
the self-attention transfer between different versions of in-
put images is helpful for boosting accuracy. We find that
adopting the multi-input technique alone is also helpful for
accuracy and stability of the training process, even without
employing self-attention transfer and other tricks which are
used in CASD such as inverted attention. By randomly
select two different scales and left-right flipped versions of
images, scores of proposals and RoIs will be averaged. We
then get more stable pseudo-labels of proposals and scores
of RoIs, which benefit the convergence of model, especially
in the very beginning of the training process.

APPENDIX C
DETAILS OF IRNET

In this paper, we select IRNet [12] as the baseline method for
both WSSS and WSIS. Therefore, we will briefly introduce
the main process of IRNet.

In brief, IRN generates pseudo-labels for WSIS by using
Class Attention Maps (CAM) [13] and Inter-pixel Relation
Network (IRNet) which are trained with inter-pixel rela-
tions. The instance-agnostic CAM can be generated by any
image classification network. The inter-pixel Relation Net-
work is trained to predict class-agnostic instance maps and
semantic affinities. Instance maps are generated with the
predicted displacement vector field, in which the value of
each pixel indicates the centroid of the instance to which the
pixel belongs. Moreover, semantic affinities are computed
from the detected boundaries. Two pixels separated by a
strong boundary are considered as a pair with low semantic

affinity. Supervisory signals used to train the IRNet are inter-
pixel relations between collected pixels with high attention
scores.

Combining instance-agnostic CAMs with class-agnostic
instance maps, one can get instance-wise CAMS. And,
semantic affinities between neighboring pixels are used
to enhance these generated coarse instance-wise CAMS
by propagating attention scores to relevant areas. Finally,
pseudo instance segmentation masks are generated by as-
signing labels as the highest attention scores in instance-
wise CAMS. We can generate semantic segmentation masks
by simply skipping the instance-wise CAM generation step.
Once the pseudo masks are generated, IRNet will further
use them to retrain fully supervised segmentation models to
achieve better accuracy. We recommend reading the paper
of IRNet [12] for more details.

APPENDIX D
DETAILED EXPLANATION ON LOSS TERMS

In order to keep things simple and easy to understand, we
did not explain all the equations of loss terms in detail in
the main paper. They are explained thoroughly here.

We start from details of the loss terms of WSOD. Loss
terms of OICR (OICR+) have been introduced in Sec. A. In
the later stages, we mainly conducted experiments based on
Faster R-CNN [8]. The exact equations of Faster R-CNN are
listed below:

Ldetection =
∑
i

LRPNcls
(pi,p

∗
i ) +

∑
i

LRPNreg (ti, t
∗
i )

+
∑
i

LRoIcls(li, ci) +
∑
i

LRoIreg (ti, t
∗
i ) , (5)

LRPNcls
=

1

Nrpn cls
(−p∗

i log pi − (1− p∗
i ) log(1− pi)) ,

(6)

LRPNreg
=

λ

Nrpn box
p∗
i ℓsmooth L1(ti − t∗i ) , (7)

LRoIcls = − 1

Nroi cls
log(lci

i ) , (8)

LRoIreg =
λ

Nroi box
[ci >= 1]ℓsmooth L1(ti − t∗i ) . (9)

Here, i is the index of an anchor in a mini-batch.
pi, ti are probability of anchor i being an object and pre-
dicted bounding-box regression offsets of anchor i. li is
the class scores of each anchor. p∗

i is the groundtruth label
of each anchor. Anchor i is positive if p∗

i is 1. ti and
ci are the groundtruth regression offsets and classification
label of set anchor i. The indicator [ci] >= 1 evaluates
to 1 when ci >= 1 and the the background class is
labeled ci = 0. Nrpn cls, Nrpn box, Nroi cls and Nroi box

are normalization factors. λ is the balancing weight. The
predicted and groundtruth bounding-box regression offsets
ti = (txi , t

y
i , t

w
i , t

h
i ) and t∗i = (t∗

x

i , t∗
y

i , t∗
w

i , t∗
h

i ) are detailed
in equations from 10 to 13. The exact equation of ℓsmooth L1

is shown as Equation 14. Please note that the groundtruth
labels are actually the pseudo groundtruth labels in our
paper, because groundtruth box-level annotations are not
available in WSOD.
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The bounding box regression offsets are:

txi = (xi − xa
i )/w

a
i , t

y
i = (yi − yai )/h

a
i , (10)

twi = log(wi/w
a
i ), t

h
i = log(hi/h

a
i ) , (11)

t∗
x

i = (x∗
i − xa

i )/w
a
i , t

∗y

i = (yi − yai )/h
a
i , (12)

t∗
w

i = log(w∗
i /w

a
i ), t

∗h

i = log(h∗
i /h

a
i ) , (13)

where xi, yi, wi, hi indicate the two coordinates of the cen-
ter, width and height of the box. xi, xa

i and x∗
i denote

predicted box, anchor box and groundtruth box respectively.
The loss term ℓsmooth L1 is defined as:

ℓsmooth L1(x) =

{
0.5x2 if |x| < 1
|x| − 0.5 otherwise . (14)

Then, the loss terms of WSSS is shown in Equation 15.
The loss function is the sum of the cross-entropy terms at
each spatial position of the output map. We do not adopt
the balanced cross-entropy loss in our SoS-WSSS.

Lsegmentation = − 1

Nvalid

h∑
i=1

w∑
j=1

(1− 1
xij

ignore) logx
yij

ij .

(15)
The variable xij means the element in ith row and jth

column of the output map. yij indicates the groundtruth
label (actually the pseudo groundtruth in WSSS) according
to xij . Hence, xyij

ij is the predicted score of target class yij at
ith row and jth column of the output map. h and w are the
height and width of the output map, respectively. 1xij

ignore

is the indicator that indicates the validity of the loss item
at corresponding location. When training a WSSS model,
1
xij

ignore is introduced to ignore the loss of unreliable areas.
Nvalid is the normalization factor.

At last, we explain details of the loss function we used in
SoS-WSIS. Stage 3 of SoS-WSIS is performed based on Mask
R-CNN [14]. Because Mask R-CNN is built based on Faster
R-CNN, detection part loss is the same as Equation 9. There-
fore, the loss function of Mask R-CNN could be summarized
as Equation 16:

Linstance = Ldetection +
∑
i

LMask(mi, ti) , (16)

where mi and ti are the predicted mask and groundtruth
mask of anchor i. Equation 17 shows the exact equation of
LMask.

LMask = − 1

n2

n∑
i=1

n∑
j=1

tij logm
kij

ij +(1− tij) log(1−m
kij

ij ) .

(17)
The size of the mask is n × n. kij indicates the

groundtruth class of the corresponding mask.

APPENDIX E
COMPARISON BETWEEN W2F AND PGF
We show the comparison between W2F and our PGF here.
As shown in Fig. 1, W2F [15] has the risk to generate
clustered objects in complicated scenarios.

Figure 1. Comparison of W2F [15] (top) and PGF (bottom). W2F [15]
risks generating clustered objects in complicated scenarios.

APPENDIX F
IMPLEMENTATION DETAILS

In this section, we provide additional implementation de-
tails for completeness.

F.1 Weakly Supervised Object Detection
In stage 1, during the training process of the OICR+ model,
p = 0.1, st = 0.05 are set for all datasets. Batch size is set to
be 4 and maximum iteration is set to 50k, 60k and 200k for
VOC2007, VOC2012 and MS-COCO, respectively. Learning
rate is initialized as 1e-3 for all datasets and decays with a
factor of 10 at 35k, 45k and 140k for VOC2007, VOC2012 and
MS-COCO, respectively. When harnessing pseudo-labels
with pseudo-FSOD, maximum iteration numbers are 12k,
18k and 50k for VOC2007, VOC2012 and MS-COCO, re-
spectively. Learning rate and batch size are 0.01 and 8 for
PASCAL VOC datasets, and are doubled to 0.02 and 16 for
MS-COCO. Learning rate is decayed by a factor of 10 at
(8k, 10.5k), (12k, 16k) and (30k, 40k) on these benchmarks,
respectively. When salvaging potential useful supervisory
signals by semi-supervised learning, following the setting
in [16], learning rate and λu are fixed at 0.01 and 2.0 for
all experiments. Batch size for the “clean” labeled part and
the unlabeled part are both 8 on PASCAL VOC datasets and
doubled to 16 on MS-COCO. Maximum iteration numbers
are 15k, 30k and 50k, respectively. Color jittering, grayscale,
Gaussian blur and cutout patches are randomly applied for
strong augmentation additionally as in [16].

F.2 Weakly Supervised Semantic Segmentation
As we adopt IRN [12], in the basic training stage, we keep
all hyperparameters the same as in IRN to obtain pseudo
masks. Then, in stages 2 and 3, we build our proposed
SoS-WSSS upon the widely used mmsegmentation [17]. As
for the segmentation model, we select to use DeepLab-v3-
ResNet50 [18], which does not rely on CRF to refine the
prediction results and can be used end to end. In the pseudo-
mask training stage of IRN, following the training schedule
of mmsegmentation, maximum iteration numbers are set
to 20k and 40k for VOC2012 and MS-COCO, respectively.
Batch size is set to 16. Similar to [18], we employ the poly
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learning rate policy where the initial learning rate is 0.01
and the power is 0.9. In the SoS-WSSS stage, we directly
borrow K from SoS-WSOD for VOC2012. As for MS-COCO,
we follow the proposed rule-of-thumb and set K as 20000
for COCO2014. Maximum iteration number is set to 20k for
both datasets. Batch size for the “clean” labeled part and the
unlabeled part are both 16. We still adopt the poly learning
rate policy where the initial learning rate is 0.01 and power
is 0.9. In order to balance Lsup and Lunsup, λu is set to 1.0.
Confidence threshold is set to 0.7. As for data augmentation,
we adopt the same strategy as in SoS-WSOD. The vanilla CE
Loss is used in stage 2 and stage 3. Experimental results are
obtained with single scale test.

F.3 Weakly Supervised Instance Segmentation
We adopt IRN [12] and LIID [19] as the basic methods to
show the effectiveness of our proposed SoS-WSIS frame-
work. Similar to WSSS, in the basic training stage, we
follow the original setting of IRN and LIID to get pseudo
instance masks. In the lateral pseudo-mask training stage
of IRN and LIID and the SoS-WSIS stage, Mask-R50-FPN is
adopted. Maximum iteration number is 14000 and 40000 for
VOC2012 and MS-COCO, respectively. Learning rate and
batch size are 0.008 and 8 for both datasets. Learning rate
is decayed with a factor of 10 at (8k, 11k) and (20k, 30k)
on VOC2012 and MS-COCO, respectively. When performing
the SoS-WSIS stage, learning rate is set to 0.008 and batch
size is set to 8 for both the labeled and unlabeled parts on
VOC2012 and MS-COCO. As for K , we adopt the same
setting in SoS-WSSS for VOC2012 and MS-COCO. All the
other hyperparameters introduced by the semi-supervised
learning paradigm are the same as [16].

APPENDIX G
COMPATIBILITY WITH OTHER MODERN BACKBONES
AND DETECTOR ARCHITECTURES

We have stated that SoS-WSOD could shrink the technical
gap between FSOD and WSOD. In order to show that SoS-
WSOD can readily enjoy benefits from modern backbones
and detector architectures, we conducted experiments using
ResNet101, ResNeXt101 and Cascade R-CNN [20], which
are widely used in modern fully supervised object detection,
in stage 2 and state 3. In Table 1, we show results with differ-
ent backbones on VOC2007. With the help of ResNeXt101,
another 2.0 mAP50 and mAP75 improvements are obtained.
Besides, experimental results in Table 2 show that SoS-
WSOD can adopt different modern detector architectures
such as Cascade R-CNN. The experimental results also
show that using Cascade R-CNN as the detector, WSOD can
get better accuracy under stricter evaluation metrics. These
results also demonstrate the compatibility and flexibility of
our proposed framework. SoS are free to choose appropriate
backbones and detector architectures according to various
considerations such as the computation complexity, the
constraint on model size, and evaluation metric.

APPENDIX H
PER-CLASS DETECTION RESULTS

In Table 3. We report and compare the per-class detec-
tion mAP50 results on VOC2007. Besides, we also report

Table 1
Results of SoS-WSOD when using ResNet101 and ResNeXt101 as

backbones on VOC2007.

Backbone PGF SSOD mAP50:95 mAP50 mAP75

ResNet50 ✓ 27.3 57.6 22.5
ResNet50 ✓ ✓ 31.6 62.7 28.1
ResNet101 ✓ 28.7 58.2 24.2
ResNet101 ✓ ✓ 32.4 63.2 29.3

ResNeXt101 ✓ 29.1 59.1 25.5
ResNeXt101 ✓ ✓ 33.0 64.7 30.1

Table 2
Results of SoS-WSOD with Cascade R-CNN on VOC2007.

Detector PGF SSOD mAP50:95 mAP50 mAP75

Faster R-CNN ✓ 27.3 57.6 22.5
Faster R-CNN ✓ ✓ 31.6 62.7 28.1

Cascade R-CNN ✓ 29.9 56.7 27.6
Cascade R-CNN ✓ ✓ 32.5 61.3 30.8

and compare correct localization (CorLoc50) results on the
VOC2007 trainval set in Table 4.

APPENDIX I
RESULT ON VOC2012
The results on VOC2012 we reported in Sec. 5 of the main
paper were directly returned from the evaluation server of
the PASCAL VOC Challenge [21]. The per-class detection
results of SoS-WSOD can be obtained by visiting these
anonymous result links.1

APPENDIX J
MORE VISUALIZATION RESULTS FOR WSOD
In Sec. 5 of the main paper, we only showed few visual-
ization results on MS-COCO, due to the page limit. More
visualization results are shown in Figures 2 to 4.

APPENDIX K
VISUALIZATION RESULTS FOR WSIS AND WSSS
As for WSIS and WSSS tasks, we also present some quali-
tative results for further analyses. In Fig. 5 and Fig. 6, we
visualize some results of WSSS and WSIS, respectively.

SoS achieves better accuracy in both WSSS and WSIS
compared to previous methods. However, SoS is still af-
fected by the lack of detailed annotations, facing clustered
instance and false predictions problems.
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Table 3
Per-class detection results on the VOC2007 test set.

Method Backbone aero bicy bird boa bot bus car cat cha cow dtab dog hors mbik pers plnt she sofa trai tv mAP50

Pure WSOD
WSDDN [2] VGG16 39.3 43.0 28.8 20.4 8.0 45.5 47.9 22.1 8.4 33.5 23.6 29.2 38.5 47.9 20.3 20.0 35.8 30.8 41.9 20.1 30.2
OICR [1] VGG16 58.0 62.4 31.1 19.4 13.0 65.1 62.2 28.4 24.8 44.7 30.6 25.3 37.8 65.5 15.7 24.1 41.7 46.9 64.3 62.6 41.2
PCL [9] VGG16 54.4 69.0 39.3 19.2 15.7 62.9 64.4 30.0 25.1 52.5 44.4 19.6 39.3 67.7 17.8 22.9 46.6 57.5 58.6 63.0 43.5
W2F [15] VGG16 63.5 70.1 50.5 31.9 14.4 72.0 67.8 73.7 23.3 53.4 49.4 65.9 57.2 67.2 27.6 23.8 51.8 58.7 64.0 62.3 52.4
C-MIDN [22] VGG16 53.3 71.5 49.8 26.1 20.3 70.3 69.9 68.3 28.7 65.3 45.1 64.6 58.0 71.2 20.0 27.5 54.9 54.9 69.4 63.5 52.6
C-MIDN + FR [22] VGG16 54.1 74.5 56.9 26.4 22.2 68.7 68.9 74.8 25.2 64.8 46.4 70.3 66.3 67.5 21.6 24.4 53.0 59.7 68.7 58.9 53.6
Pred Net [23] VGG16 66.7 69.5 52.8 31.4 24.7 74.5 74.1 67.3 14.6 53.0 46.1 52.9 69.9 70.8 18.5 28.4 54.6 60.7 67.1 60.4 52.9
SLV [24] VGG16 65.6 71.4 49.0 37.1 24.6 69.6 70.3 70.6 30.8 63.1 36.0 61.4 65.3 68.4 12.4 29.9 52.4 60.0 67.6 64.5 53.5
SLV + FR [24] VGG16 62.1 72.1 54.1 34.5 25.6 66.7 67.4 77.2 24.2 61.6 47.5 71.6 72.0 67.2 12.1 24.6 51.7 61.1 65.3 60.1 53.9
WSOD2 [5] VGG16 65.1 64.8 57.2 39.2 24.3 69.8 66.2 61.0 29.8 64.6 42.5 60.1 71.2 70.7 21.9 28.1 58.6 59.7 52.2 64.8 53.6
IM-CFB [11] VGG16 64.1 74.6 44.7 29.4 26.9 73.3 72.0 71.2 28.1 66.7 48.1 63.8 55.5 68.3 17.8 27.7 54.4 62.7 70.5 66.6 54.3
MIST [7] VGG16 68.8 77.7 57.0 27.7 28.9 69.1 74.5 67.0 32.1 73.2 48.1 45.2 54.4 73.7 35.0 29.3 64.1 53.8 65.3 65.2 54.9
CASD [6] VGG16 70.5 70.1 57.0 45.8 29.5 74.5 72.8 71.4 25.3 67.6 49.3 64.7 65.8 72.7 23.7 25.9 56.3 60.8 65.4 66.5 56.8
SoS-WSOD (ours) VGG16 67.4 83.1 56.2 20.2 44.6 80.9 82.0 78.7 30.3 76.0 49.5 56.6 74.9 76.1 30.1 29.7 64.1 56.6 76.7 72.6 60.3
SoS-WSOD (ours) ResNet50 77.9 81.2 58.9 26.7 54.3 82.5 84.0 83.5 36.3 76.5 57.5 58.4 78.5 78.6 33.8 37.4 64.0 63.4 81.5 74.0 64.4

WSOD with transfer
OCUD + FR [25] ResNet50 65.5 57.7 65.1 41.3 43.0 73.6 75.7 80.4 33.4 72.2 33.8 81.3 79.6 63.0 59.4 10.9 65.1 64.2 72.7 67.2 60.2
LBBA [26] VGG16 70.3 72.3 48.7 38.7 30.4 74.3 76.6 69.1 33.4 68.2 50.5 67.0 49.0 73.6 24.5 27.4 63.1 58.9 66.0 69.2 56.6

Table 4
Correct localization (CorLoc) results on the VOC2007 trainval set.

Method Backbone aero bicy bird boa bot bus car cat cha cow dtab dog hors mbik pers plnt she sofa trai tv CorLoc50
Pure WSOD

WSDDN [2] VGG16 65.1 58.8 58.5 33.1 39.8 68.3 60.2 59.6 34.8 64.5 30.5 43.0 56.8 82.4 25.5 41.6 61.5 55.9 65.9 63.7 53.5
OICR [1] VGG16 81.7 80.4 48.7 49.5 32.8 81.7 85.4 40.1 40.6 79.5 35.7 33.7 60.5 88.8 21.8 57.9 76.3 59.9 75.3 81.4 60.6
W2F [15] VGG16 85.4 87.5 62.5 54.3 35.5 85.3 86.6 82.3 39.7 82.9 49.4 76.5 74.8 90.0 46.8 53.9 84.5 68.3 79.1 79.9 70.3
Pred Net [23] VGG16 88.6 86.3 71.8 53.4 51.2 87.6 89.0 65.3 33.2 86.6 58.8 65.9 87.7 93.3 30.9 58.9 83.4 67.8 78.7 80.2 70.9
SLV [24] VGG16 84.6 84.3 73.3 58.5 49.2 80.2 87.0 79.4 46.8 83.6 41.8 79.3 88.8 90.4 19.5 59.7 79.4 67.7 82.9 83.2 71.0
SLV + FR [24] VGG16 85.8 85.9 73.3 56.9 52.7 79.7 87.1 84.0 49.3 82.9 46.8 81.2 89.8 92.4 21.2 59.3 80.4 70.4 82.1 78.8 72.0
WSOD2 [5] VGG16 87.1 80.0 74.8 60.1 36.6 79.2 83.8 70.6 43.5 88.4 46.0 74.7 87.4 90.8 44.2 52.4 81.4 61.8 67.7 79.9 69.5
MIST [7] VGG16 87.5 82.4 76.0 58.0 44.7 82.2 87.5 71.2 49.1 81.5 51.7 53.3 71.4 92.8 38.2 52.8 79.4 61.0 78.3 76.0 68.8
SoS-WSOD (ours) VGG16 82.4 91.8 66.4 47.5 63.5 88.7 94.8 85.8 44.7 93.6 63.5 70.6 91.6 93.5 37.8 62.0 90.6 71.6 86.6 83.2 75.5
SoS-WSOD (ours) ResNet50 89.5 93.0 71.8 49.2 72.5 88.7 93.8 88.4 54.4 94.3 70.5 70.6 93.0 95.1 39.7 70.2 89.6 74.7 88.1 86.3 78.7

WSOD with transfer
OCUD + FR [25] ResNet50 85.8 67.5 87.1 68.6 68.3 85.8 90.4 88.7 43.5 95.2 31.6 90.9 94.2 88.8 72.4 23.8 88.7 66.1 89.7 76.7 75.2
LBBA [26] VGG16 89.2 82.0 74.2 53.2 51.2 84.8 87.5 83.7 46.2 87.0 48.3 84.7 79.9 92.4 40.3 47.6 88.7 65.6 81.0 81.7 72.5

Figure 2. Visualization of SoS-WSOD results on VOC2007. Top row: groundtruth annotations. 2nd to 4th rows: detection results from stages 1, 2
and 3, respectively.
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Figure 3. Visualization of SoS-WSOD results on VOC2007. Top row: groundtruth annotations. 2nd to 4th rows: detection results from stages 1, 2
and 3, respectively.

Figure 4. Visualization of SoS-WSOD results on MS-COCO (more examples in addition to Fig. 7 in the main paper). Top row: groundtruth
annotations. 2nd to 4th rows: detection results from stages 1, 2 and 3, respectively. Last column: a failure case.
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Figure 5. Visualization of SoS-WSSS results. Top row: groundtruth annotations. 2nd and 3rd rows: instance segmentation results from IRNet (w/
pseudo-mask retraining) and SoS-WSSS, respectively. Last column: a failure case.

Figure 6. Visualization of SoS-WSIS results. Top row: groundtruth annotations. 2nd and 3rd rows: instance segmentation results from IRNet (w/
pseudo-mask retraining) and SoS-WSIS, respectively. Last column: a failure case.
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