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Abstract—For large scale classification tasks, especially in the
classification of images, additive kernels have shown state-of-
the-art accuracy. However, even with the recent development
of fast algorithms, learning speed and the ability to handle
large scale tasks are still open problems. This paper proposes
algorithms for large scale SVM classification and other tasks
using additive kernels. First, a Linear Regression SVM (LR-
SVM) framework for general non-linear kernel is proposed, by
using linear regression to approximate gradient computations
in the learning process. Second, we propose a Power Mean
SVM (PmSVM) algorithm for all additive kernels, by using non-
symmetric explanatory variable functions. This non-symmetric
kernel approximation has advantages over existing methods: it
does not require closed-form Fourier transforms, and it does not
require extra training for the approximation either. Compared
on benchmark large scale classification datasets with millions of
examples or millions of dense feature dimensions, PmSVM has
achieved the highest learning speed and highest accuracy among
recent algorithms in most cases.

Index Terms—Large scale classification, additive kernels, linear
regression, SVM, Nyström approximation.

I. INTRODUCTION

CLassifiers trained with a large set of examples have
played an important role in recent machine learning

research, especially in the computer vision and image process-
ing domain. An accurate classifier has been the determining
component in object detection [1], [2], [3], object and scene
recognition [4], [5], and tracking [6]. It is also important in
other tasks such as image retrieval [7].

The availability of ample images and videos, however, poses
new challenges for classifier training. With millions of images,
training an accurate classifier can take weeks or even years [8],
[9]. Recent advances in learning scalable linear classifiers
have enabled us to train linear SVM in the order of seconds,
even with millions of training examples or feature dimensions,
e.g., LIBLINEAR [10] and Pegasos [11]. However, in the
context of SVM classifiers for image classification tasks, linear
SVM is inferior in terms of accuracy, compared with the
kernel versions of SVM. Non-linear additive kernels have
significantly higher accuracy than the dot-product kernel in
many problems [5], [12], [13], [14].
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A kernel is additive if it can be written as the sum of a
scalar kernel function for each feature dimension, i.e.,

κ(x,y) =
∑d

i=1
κ(xi, yi) . (1)

We use the same symbol to represent a kernel and its
corresponding scalar kernel function in Eq. 1, and x =
(x1, . . . , xd), y = (y1, . . . , yd). Commonly used additive
kernels are the histogram intersection kernel (HIK)

κHI(x, y) = min(x, y) , (2)

and the χ2 kernel

κχ2(x, y) =
2xy

x+ y
. (3)

When learning an additive kernel SVM, general purpose SVM
solvers may be thousands of times slower than the fast linear
solvers. Recent novel algorithms in [5], [12], [13], [14] have
bridged this speed gap. Additive kernel SVM now uses roughly
only a few times more training time of that of fast linear
SVM solvers; or, even faster than linear SVM in some large
problems.

However, even these fast solvers may be slow for modern
large scale datasets. LIBLINEAR requires more than 38 hours
to train the 1000 classifiers on the ILSVRC 1000 dataset [15],
and existing additive kernel solvers take more than 14 hours
to finish (cf. Sec. V-B.) As we are utilizing more and more
images or videos to achieve higher detection / recognition
accuracy, it is compulsory to design more efficient solvers for
additive kernels.

Because of the additive property (Eq. 1), most fast solvers
for additive kernels approximate the scalar version of the ker-
nel κ(x, y). The popular strategy is to find a feature mapping
or embedding φ̂ : R 7→ Rn′

, such that κ(x, y) ≈ φ̂(x)T φ̂(y).
Then, the non-linear SVM classification problem with d di-
mensional input vectors becomes a linear problem with n′d
dimensions. So long as n′ is small (usually n′ = 3 [13], [14])
or φ̂(x)T φ̂(y) can be efficiently calculated by utilizing some
special structures within the mapping [5], [12], both SVM
training and testing can be efficient.

In this paper, we propose a different route to solve the
efficient additive kernel SVM learning problem, which con-
tains advantages over existing methods both theoretically and
empirically. The components of our proposed method include:

• First, in Sec. III, we propose a general linear regression
based framework, LR-SVM, for SVM learning with gen-
eral non-linear kernels, which is the generalization of our
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preliminary works [16] and [17].1 LR-SVM is proposed
to approximate the gradient computation in the dual
coordinate descent solver, by using a linear regression
model. When the explanatory variables are chosen in a
symmetric manner, LR-SVM is equivalent to the famous
Nyström approximation of kernel matrices [18], [19].

• Second, LR-SVM is more general than the Nyström
approximation approach because explanatory variables
can be chosen in a non-symmetric manner, especially for
additive kernels. We propose a specific non-symmetric
assignment of explanatory variables that are suitable
for all additive kernels in Sec. IV. The non-symmetric
explanatory variable function not only leads to an efficient
additive kernel classifier PmSVM, but also provides a
non-symmetric kernel approximation for any additive
kernel κ(x, y). This approximation is non-symmetric,
because it is in the form κ(x, y) ≈ e(x)X−1s(y), and
e(x) 6= s(x) in general.

• Third, we have performed extensive experiments to com-
pare PmSVM with other methods in Sec. V. PmSVM
achieved both higher learning speed and slightly higher
accuracy in large scale image classification tasks than ex-
isting additive kernel classifiers. For example, its training
time for ILSVRC 1000 is reduced to 6 hours. Its accuracy
is significantly higher than linear SVM classifiers and has
up to 6 times speedup.

Finally, we summarize the proposed method and discuss its
limitations and drawbacks in Sec. VI.

II. RELATED WORK

One property that distinguishes image and vision learning
problems from many other domains is that: the features, even
with millions of dimensions, are usually dense. This property
renders those learning algorithms that have O(n2d) or higher
complexity [20], [21] not applicable to large scale problems,
where n and d are the number of examples and feature
dimensions, respectively. Thus, in this section, we briefly
review related research in large scale image classification,
and restrict our attention to linear and additive kernel SVM
classifiers.

Since general purpose kernel SVM solvers (e.g., the SMO
algorithm) may take years to complete in large scale problems,
special structures in the linear (dot-product) kernel are ex-
ploited to achieve speedup at a few orders of magnitudes. Two
typical examples are the coordinate descent algorithm [10],
and the Pegasos algorithm [11] that performs stochastic gra-
dient descent (SGD). In a linear SVM, the gradient in the
dual problem can be computed using only one dot-product
evaluation (cf. Algorithm 1), which makes coordinate descent
very efficient. Similarly, the optimal boundary has the same
number of dimensions as the input, which facilitates SGD.

It is well know that linear classifiers have high accuracy for
very high-dimensional inputs, such as text processing tasks,
which usually have millions of feature dimensions. Image
classification problems, however, mostly have moderate (e.g., a

1Preliminary versions of portions of this work have appeared in [16]
and [17].

few thousands) feature dimensions. Recently, additive kernels
have become popular choices in image classification because
they achieve a tradeoff between high accuracy, moderate
training speed, and high testing speed.

The dot-product kernel is in fact an additive kernel, and
additive kernel SVM solvers draw upon ideas from the efficient
linear solvers, which are enabled by explicit or implicit feature
mappings or embeddings.

The Nyström embedding [14] adopted the Nyström ap-
proximation to approximate additive kernels for each scalar
dimension separately. Consider a set of n′ anchor examples
{x1, . . . ,xn′} sampled from a training set, their kernel matrix
is K with Kij = κ(xi,xj), 1 ≤ i, j ≤ n′. If the square root
of K is S (K = SS and S = ST ), the Nyström embedding
converts a scalar x into φ̂(x) ∈ Rn′

as (n′ = 128 is used
in [14]):

φ̂(x) = S−1
(
κ(x,x1), κ(x,x2), . . . , κ(x,xn′)

)T
. (4)

This embedding is data dependent, and it samples different
anchor examples for different dimensions.

The explicit feature mapping approach [13] finds an approx-
imate mapping function φ̂ based on the 1D Fourier analysis.
For a γ-homogeneous additive kernel κ, the feature map can
be represented using the 1D Fourier transforms and its inverse:

φ(x) = exp(−iωx)
√
xγF−1(ω) , (5)

in which F−1(ω) is the 1D inverse Fourier transform of the
signature F(λ), which in turn is the 1D Fourier transform
corresponding to the kernel κ. Then, the approximate feature
map φ̂ is generated by sampling from φ. This approach is
applicable when the 1D Fourier transform and its inverse have
closed-form solutions; otherwise, φ̂ does not have an explicit
form.

If we restrain the values of xi to integers ≤ v̄, an obvious
mapping for the HIK (cf. Eq. 2) is N 7→ Rv̄ where the first
xi mapped values are 1 and the rest being 0. The coordinate
descent algorithm is revised in [5] to efficiently handle this
mapping indirectly, by using a precomputation strategy. The
approximation in [5] is that the decimal fractions in values
xi are ignored. The mapping in [12] uses the fractions as an
additional dimension in the mapping, and leads to a quadratic
optimization problem similar to that in usual SVM. The
Pegasos algorithm is utilized in [12] to solve it. Both methods
are limited to the histogram intersection kernel.

Recently, additive kernels and related mappings / embed-
dings have also been extended to deal with more complex
kernels, e.g., the generalized RBF kernel [13]. There are also
works on tightly coupling additive kernels with the Fisher
vector and / or product quantization [22], [23].

In this paper, we will focus on efficient additive kernel SVM
learning for large scale classification problems (especially
image classification), detailed in Sec. III and IV.

III. LR-SVM: A LINEAR REGRESSION BASED APPROACH

Before presenting the proposed methods, we first summarize
the notations in Table I.

Given a positive definite kernel κ, its associated feature
mapping φ such that φ(x)Tφ(y) = κ(x,y), and a set
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TABLE I
SYMBOLS AND THEIR MEANINGS. VECTORS ARE SHOWN IN BOLDFACE. A
SYMBOL “X AND Y” MEANS THAT X IS FOR THE GENERAL CASE, AND Y

IS FOR ADDITIVE KERNELS ONLY.

Symbols Meanings
n and d the number and dimensionality of training examples
{(xi, yi)}ni=1 a set of n training examples, xi ∈ Rd, yi ∈ {+1,−1}
κ, φ a positive definite kernel and its feature mapping
g(q) and gj(q) function of computational bottleneck, cf. Eq. 8, 23
β (β̂) and aj linear regression coefficients, cf. Eq. 9, 11, 31
e(q) and e(q) explanatory variable function, cf. Eq. 9, 25
t and tj true values of dependent variables, cf. Eq. 10, 28–30
ci and ci anchor points for learning regression coefficients
X design matrix for linear regression, cf. Eq. 12, 26
s(q) and s(q) similarity function, cf. Eq. 14, 27

of training examples {(xi, yi)}ni=1, we fix our attention to
classifiers of the form sgn(wTφ(x)), i.e., a linear classifier in
the feature space without a bias term. We solve the following
dual SVM problem:

min
α

f(α) =
1

2

∑
i,j

αiαjyiyjκ(xi,xj)−
∑
i

αi

s.t. 0 ≤ αi ≤ C (i = 1, . . . , n) , (6)

where α = (α1, . . . , αn) are the Lagrange multipliers [10].
The weight vector of the classifier is then

w =
∑n

i=1
αiyiφ(xi) . (7)

Note that we use boldface symbols to denote vectors, and
normal font to display scalar values. We assume all the
examples xi ∈ Rd, and xi,j is the j-th dimension in the
vector xi (1 ≤ j ≤ d). We deal with binary problems in this
paper and assume yi ∈ {+1,−1}. For multiclass classification
problems, we use the one-versus-all strategy.

A. The Dual Coordinate Descent Method

As suggested in [24], Eq. 6 can be solved by the dual
coordinate descent method in Algorithm 1, by modifying the
Algorithm 3 of [24] into a kernel version (and, plus other
necessary notational changes.)

Algorithm 1 The Dual Coordinate Descent Method
1: Given α and the corresponding w =

∑
i αiyiφ(xi).

2: Compute Qii = ‖φ(xi)‖2`2 , ∀ i = 1, . . . , n.
3: while α is not optimal do
4: for i = 1, . . . , n do
5: G = yiw

Tφ(xi)− 1
6: ᾱi ← αi
7: αi ← min(max(αi −G/Qii, 0), C)
8: w ← w + yi(αi − ᾱi)φ(xi)
9: end for

10: end while

To ensure the success of Algorithm 1, it is vital to compute
the gradient G (line 5) and update the classifier w (line 8)
in an efficient manner. When the linear (dot product) kernel
is used (i.e., when φ(x) = x), both operations are linear and

finish in O(d) steps. However, for non-linear kernels, both
tasks are generally very time-consuming.

The gradient G measures the changes in f(α) with respect
to αi, which equals

G = yiw
Tφ(xi)− 1 = yi

∑n

j=1
αjyjκ(xi,xj)− 1 ,

and usually requires O(nd) or even more steps to compute.
Furthermore, when the mapping φ is infinite dimensional or
when it cannot be explicitly found, the update step is not even
feasible.

We propose to use linear regression to approximate the
gradient accurately (Sec. III-B) and also finish the update step
accordingly (Sec. III-C). When the explanatory variables for
linear regression are chosen appropriately, we show that the
linear regression based approach is equivalent to the Nyström
approximation for any non-linear kernel (Sec. III-D).

B. Linear Regression for Gradient Estimation

Since both the gradient computation during training and the
computation of prediction function during testing hinge on the
term wTφ(x), it is very important to compute it efficiently.
With properly chosen explanatory variables, linear regression
can achieve this goal.

Let us define this computational bottleneck as a function

g(q) = wTφ(q) =
∑n

i=1
αiyiκ(q,xi) , (8)

whose input is any vector q ∈ Rd, while αi, yi, and xi
are constant in this function. A linear regression model will
estimate the output of this function g(·) as

g(q) = e(q)Tβ + ε . (9)

In Eq. 9, the dependent variable g(q) is expressed as the
dot product of a set of explanatory variables e(q) and the
regression coefficient vector β, plus an error term ε [25].

Intuitively, one could use the vector q itself as explanatory
variables, i.e., as regression input. However, when κ is non-
linear, it is not reasonable to expect that a linear function
qTβ could accurately approximate g(q), which is a non-
linear function of q. Thus, we introduce the explanatory
variable function e(·), which non-linearly transforms q to
e(q). Ideally, the function e(·) should be designed to capture
the characteristics of the kernel κ. This function determines the
quality of approximation, and we will address it in Sec. III-D.
For now, we simply assume e(q) ∈ Rd′ .

Given a set of n′ anchor examples ci ∈ Rd for learning
regression parameters and their true corresponding dependent
variable values

t =
(
g(c1), . . . , g(cn′)

)T
, (10)

it is well known that the ordinary least square (OLS) solution
to Eq. 9 is [25]:

β̂ = X+t , (11)

where X ∈ Rn′ × Rd′ , and

X =
(
e(c1), . . . , e(cn′)

)T
(12)



ACCEPTED BY IEEE TNNLS 4

is called the design matrix. That is, the i-th row of X consists
of e(ci)T , the explanatory variables generated from ci.

In Eq. 11, X+ is the Moore-Penrose pseudo-inverse of X .
When XTX is invertible, we have X+ = (XTX)−1XT ;
and, X+ = X−1 when X is invertible. Note that ci can be
randomly chosen from the training set. However, they can also
be generated by other means, e.g., as centroids of clusters from
a k-means clustering on the training set. Usually n′ � n.

Thus, if we can efficiently compute the explanatory vari-
ables e(q) for any example q, the function g(q) = wTφ(q) ≈
e(q)T β̂ can be approximated in O(d′) steps. That is, both the
SVM prediction and gradient computation in training (line 5
in Algorithm 1) can be very efficient.

C. Update the Linear Regression Coefficients

However, we still need a way to update the classifiers
w (line 8 in Algorithm 1) to complete the proposed linear
regression based approach.

In both SVM prediction and training (Algorithm 1), when-
ever w is used, it is used to compute the term wTφ(q) for
some q. Since wTφ(q) ≈ e(q)T β̂, we do not need to save
the values of w. Instead, we just need to store the values of
β̂, and update β̂ in each iteration.

Given a set of anchor points ci, 1 ≤ i ≤ n′, Eq. 11
states that β̂ = X+t, in which X+ does not change within
Algorithm 1. However, when α changes, g(ci) changes, and
thus t also changes.

Line 5 to 8 updates the classifier by choosing a fixed i
between 1 and n, and then updates αi and w using xi. When
αi is changed by ∆αi = αi − ᾱi, using the definition of t, it
is easy to show that t is changed by

∆t = (∆αi)yis(xi) , (13)

where the function

s(q) =
(
κ(q, c1), . . . , κ(q, cn′)

)T
(14)

outputs a vector that measures the kernel similarity between
q and all the anchor points. We call this function s(q) the
similarity function.

Since n′ � n, the similarity function can be computed
relatively efficiently. And, because ∆β̂ = X+∆t, updating
the regression coefficients follows a simple rule:

β̂ ← β̂ + yi(αi − ᾱi)X+s(xi) . (15)

Putting together the gradient computation and updating rules,
we propose a LR-SVM framework, a linear regression based
SVM framework, in Algorithm 2, in which the explanatory
variable function e(·) and the similarity function s(·) are
defined as above.

D. Choice of the Explanatory Variable Function & Relation
to the Nyström Approximation

The choice of the explanatory variable function e(·) and the
anchor examples ci are critical in LR-SVM. The number of
anchor examples, n′, determines the speed of LR-SVM and
the dimensionality of the similarity function s(·). Its quality

Algorithm 2 The LR-SVM framework

1: α← 0, β̂ ← 0
2: Compute Qii = ‖φ(xi)‖2`2 = κ(xi,xi), i = 1, . . . , n.
3: while α is not optimal do
4: for i = 1, . . . , n do
5: G ≈ yiβ̂

T
e(xi)− 1

6: ᾱi ← αi
7: αi ← min(max(αi −G/Qii, 0), C)
8: β̂ ← β̂ + yi(αi − ᾱi)X+s(xi)
9: end for

10: end while
11: Output: For a testing example q, output: sgn

(
e(q)T β̂

)
.

will determine the quality of the linear regression, and thus
the convergence and accuracy of LR-SVM.

We want the e(·) function to reflect the characteristics of the
kernel κ. Thus, a natural choice is symmetric: make the ex-
planatory variable function the same as the similarity function,
that is, e(q) = s(q) =

(
κ(q, c1), . . . , κ(q, cn′)

)T
. Under this

choice, n′ = d′; X is square symmetric, and Xi,j = κ(ci, cj).
Because κ is a Mercer kernel, X is symmetric and positive
semidefinite, and it has a symmetric square root S: S satisfies
that ST = S and SS = STS = X . Further assuming that
X is invertible, then X+ = X−1 = S−TS−1 = S−1S−1. In
this case, the gradient computing and update rules in LR-SVM
(line 5 and 8 of Algorithm 2) can be changed as:

line 5: G ≈ yiβ̂
T (
S−1e(xi)

)
− 1 (16)

line 8: β̂ ← β̂ + yi(αi − ᾱi)
(
S−1e(xi)

)
. (17)

In the above equations, β̂ = S−1t, which is different from
Eq. 11 by a term S−1, and this S−1 term is accommodated
by changing e(xi) into S−1e(xi) in both equations.

If we create a new dataset {(S−1e(xi), yi)}ni=1 by trans-
forming every example xi to S−1e(xi), LR-SVM is equivalent
to performing a linear SVM on the new dataset. This choice
guarantees that LR-SVM will converge. If we further define
a matrix E ∈ Rn × Rn′

as E =
(
e(x1), · · · , e(xn)

)T
, the

kernel matrix of this new dataset (using dot-product kernel)
is then ES−TS−1ET = EX−1ET , which is exactly the
Nyström low rank approximation of the original kernel matrix
Ki,j = κ(xi,xj) [18]. Furthermore, if we perform a k-means
clustering on the training set, and choose the cluster centroids
as the anchor examples ci, we arrive at the improved Nyström
approximation in [19].

One implementation strategy could be the following: first
transform a dataset xi to S−1e(xi), then train a linear SVM
on the new dataset. The complexity of this strategy include:
O(n′2d) in computing X , O(n′3) in finding S−1, O(n′nd)
in computing the explanatory variables e(xi), O(n′2n) in
converting the dataset, and the time to train a linear classifier.
Since linear SVM can be trained very efficiently [10], [11] and
n′ � n holds in many image classification tasks, the overall
complexity of symmetric LR-SVM is generally much lower
than general purpose SVM solvers for non-linear kernels.

However, as evaluated in [26], if we use this symmetric
approximation strategy to approximate non-linear kernels, they
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usually leads to significant accuracy drop in SVM classifica-
tion, when compared to the exact non-linear kernel SVM. The
real benefit of the LR-SVM framework, however, manifests
itself when the explanatory variables are generated in a non-
symmetric manner, that is, when e(q) 6= s(q), which we
propose to use with additive kernels in the next section. It can
not only achieve great efficiency, but also similar or higher
accuracy when compared with exact non-linear SVM solvers.

IV. PMSVM: EFFICIENT LARGE SCALE ADDITIVE
KERNEL SVM LEARNING

When a kernel κ is additive, that is, when

κ(x,y) =
∑d

j=1
κ(xj , yj) , (18)

it is easy to see that the function g(q) (Eq. 8) is also additive:

g(q) = wTφ(q) =
∑n

i=1
αiyiκ(q,xi) (19)

=
∑n

i=1
αiyi

∑d

j=1
κ(qj , xi,j) (20)

=
∑d

j=1

(∑n

i=1
αiyiκ(qj , xi,j)

)
(21)

=
∑d

j=1
gj(qj) . (22)

That is, by defining the functions

gj(q) =
∑n

i=1
αiyiκ(q, xi,j) (23)

for all 1 ≤ j ≤ d, we only need to deal with the single-
variable, scalar-valued function gj(q). In fact, linear regres-
sion can be used again to approximate gj(·) very accurately.
What is more, now we have more freedom to choose the
explanatory variable function e(·) (Sec. IV-A). These facts
lead to an efficient PmSVM algorithm in Sec. IV-B, whose
implementation issues are discussed in Sec. IV-D and IV-F.
We also discuss the non-symmetric, linear regression based
kernel approximation and examine its quality in Sec. IV-E.

A. Explanatory Variables for Additive Kernels

One benefit of gj(q) over g(q) is that gj(q) is a continuous
function of a scalar variable q. By the Weierstrass approxima-
tion theorem, which states that

Theorem 1. If f is a continuous real-valued function on [a, b]
and given any ε > 0, there exists a polynomial p on [a,b] such
that supx∈[a,b] |f(x)− p(x)| < ε,

we can approximate gj(q) on the closed interval by a poly-
nomial function to any degree of accuracy. Therefore, we can
choose the explanatory variable function to be e : R 7→ Rm:

e(q) =
(
1, q, . . . qm−1

)T
, (24)

where m determines the degree of the polynomial to achieve
good approximation of gj(q).

In practice, we find out that gj(q) is mostly monotone
and the curve is similar to a rotated version of a quadratic
function. Therefore, we can use the following explanatory
variable function e : R 7→ R3:

e(q) =
(
1, ln(q + b), ln2(q + b)

)T
. (25)

This function is non-symmetric because it is different from the
similarity function. We choose this ad hoc function because
empirically it can rotate the quadratic curve to give better
approximation for gj(q). It is also possible to use explanatory
variable function that maps q to higher order (cf. Sec. IV-F). In
Eq. 25, we require q ≥ 0, which is naturally satisfied in many
image classification problems. Since ln(0) is not defined, a
small positive offset b > 0 is added into Eq. 25.

Eq. 25 also means that d′ = 3, which in turn requires n′ ≥
3. We choose n′ = 3, that is, we use 3 anchor values c =
(c0, c1, c2)T to learn the regression parameters. The design
matrix X in Eq. 11 now becomes

X =

 1 ln(c0 + b) ln2(c0 + b)

1 ln(c1 + b) ln2(c1 + b)

1 ln(c2 + b) ln2(c2 + b)

 . (26)

This is a Vandermonde matrix, whose inverse is guaranteed
to exist so long as the anchor values are different from each
other. Thus, X+ = X−1. Note that for all dimensions j, we
use the same anchor points. Thus, the matrix X is the same for
different dimensions j. Consequently, the additive similarity
function

s(q) =
(
κ(q, c0), κ(q, c1), κ(q, c2)

)T
(27)

remains the same across different dimensions.
True values for the dependent variables for dimension j now

forms a vector in R3:

tj =
(
gj(c0), gj(c1), gj(c2)

)T
(28)

=
∑n

i=1
αiyi

(
κ(xi,j , c0), κ(xi,j , c1), κ(xi,j , c2)

)T
(29)

=
∑n

i=1
αiyis(xi,j) . (30)

The last equality uses the definition of the similarity function
in Eq. 27. We use aj ∈ R3 to denote the regression coefficients
for the j-th dimension. Then,

aj = X−1t =
∑n

i=1
αiyiX

−1s(xi,j) . (31)

B. The PmSVM algorithm for Additive Kernels

With equations (25)—(31), we are almost ready to adapt the
LR-SVM framework to additive kernels. In this paper, we pro-
pose and focus our experiments on a family of kernels called
the power mean kernels. However, we want to emphasize that
the proposed algorithm is applicable to all additive kernels.

In mathematics, a power mean function Mp can be defined
for any real number p ∈ R and a set of positive numbers
x1, . . . , xn ∈ R+, as:

Mp(x1, . . . , xn) =

(∑n
i=1 x

p
i

n

)1/p

. (32)

This function is also well-defined for three special cases: p =
−∞, 0, and∞. Their values are min(x1, . . . , xn), n

√∏n
i=1 xi,

and max(x1, . . . , xn), respectively.
One important property of the power mean function is that

many additive kernels are special cases of it, including:
• The χ2 kernel, since M−1(x, y) = κχ2(x, y) = 2xy

x+y ;
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• Histogram Intersection Kernel (HIK), as M−∞(x, y) =
κHI(x, y) = min(x, y);

• Hellinger’s kernel, since M0(x, y) = κHE(x, y) =
√
xy.

Thus, we propose a power mean kernel family for two
vectors x and y ∈ Rd+, based on the power mean function,
which generalizes the three aforementioned additive kernels:

Mp(x,y) =
∑d

i=1
Mp(xi, yi) . (33)

The power mean kernel is indeed a positive definite kernel
when −∞ ≤ p ≤ 0. The special case p = −∞ has already
been proved in [5], for the histogram intersection kernel on
R+. Another special case p = 0 is trivial, since Mp(x,y) =
(
√
x)T (

√
y), where

√
x = (

√
x1, . . . ,

√
xd). Note that the

power mean kernel family is also covered in a broader family
of positive definite metric kernels [27].

In practice, xp may not be defined if x = 0 and p < 0, we
will replace all 0p with εp where ε is a small positive number.
We use ε = 0.001 in our implementation. The complete
PmSVM algorithm is presented in Algorithm 3, in which all
functions and variables are defined in equations (25)–(31).2

Algorithm 3 PmSVM: Power Mean SVM
1: αi ← 0, 1 ≤ i ≤ n
2: aj,k ← 0, 1 ≤ j ≤ d, 0 ≤ k ≤ 2
3: Qii ← ‖xi‖`1 , 1 ≤ i ≤ n
4: while α is not optimal do
5: for i = 1, . . . , n do
6: G ≈ yi

∑d
j=1 gj(xi,j) − 1, in which gj(xi,j) =

e(xi,j)
Taj

7: ᾱi ← αi
8: αi ← min(max(αi −G/Qii, 0), C)
9: aj ← aj + (αi − ᾱi)yiX−1s(xi,j), ∀ j

10: end for
11: end while
12: Output. The set of values {aj}dj=1.
13: Classification. For a test example q ∈ Rd+, the classifica-

tion result is: sgn(g(q)) = sgn
(∑d

j=1 e(qj)
Taj

)
.

C. Extension of PmSVM to the Stochastic Gradient Descent
Algorithm

As discussed in several related papers [11], [24], for large
scale datasets, stochastic gradient is a good choice for training
linear models. Our idea in PmSVM can be extended to use the
stochastic gradient descent (SGD) algorithm by approximating
the kernel version of SGD.

Different from the DCD algorithm which solves the SVM
optimization in its dual form, an SGD algorithm directly
optimizes the primal form:

min
w
f(w) =

λ

2
wTw +

n∑
i=1

max
(
1− yiwTφ(x), 0

)
. (34)

2The name “Power Mean SVM” is inherited from our preliminary
work [16]. However, we want to emphasize again that Algorithm 3 works
for any additive kernel, not only the power mean kernels.

The key idea of SGD is to use stochastic gradient to approx-
imate the full gradient at each iteration. Following [11], we
consider the stochastic sub-gradient of f(w) at iteration t,
given by:

5t = λwt − I[yitwtφ(xit) < 1]yitφ(xit), (35)

where I[·] is the indicator function, which takes the value one
if its argument is true and zero if otherwise. Then, the SGD
algorithm update w by:

wt+1 = wt − ηt5t, (36)

where ηt is the step size or learning rate at the t-th iteration.
As we have discussed in the previous sections, we can

use the PmSVM techniques to approximate the computational
bottleneck g(xi) = wTφ(xi). At iteration t, ∆tg(c) =
(wt+1−wt)

Tφ(c) = −ηt5tφ(c). The regression coefficients
for the j-th dimension is updated at each iteration by:

aj ← aj +X−1∆gj(c). (37)

The learning rate can be adjusted using the strategy in [11]
to ensure good theoretical and practical convergence rate. The
learning rate at the t-th iteration is set to ηt = 1

λ(t+η0) , where
η0 is an initial parameter. A small and fixed learning rate could
also be used.

The complete PmSVM algorithm for SGD is presented in
Algorithm 4.

Algorithm 4 PmSVM-SGD
1: aj,k ← 0, 1 ≤ j ≤ d, 0 ≤ k ≤ 2
2: {Given the number of iterations T , the regularization

parameter λ and learning rate at t-th iteration ηt}
3: for t = 1, 2, . . . , T do
4: Randomly select i from {1, 2, . . . , n}
5: if yi

∑d
j=1 gj(xi,j) < 1 then

6: aj = (1− ηtλ)aj + ηyiX
−1s(xi,j).

7: else
8: aj = (1− ηtλ)aj .
9: end if

10: end for
11: Output. The set of values {aj}dj=1.
12: Classification. For a test example q ∈ Rd+, the classifica-

tion result is: sgn(g(q)) = sgn
(∑d

j=1 e(qj)
Taj

)
.

D. Practical Implementation Considerations

In Algorithm 3, both the testing and gradient computing
steps are very efficient. The complexity is O(n′d + d), and
n′ = 3. Thus, it is only 3 times more expensive than a linear
classifier.

For updating aj , the matrix X−1 and the similarity function
s(xi,j) can both be precomputed and stored, since they only
involve either constant values or the training examples. With
precomputed values, the update step only requires 18 multipli-
cations or summations for every xi,j , which is roughly 3 times
more expensive than a linear SVM. However, we will show
empirically by experiments that PmSVM converges using only
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a tiny fraction of iterations of that of LIBLINEAR. Thus,
PmSVM is usually faster than LIBLINEAR in large image
classification problems. The non-linear additive power mean
kernel also leads to significantly higher accuracies than linear
SVM in practice for image classification tasks.

In PmSVM, p = −1 is exactly equivalent to the χ2 kernel.
However, we do not need to set p = −∞ for HIK. In practice,
p = −8 is accurate enough to simulate HIK.

In our implementation, we precompute ln(xi,j + b) and
Mp(ck, xi,j) for k = 1, 2, and set b = 0.05 in our experiments.
We use c0 = 0.01, c1 = 0.06, c2 = 0.75, and assume
Mp(c0, xi,j) ≈ c0 for all i and j to reduce the storage
footprint. We use the float type (4 bytes each) to store a
real number. In a sparse format, storing one feature value,
its feature index, and precomputed values requires 20 bytes in
total. In contrast, LIBLINEAR uses 16 bytes to store a feature
value and feature index pair in a 64 bit computer. So PmSVM
uses about 25% more memory than LIBLINEAR. The storage
required for aj is 3d in total, which is negligible.

If we use 4 more bytes for every xi,j , we can precompute
and store X−1s(xi,j) ∈ R3 instead of storing only 2 numbers
from s(xi,j). This strategy will increase the memory footprint
of PmSVM by 20%, but will further increase the training
speed.

The precomputation strategy has very high efficiency when
they can be stored in the main memory. When the precomputed
values can not fit into memory, they are computed in every
iteration and the speed becomes 5–6 times slower. Another
possible issue is that Mp(c0, xi,j) ≈ c0 holds if c0 = 0.01,
but if one wants to use different sets of anchor values, this
approximation could be inaccurate.

We can further restrain the ranges of all feature values xi,j
and use a lookup table trick to solve these problems, which
we call PmSVM-LUT. In PmSVM-LUT, we restrict that all
feature values satisfy 0 ≤ xi,j ≤ 1. The range [0 1] is then
divided into N bins, with bin i represented by the value i/N .
By precomputing and storing N values ln(i/N + b), for any
new value x, we just need to find its corresponding bin, and
retrieve the stored value to get ln(x + b). These N values
can be stored in the CPU cache and quickly retrieved. This
matrix (or LookUp Table) makes both prediction and gradient
computation very efficient.

Similarly, the update step can also be accelerated by a
second lookup table. Notice that X−1s(xi,j) ∈ Rn′

, and it
only depends on the value of xi,j , which is in the range
[0 1]. Thus, we create a second lookup table of size n′ × N
with precomputed values X−1s( iN ), 0 ≤ i ≤ N − 1. Then,
X−1s(q) can be found by a simple table lookup for any
0 ≤ q ≤ 1, and the update step is also very efficient. Since
n′ = 3, the table can also be stored in the CPU cache.

We need to choose a bin number N . Choosing the bin
number is important because it not only affects the training
time, but also is related to the training accuracy. Apparently,
a small N will lead to large error and low training accuracy.
We tested with N = 10, 100, 1000, 10000 and find out that
N = 1000 strikes a balance between the precomputation time
(less than 1 millisecond), approximation error (worst case error
less than 0.03%), and SVM classification accuracy. We will

stick to N = 1000 in all the experiments.
For the PmSVM with a SGD solver, we can divide the

regression coefficient a into two parts: A scalar coefficient
sa and a vector va such that a = sava. With this trick,
we only need to shrink the scalar coefficient sa when
yi
∑d
j=1 gj(xi,j) ≥ 1 to avoid the expensive update of the

whole vector (cf. line 8 of Algorithm 4.)

E. Linear Regression Based Kernel Approximation and the
Study of Approximation Quality

Until now we always view LR-SVM and PmSVM as a
linear regression approximation of the gradient computation.
However, we show in this section that linear regression not
only approximates the gradient, but also the kernel matrix.
We will also study the approximation quality.

Notice that wTφ(q) ≈ e(q)T β̂. If we assume that X is
invertible (as in the additive kernel or the symmetric explana-
tory variable function case), we have wTφ(q) ≈ e(q)TX−1t.
Furthermore, it is easy to see that Eq. 30 can be generalized
to the general case as t =

∑n
i=1 αiyis(xi). Putting these facts

together, we have wTφ(q) ≈
∑n
i=1 αiyie(q)TX−1s(xi).

Comparing with the definition wTφ(q) =
∑n
i=1 αiyiκ(q,xi),

we conclude that∑n

i=1
αiyiκ(q,xi) ≈

∑n

i=1
αiyie(q)TX−1s(xi) (38)

for all feasible values of αi, yi, q, and xi. Consequently,

κ(x,y) ≈ e(x)TX−1s(y) (39)

holds for all feasible x and y values. That is, starting from
the linear regression approximation of the gradient, we reach
an approximation of a general non-linear kernel κ.

As already discussed in Sec. III-D, when the explanatory
variable function has a symmetric assignment, i.e., when
e(x) = s(x), Eq. 39 is equivalent to the Nyström approxi-
mation. A particularly interesting instantiation of Eq. 39 is in
the additive case. When e(x) = s(x) for any x ∈ R in every
dimension, we notice that the additive version of Eq. 39 is
exactly the same as the Nyström based embedding of additive
kernels in [14].

Using the non-symmetric explanatory variable function de-
fined in Eq. 25, the non-symmetric kernel approximation for
an additive kernel κ is:

κ(x, y) ≈

 1
ln(x+ b)

ln2(x+ b)

T

X−1

 κ(y, c0)
κ(y, c1)
κ(y, c2)

 , (40)

in which X is defined in Eq. 26.
Fig. 1 shows the result of using Eq. 40 to approximate the

χ2 kernel κχ2(x, y) = 2xy
x+y for 0 < x < 1, 0 < y < 1.

The approximation mesh is almost the same as the mesh
generated by exact kernel values, except for a few cases (e.g.,
in the region annotated by the red ellipse). In fact, the average
deviation is 5.5 × 10−3, and the average relative deviation is
only 1.94%.

Fig. 1 shows that the explicit non-symmetric approximation
has high accuracy. We also compare it with two other explicit
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Fig. 1. Meshes showing (a) exact and (b) approximate kernel values. The x and y axes are x ∈ (0 1) and y ∈ (0 1), respectively. The z axis shows
κχ2 (x, y) using color codes.
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Fig. 2. Compare three approximation methods. The X and Y axes are x and
κHI(x, 0.09), respectively.

embedding methods for additive kernels: the Nyström embed-
ding [14] and the Fourier based feature map [13]. Fig. 2 shows
the values of κHI(x, 0.09) for different x values in (0 1).

The three approximation methods have similar approxi-
mation quality: the average deviation for Eq. 40, Nyström
embedding, and Fourier based feature map are 3.6 × 10−3,
4.3× 10−3, and 6.3× 10−3, respectively. All approximations
are very accurate, while Eq. 40 has slightly smaller error.

Eq. 40 also has other advantages. The Fourier based feature
mapping requires explicit form of the inverse Fourier transform
of an additive kernel to generate the feature map, while Eq. 40
is not confined by this constraint.

Eq. 40 is also stable compared to the Nyström embedding.
In Fig. 2, the Nyström embedding is generated using n′ = 128
(following [14]) anchor points randomly sampled from the
training set. When we use fewer anchor points, the result is not
stable: sometimes the approximation has much smaller average
error than the other two methods; however, sometimes the
approximation error is too large that the approximation is not
usable. Eq. 40 only uses n′ = 3 anchor points, which remain
constant for different dimensions. In the Nyström embedding,
every dimension samples different anchor points.

F. Choice of Anchor Points

PmSVM chooses (0.01, 0.06, 0.75) as the anchor points
for linear regression, based on the observation that most
feature values are in the range [0.01 0.10] in the experimented
datasets, and only a few feature values are above 0.8. However,
this choice may not be good for other datasets that do not have

such a data distribution. Therefore, we want to find out a set of
good nodes for other datasets (and when more than 3 anchor
points are needed).

The Chebyshev nodes are roots of the Chebyshev polyno-
mial of the first kind Tm+1, which are defined as

xi = cos

(
2i− 1

2(m+ 1)
π

)
, i = 1, . . . ,m+ 1, (41)

for a closed interval [−1, 1]. Tm+1 has the following prop-
erty [28]:

Proposition 1. Among all polynomials pm+1(x) of degree
m ≥ 0, whose coefficient of xm+1 is equal to one, the
polynomial Tm+1(x)/2m has the smallest maximum norm of
the interval [−1, 1], that is, we have

min
pm+1(x)

max
x∈[−1,1]

|pm+1(x)| = max
x∈[−1,1]

∣∣∣∣Tm+1(x)

2m

∣∣∣∣ =
1

2m
.

(42)

Since the explanatory variable function Eq. 25 leads to a
polynomial regression, it is desirable to use the Chebyshev
nodes as anchor points in PmSVM or PmSVM-LUT. If we
need n′ anchor points, we can set m = n′ − 1 and compute
the n′ Chebyshev nodes using Eq. 41, followed by an affine
transformation to scale these values into the range [0 1].

In our validation experiments, Chebyshev nodes exhibit
slightly better approximation accuracy than ad hoc nodes.
Since the difference is not big, we keep using the ad hoc
anchor points in PmSVM. However, when more than 3 anchor
points are required, we use Chebyshev nodes to generate them.

Note that when more anchor points are used, the lookup
table trick still applies. That is, when n′ > 3, we can still
create two lookup tables. They are of size N and n′ × N ,
respectively.

V. EXPERIMENTAL RESULTS

In this section, we empirically compare PmSVM and
PmSVM-LUT with other state-of-the-art methods and results.
Sec. V-A gives details of the datasets and baseline algo-
rithms. Results on image classification tasks are presented in
Sec. V-B. Finally, we provide a discussions of various choices
in PmSVM in Sec. V-C.
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TABLE II
SUMMARY OF DATASETS TESTED.

Datasets ILSVRC Indoor Caltech Scene SUN Webspam
Class Number 1000 67 101 15 397 2
Training Size 1.2M 5360 1515 1500 19850 350K

A. Datasets, Baselines and Setups

We tested the proposed PmSVM algorithm on the following
large scale datasets, including five multiclass image classifica-
tion problems and one binary dataset from the machine learn-
ing community. These datasets are summarized in Table II.

The image classification datasets have medium numbers of
dimensions (e.g., tens of thousands) but have dense feature
values. They are:

ILSVRC 1000: This dataset has 1000 categories and
1,261,406 images. Each image is encoded as a 21000 dimen-
sional vector. We use the BOW feature set provided by [15].
The actual number of training images for each category ranges
from 668 to 3047. We use 150 images for testing for each
category.

Indoor 67:3 This dataset contains 67 categories of indoor
images [29]. We generated a bag-of-visual-words feature set
from it using libHIK [5] with the CENTRIST descriptor, 2000
codewords, and parameters “use both, use one-class SVM, and
grid step size 4” (62000 dimensional). We follow the train /
test split of [29], thus we used roughly 80 training examples
and 20 testing examples for each category.

Caltech 101: This dataset contains 101 categories of object
images [30]. We generated a feature set for it using libHIK
with the SIFT descriptor, 2000 codewords, and parameters
“use both, use one-class SVM, and grid step size 2” (62000
dimensional in total). We used 15 training examples and 20
test examples for every category.

Scene 15: This dataset contains 15 scene categories [4]. We
generated a feature set using libHIK with the SIFT descriptor,
2000 codewords and parameters “use both, use one-class
SVM,and grid step size 4”. We used 100 images for training
and the rest for testing for each category.

SUN 397: This dataset contains 397 scene categories [31].
We generated a feature set for it using libHIK with the SIFT
descriptor, 2000 codewords, and parameters “use both, use
one-class SVM, and grid step size 4”. We used 50 training
examples and 50 test examples for every category.

One machine learning dataset is used to showcase the
performance of PmSVM in a problem with both millions of
examples and millions of feature dimensions. It has very high
dimensional but sparse features, and large amount of examples.

Webspam: This dataset has two classes with 0.35 million
training examples and 16 million features. Since this dataset
does not have a testing set, we report the 5 fold cross validation
result, and the reported training time is the average of the 5
runs. It is downloaded from http://www.csie.ntu.edu.tw/∼cjlin/
libsvmtools/datasets/.

PmSVM is compared with state-of-the-art methods on large
scale image classification problems, by measuring their train-

3There are 12 training and 6 testing images whose name ending with
“ gif.jpg” that are not readable by OpenCV. We ignore such files.

ing speed and accuracy. We do not present the testing speed
results in this paper, since per example testing time (excluding
I/O time) is less than 50 milliseconds for all tested methods.
These methods are compared on a computer with an Intel Core
i7 3930K CPU and 32GB memory. Only one CPU core is used
in all experiments. The following methods are compared:

PmSVM-LUT. We set p = −1 to get the χ2 kernel in
the power mean kernel family Mp (PmSVM-LUT-χ2) and
p = −8 for HIK (PmSVM-LUT-HI). For both cases, C is set
to 0.01. The anchor points are Chebyshev nodes and n′ = 3.

PmSVM. We also set p = −1 for χ2 kernel (PmSVM-χ2)
and p = −8 for HIK (PmSVM-HI). For both cases, C is set
to be 0.01. The ad hoc anchor values (0.01, 0.06, 0.75) are
used.

LIBLINEAR. The linear solver by [10], with LIBLINEAR
default parameter C = 1. In addition, we also experiment with
C = 0.01 (the same value as used in PmSVM).

Fourier Based Feature Maps with LUT. We use the
Fourier based feature mapping [13] with a lookup table
approach for both χ2 (fm-χ2) and HIK (fm-HI). Every xi,j
is mapped to 3 dimensions during the training process. Note
that we also use lookup table to accelerate the mapping.
LIBLINEAR is used to classify the mapped features, with
C = 0.01. We use the C source code from the VLFeat software
to find the feature maps, and use 1000 bins to precompute a
lookup table for feature mapping in the range [0 1], so that
they do not need to be computed for every feature value during
the runtime.

We converted all datasets to the range [0 1] by column
normalization. The tolerance of these methods are all set to
be 0.1, which is the default parameter of LIBLINEAR. Note
that here we choose C = 1 or C = 0.01 for these methods
empirically rather than by cross validation mainly due to
two reasons. First, cross validation is very time consuming
and in the large scale case it is not even feasible. More
importantly, as discussed in several related papers [5], [13],
the choice of C does not affect the model accuracy much. Our
PmSVM implementation software and detailed instructions for
preparing the datasets are available for download at https:
//sites.google.com/site/wujx2001/home/power-mean-svm. The
one-vs.-all strategy is used for all classifiers and we also
compare our results with other published accuracy numbers
on these datasets.

The Nyström embedding has been empirically compared
with feature mapping in [13]. They have similar accuracy
rates but the Fourier based feature map is faster than the
Nyström embedding. Furthermore, we also theoretically com-
pare PmSVM with the Nyström embedding in Sec. IV-E.
Thus, this method is not included in our experiments. The
preliminary version of this paper [16] also compared PmSVM
with ICD [5]. It is shown that ICD requires a bigger n′. With
n′ = 3, ICD is inferior to PmSVM. Thus, results of ICD are
not included in this paper either.

B. Results on Image Classification Problems
The results on five image classification problems are shown

in Table III and Table IV, with the training time (in seconds)
shown in Table III and the classification accuracy in Table IV.
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TABLE III
THE TRAINING TIME IN SECONDS ON IMAGE CLASSIFICATION DATASETS.

ILSVRC CALTECH INDOOR SCENE SUN

PmSVM-LUT-χ2 24999 78 131 26 3572
PmSVM-χ2 21791 71 128 24 3433
fm-χ2 50687 151 208 39 6502
PmSVM-LUT-HI 24961 82 144 26 3609
PmSVM-HI 22449 83 148 37 3646
fm-HI 50790 151 222 39 6311
LIBLINEAR 136874 53 442 17 2913
LIBLINEAR (C=0.01) 24919 51 74 17 2769

TABLE IV
THE AVERAGE ACCURACY ON IMAGE CLASSIFICATION DATASETS.

ILSVRC CALTECH INDOOR SCENE SUN

PmSVM-LUT-χ2 26.15% 72.05% 46.18% 84.22% 31.99%
PmSVM-χ2 26.11% 72.05% 46.10% 84.09% 31.84%
fm-χ2 25.67% 72.00% 45.95% 83.95% 31.56%
PmSVM-LUT-HI 26.30% 72.20% 46.85% 84.05% 32.11%
PmSVM-HI 26.23% 72.20% 46.78% 83.92% 32.19%
fm-HI 25.41% 71.90% 46.10% 83.92% 31.66%
LIBLINEAR 22.13% 68.06% 40.93% 83.05% 28.67%
LIBLINEAR (C=0.01) 16.62% 67.91% 41.60% 82.98% 29.34%

1) Accuracy and Training Speed Analysis: As shown in
Table IV, all the additive kernel methods have clearly higher
accuracy rates than the linear classifier. The accuracy rates
are similar within the additive kernel classifiers. However,
PmSVM-based methods have a slight edge. These results show
that the PmSVM method achieves high accuracy in image
classification problems. Furthermore, the difference between
PmSVM-LUT and PmSVM are negligible in all datasets.
We conclude that the lookup table trick, although adds an
extra level of approximation to the kernel, does not hurt the
classification accuracy.

In terms of training time, from Table III we see that
PmSVM-based methods have the highest training speed. The
feature mapping method roughly uses 200% of the train-
ing time of PmSVM or PmSVM-LUT. When comparing
to the linear classifier, when the dataset is relatively small
(CALTECH), LIBLINEAR is the fastest. However, in large
problems (ILSVRC and INDOOR), PmSVM is 3–6 times
faster than LIBLINEAR (C = 1). When C = 0.01, LI-
BLINEAR speed is improved significantly, but its accuracy
rates are much lower than PmSVM. In addition, linear SVM’s
accuracy changes in a non-monotone manner when C changes,
and [10] suggests using C = 1 in general. For example,
on the ILSVRC dataset, the accuracy drops dramatically to
16.62% when C = 0.01. Additive kernels like HIK, as
reported in [5], usually has a near-optimal accuracy at the
default value C = 0.01. Overall, Table III and Table IV show
that PmSVM-based methods are accurate and efficient for
large scale image classification problems. The two versions,
PmSVM and PmSVM-LUT, have similar training speed. Thus,
when the dataset is huge and memory footprint is an important
factor to consider, PmSVM-LUT is a better choice than other
methods.

2) Detailed Training Speed Analysis: One interesting ob-
servation from Table III is the comparison between feature

TABLE V
STATISTICS COMPARING PMSVM AND FOURIER BASED FEATURE

MAPPING ON THE CALTECH DATASET, USING THE LINUX “PERF STAT
--REPEAT 10” COMMAND.

PmSVM-LUT PmSVM fm
#inst. gradient compute 17 22 30
#inst. update classifier 36 28 37
#L1 cache load misses 2.6× 1010 2.6× 1010 4.7× 1010

#L1 total cache load 1.8× 1011 2.0× 1011 2.7× 1011

mapping and PmSVM-based methods. The Fourier based
feature mapping, when using lookup tables, has the same theo-
retical complexity as PmSVM. We further study the difference
between these two types of methods.

It turns out that the difference comes from mainly the gra-
dient computation step. In PmSVM, the gradient computation
requires e(xi,j)Taj (cf. Algorithm 3), while feature mapping
requires φ̂(xi,j)

Twj (wj ∈ R3 is the classifier weights
corresponding to the j-th dimension, and φ̂(xi,j) ∈ R3).
Note that 6 numbers are involved in φ̂(xi,j)

Twj . However,
e(xi,j)

Taj only involves 4 (variables) numbers, since it is
calculated as:(

aj,2 × ln(xi,j + b) + aj,1
)
× ln(xi,j + b) + aj,0 , (43)

in which ln(xi,j + b) is either precomptued or stored in a
precomputed table.

This difference means that fewer arithmetic operations are
required in e(xi,j)

Taj . A more important difference is: be-
cause 2 fewer variable are accessed from the memory, PmSVM
has a much fewer number of cache miss, which means that
a significant amount of time is saved. These related statistics
are shown in Table V.

In Table V, the 4 rows show the machine instructions needed
for every xi,j in the gradient computation step and the update
step, respectively, and the number of L1 cache load misses
and number of L1 cache load during the entire Linux “perf
stat” tool’s profiling run.

PmSVM executes fewer instructions than PmSVM-LUT
because it does not need to perform table lookup; however,
it has more cache loading because more memory is used
in PmSVM. Overall, these two methods have similar total
running time.

The feature mapping approach not only uses more instruc-
tions than PmSVM or PmSVM-LUT in gradient computa-
tion. More importantly, it has roughly 50% more cache load
misses and cache loading operations (both because, for every
xi,j , φ̂(xi,j)

Twj requires accessing 2 more variables than
in e(xi,j)

Taj .) These statistics explain the speed difference
between PmSVM and feature mapping.

As aforementioned, a single iteration of PmSVM is about
3 times more expensive than LIBLINEAR. However, it uses
less than 10 iterations to converge in most of the binary
classifiers; while most LIBLINEAR classifiers converge in a
few hundred iterations, except in the CALTECH dataset. This
is why PmSVM is much faster than LIBLINEAR in the two
larger problems.

3) Alternative Linear SVM Training Framework: We used
the dual coordinate descent solver in all methods presented in
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TABLE VI
COMPARE RESULTS ON CALTECH AND INDOOR.

Method Accuracy
INDOOR

best of PmSVM(-LUT) 46.85%
Parts based models [33] 43.1 %
Pairwise codebook [34] 39.63%
Object bank [35] 37.6 %

CALTECH
best of PmSVM(-LUT) 72.20%
Graph-matching kernel [36] 75.3 %
Localized soft-assignment [37] 74.21%
NBNN+phow kernels [38] 69.2 %

Table III and Table IV. As discussed in Sec. IV-C. SGD can
also be used.

We tried directly use SGD with the learning rates fol-
lowing [11] to train linear SVM for the image classification
problems. For these datasets, the objective function of Pegasos
dropped very fast at the beginning (much faster than dual coor-
dinate descent). The objective value was reluctant to decrease
after certain number of iterations though (e.g., 104). However,
it seems that for these datasets, it is important to reach the
true global minimum of the target function (which requires
far more iterations), because the classification accuracy will
be low if otherwise. Moreover, the SGD solver seems to be
very sensitive to learning rate and the regularization parameter
λ, thus the parameters need to be carefully chosen while DCD
solver is insensitive to C. Therefore, we choose to use the dual
coordinate descent solver in Algorithms 1–3, but our software
package will offer PmSVM with SGD solver for comparison
experiments.

4) Compare with Other Published Results: In this section,
we also compare PmSVM(-LUT) results with results published
on these datasets in recent papers.

For the ILSVRC dataset, we used the feature set provided
by the ILSVRC 2010 competition. The same feature set
achieved an accuracy of approximately 19% in [8], which is
far below the accuracies of PmSVM or PmSVM-LUT. Efforts
have been made in extracting higher dimensional features
(e.g., in [9], [22]), and we expect PmSVM to achieve higher
accuracies using such more complex feature sets.

Results of the other two problems are shown in Table VI.
Our feature set for the INDOOR dataset is bag-of-visual-words
based. It was generated by the libHIK package, using tech-
niques including the spatial pyramid matching, the codebook
generated by histogram intersection kernel clustering, and the
CENTRIST visual descriptor [32]. This feature set leads to
high classification accuracy.

Comparing with results using other feature sets on CAL-
TECH (15 training images per category), PmSVM-based ac-
curacies are lower. The PmSVM classifier, however, may still
achieve high accuracy if applied to the richer feature sets in
these papers.

C. Choices within the PmSVM Methods

Considering Table III and Table IV, a few general patterns
could be observed:
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Fig. 3. PmSVM training time and accuracy with different p values.

• In both PmSVM and PmSVM-LUT, HIK (Mp, p = −8)
is more accurate than the χ2 kernel (p = −1);

• PmSVM plus χ2 is faster than PmSVM plus HIK;
• However, PmSVM-LUT has similar training speed using

these two kernels.
The patterns are also visualized in Fig. 3. Using the INDOOR
dataset, Fig. 3 shows the effect of different p values in PmSVM
in a large range: p = −2q, q ∈ [−4 4] (that is, log2(−p)
gradually changes from −4 to 4 with step size 1.) Results
in this figure is generated in a computer with an Intel Xeon
5670 CPU.

Training time trend: The training time curve (dotted green)
has an obvious pattern if we ignore the point at p = −1
(i.e., log2(−p) = 0): it is monotonically decreasing. PmSVM
with p = −1, in fact, is faster than p > −1 for a special
reason. In PmSVM, we precompute Mp(ck, xi,j), k = 1, 2.
Since M−1 involves computing x−1 = 1/x, it is much faster
to compute than other Mp values (which requires computing
xp and x1/p, p 6= ±1). If we exclude the precomputation time,
empirically the training time of PmSVM is indeed a monotone
function of p. For PmSVM-LUT, since the precomputation
table only has N = 1000 rows, the difference in computing
time is negligible. Thus, PmSVM-LUT has similar training
time for χ2 and HIK.

Classification accuracy trend: The general trend is that
accuracy drops while p increases (or equivalently, log2(−p)
decreases in the x-axis of Fig. 3.)

From these limited amount of observations, we are able to
recommend a rule of thumb: choose p = −1 for faster speed
in PmSVM, and p = −8 (or even smaller values) for higher
accuracy rates; when the dataset is huge, use PmSVM-LUT
instead of PmSVM.

One final choice within PmSVM-LUT is to consider the
number of anchor points. It is difficult to analytically study the
effect of changing n′ in PmSVM-LUT. Instead, the empirical
study in Fig. 4 provides some hints.

As shown in Fig. 4, when the number of anchor points n′

increases from 3 to 6, the maximum relative approximation
error

|κ(x, y)− e(x)X−1s(y)|
κ(x, y)

,

and the mean relative error in the range [0 1] become smaller.
At n′ = 6, the maximum relative errors tested on all datasets
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Fig. 4. Effects of increasing the number of anchors points in PmSVM-LUT-χ2. The x axis shows the number of Chebyshev nodes used in linear regression.
(a): maximum and average relative errors of the kernel approximation on the CALTECH dataset; and, (b): classification accuracy on the WEBSPAM dataset.

are all below 0.5% and the mean relative errors are all below
0.1%. That is, the approximation converges to the exact kernel
value at a fast rate.

Since the worst case error for the n′ = 3 interpolation is
already fairly small, further increasing the degree to minimize
the error will not affect the accuracy much in many cases,
especially in image classification problems. The training time
will increase as degree goes higher. Thus, we recommend
using n′ = 3 in image classification tasks.

But, in some cases (especially in the machine learning
datasets), the classification accuracy will improve visibly when
n′ increases, as shown in Fig. 4b for the WEBSPAM dataset. In
these cases, we may want to use a bigger n′ in PmSVM-LUT.

VI. CONCLUSIONS AND DISCUSSIONS

In this paper, we have proposed algorithms for large scale
SVM image classification and other tasks using additive ker-
nels. A general LR-SVM framework was first proposed to
use linear regression for SVM learning, with the Nyström
approximation being derived as a special case of LR-SVM.
When non-symmetric explanatory variable functions were
used, we proposed the PmSVM algorithm for additive kernels,
and also showed that this non-symmetric kernel approximation
has advantages over existing methods: not requiring closed-
form Fourier transforms, and not requiring extra training for
the approximation. Compared on benchmark large scale image
classification tasks, PmSVM has achieved the highest learning
speed and highest accuracy in most cases among state-of-the-
art methods. Our PmSVM implementation software is avail-
able for download at https://sites.google.com/site/wujx2001/
home/power-mean-svm.

The proposed LR-SVM and PmSVM algorithms have lim-
itations and drawbacks. First, although PmSVM has shown
excellent convergence speed in practice (<10 iterations in most
cases), we have not theoretically analyzed the effect of gradient
approximation to its convergence, or its asymptotic conver-
gence rate. This could be an interesting research direction in
the future.

Second, we provided a non-symmetric explanatory variable
function for additive kernels, but not for general non-linear
kernels. If we find a rule to design non-symmetric explanatory
variables in the general case, we could also greatly enhance the
learning of kernels such as RBF or the generalized RBF kernel,

which are important for image classification tasks. When
an accurate non-symmetric explanations variable function is
found, it is possible that the LR-SVM framework will have
both higher speed and higher accuracy than the Fourier based
approximations in [39], [13].

Finally, the one-versus-all strategy requires N binary clas-
sifiers in a N -class classification problem. It is interesting to
design efficient and effective strategies for large-scale multi-
class classification (e.g. [40]). We are particularly interested
in designing methods that require sublinear method (i.e., less
than N binary classification).
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