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Abstract

Given one task, it is difficult to generate CNN models for many different hard-

ware platforms with extremely diverse computing power for this task. Repeating

network pruning or architecture search for each platform is very time-consuming.

In this paper, we propose properties that are required for this model genera-

tion problem: versatile (fits diverse applications and network structures), full-

spectrum (generates models for devices with tiny to gigantic computing power),

and swift (total training time for all platforms is short, and generated mod-

els have low latency). We show that existing methods do not satisfy these

requirements and propose a VFS method (the V/F/S represents Versatile/Full-

spectrum/Swift, respectively). VFS uses importance sampling to sample many

submodels with versatile structures and with different input image resolutions.

We propose new fine-tuning strategies that only need to fine-tune a best candi-

date submodel for few epochs for each platform. VFS satisfies all three require-

ments. It generates versatile models with low latency for diverse applications,

is suitable for devices with a wide range of computing power differences, and

the models which are generated by VFS achieve state-of-the-art accuracy.
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1. Introduction

Convolutional neural networks (CNNs) have shown their effectiveness in

many vision tasks. With new chip technologies and increasing demands, more

and more micro-devices (e.g., embedded systems and mobile phones) require

running CNNs both locally and efficiently. We need to generate accurate CNN5

models for many different devices for one same application in a short period,

where the computing power of the devices may range from extremely high to

very low. Hence, it is desirable to be able to generate many CNNs models that

adapt to the diverse computing devices automatically when a large model has

been developed for the most powerful platform. This efficient model generation10

problem, however, raises novel challenges for researchers, mainly because these

devices show extremely different computing power and hardware architectures.

First, we do not exactly know how to find a model with proper capacity

to suit the hardware and software capability of a specific device. FLOPs is a

useful metric, but also misleading in many cases [1].2 For example, we may15

have prepared a model for one device with 300M FLOPs after extensive efforts,

but it turns out in deployment that only 295M FLOPs can be tolerated, which

probably means another expensive neural architecture search is needed.

Second, given an extremely diverse set of hardware platforms (from gigantic

GPUs or TPUs to embedded CPUs) and the same target application, how do20

we produce proper CNN models for all of them given a short time budget for

model training?

Existing methods can alleviate both difficulties from different aspects, but

are still far from providing a satisfactory solution. We may train a series of mod-

els under the same architecture, but with different depths [3] and/or widths [4].25

For example, the ResNet family [3] contain models with 18, 34, 50, 101 and 152

layers, while the MobileNetV2 family [4] contain models with different width

2FLOPs (FLoating OPerations) has been defined in different ways in previous methods.

We follow the definition in ThiNet [2] and 1 FLOPs ≈ 2 MACs.
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multipliers: 0.35, 0.5, 0.75, 1.0, 1.3 and 1.4. But, they only provide a very

sparse set of 5 or 6 models, lengthy training needs to be repeated for every

model, and it is impossible to specify a model with precise capacity.30

Network pruning is also helpful, which reduces the capacity of a large CNN

to attain a small one [2], or search a submodel from a large one [5, 6]. Pruning

is useful for the small model to achieve higher accuracy. However, it can only

generate one model after one lengthy training process. Some recent works pro-

duce a few small models from a large one after training the large model with35

many tricks [7, 8]. Such training processes, however, are time-consuming. The

number of generated submodels is still small, and we are not able to specify the

submodels’ precise capacities.

In this paper, we first define requirements for the efficient model generation

problem, which we summarize using three words: versatile, full-spectrum, and40

swift.

• Versatile. The meaning of this requirement is two-fold. First, one ap-

proach should be able to deal with diverse applications (e.g., recognition

& detection). Second, it should generate models with diverse structures

(e.g., width, height, depth, and input resolution).45

• Full-spectrum. The approach should be able to generate models in a

wide range of capacities, e.g., covering 5% to 90% FLOPs range of a large

reference model. More importantly, model generation must be dense—

given any specific point in this range, the approach should be able to

produce an effective model.50

• Swift. The meaning of this requirement is two-fold, too. First of all, we

want the total time to finish the entire model generation process to be

relatively short, i.e., to generate many models quickly. Second, we also

want the generated models to run fast (in terms of on-device, wall-clock

time) during the inference stage. Of course, under a given running time55

budget, we require the generated models to be as accurate as possible.
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Existing methods all lack in various (often many) aspects of these require-

ments. In this paper, consider about these requirements, we propose a method,

which is based on network sampling. Since our method is the first one that

meets all the requirements of V, F, and S, we name our method as VFS.60

Given a high-capacity network model for a given application as the reference

model, we propose a probabilistic method, which is able to sample a myriad

of submodels very efficiently (i.e., dense and fast sampling). In the sampling

process, we propose to use filter-level, stage-level, and block-level strategies (we

will define them in Sec. 3.3). Stage- and block-level strategies are less popular65

in the literature, but are the key to allow us to sample submodels that are only

a tiny fraction of the capacity of the reference model, and also to densely cover a

wide FLOPs range. They generate submodels that have diverse structures and

lead to faster wall-clock timing even at the same FLOPs. And we also sample

submodels that work with different input image resolutions using exactly the70

same sampling process, which brings in more compact submodels and more

choices.

We propose a criterion to measure the potential fitness of every submodel,

which is easy and fast to calculate. After a target hardware platform is speci-

fied, a simple search in the database of sampled submodels (e.g., binary search75

sorted by FLOPs) will determine a best candidate, which has the highest score

among those honoring the capacity constraint (e.g., on-device latency). Note

that a submodel does not need to be trained or fine-tuned at all in order for

determining constraint satisfaction. Hence, finding the candidate has a trivial

computational cost. The technical merits of our probabilistic sampling method80

and the evaluation metric will be studied in detail later.

Finally, we find that in our VFS, fine-tuning the best candidate in our pro-

posed approach with only few (e.g., 25) epochs already leads to an accurate

submodel. Hence, both model generation and inference are very efficient. The

same VFS pipeline can be applied to both recognition and detection tasks.85

Fig. 1 summarizes our image recognition results. VFS generates dense sub-

models efficiently, and with only few (e.g., 25) fine-tuning epochs we achieve
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Figure 1: Inference time and top-1 accuracy on ILSVRC-2012. Our VFS models outperform

other methods in terms of accuracy, latency, and training time. More detailed results will

follow.

state-of-the-art accuracy and latency. Note that the compared methods include

not only pruning methods, but also neural architecture search methods. Con-

trary to our VFS, both threads of methods use more training time, only generate90

one (or very few) model(s), and require many epochs.

In short, in this paper, we propose to study the efficient model genera-

tion problem for diverse hardware platforms, and the proposed VFS is the first

method that simultaneously satisfies all requirements for efficient model genera-

tion. Experiments show that models generated by VFS achieve state-of-the-art95

accuracy and latency, and readily apply to various applications.

2. Related Work

Before introducing the details of VFS, we first review related methods.

Channel Pruning. Channel pruning methods aim at removing less im-

portant channels in every layer, which is one of the most popular technique to100

compress neural networks [9]. After dropping unimportant channels, the pruned

submodel can be fine-tuned to recover its accuracy. Filter-level pruning was first
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used in [10]. If some filters in one layer are pruned, the output features of this

layer and the input of the next layer should be changed correspondingly. After

that, Luo et al. [11] tried to further prune the residual connection to get a wallet-105

shape model, which is a better model structure when the shortcut connection

exists.

Many methods focus on filter importance. Li et al. [10] pruned channels

according to their ℓ1-norm values. He et al. [12] selected channels by a LASSO

regression-based method and least square reconstruction. Luo et al. [2] pruned110

channels based on the statistics computed from the next layer. Huang et al. [13]

forced some of the scaling factors to zero and then pruned them. Rather than

dropping “relative less” important channels, He et al. [14] pruned channels based

on the geometric median. Li et al. [15] used the ℓ1-norm value to prune some

models with different structures after adjusting batch normalization statistics.115

Yu et al. [16] propagated neuron importance scores from the end back to the

previous layers. Kaplan et al. [17] proposed goal-driven pruning which assigned

learnable weights to channels and pruning the network according to learned

weights. Yeom et al. [18] proposed a criterion for iterative pruning based on

an explanation method LRP, and pruned the filters with low LRP scores. Yao120

et al. [19] constructed an optimization model to compress DNNs through in-

terpretability and pruned superfluous and invalid filters to reduce the scale of

the CNN. Gan et al. [20] firstly used Taylor estimation [21] to evaluate the im-

portance of filters and then designed a greedy strategy to iteratively prune the

network.125

Neural Architecture Search (NAS). Since our VFS produces diverse

submodel structures, it shares certain similarities with NAS, too. [23] first

searched good networks in small datasets with reinforcement learning, and [24]

expanded NAS to large-scale image tasks. [25] used weight sharing to save

searching time, but NAS is still expensive. DARTS [26] replaced reinforcement130

learning and evolutionary methods with a gradient-based one, and the search

cost was dramatically reduced. Since then, more gradient-based NAS methods

were proposed [27]. And researchers began to search submodels from a large
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Figure 2: Overview of VFS. The height of a rectangle (layer) in b) represents number of filters,

and color represents importance. The sampler in c) densely samples a database of submodels

with diverse structures from the high-capacity reference model in a), based on the scores from

b). The best candidate is chosen in d) for a platform and swiftly fine-tuned in e) utilizing

knowledge distillation [22]. VFS can generate models for many platforms efficiently.

network by channel searching. Chen et al. [28] automatically adjusted the num-

ber of network channels according to the efficiency of computational resource135

utilization. Guo et al. [29] utilized the scaled sigmoid function to relax the

discrete architecture space, which enabled the gradient-based network training

without the need to evaluate candidate architectures. To avoid the unstable

and inaccurate performance estimation of submodels, Hu et al. [30] presented

a shrinking-and-expanding super network, which decoupled the shared param-140

eters by reducing the degree of weight sharing. In general, NAS can find better

models than pruning methods. However, NAS is more time-consuming, and

only returns one single model in one expensive search process.

From-One-to-Some. Recently, there are work that try to produce more

than one neural network from a well-trained large model. S-Nets [31] trained a145

slimmable network, which can run at different widths. US-Nets [32] extended

S-Nets to universally slimmable networks, which means slimming at arbitrary

width and slimming both with and without batch normalization layers. OFA [8]

trained a once-for-all network with elastic resolution, kernel size, depth and
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width. MutualNet [7] considered balance among network depth, width, and150

resolution. RS-Nets [33] tried to train a single network and switch resolutions

at inference. These methods, however, are expensive in training and only output

few submodels.

3. The VFS Method and Pipeline

The proposed VFS pipeline is illustrated in Fig. 2. Given a reference high-155

capacity model, we calculate the importance scores of all channels and blocks,

then swiftly sample a full-spectrum of submodels with versatile structures. We

then choose the best candidate for a specific target platform, and fine-tune it

for just few epochs to generate a model. When there are many target platforms,

we just need to repeat the final step for each platform.160

In VFS, we need to solve the following difficulties. How to compute scores for

channels, layers, and residual blocks? How to sample diverse submodel struc-

tures probabilistically? How to choose the best candidate? How to fine-tune

the candidate submodel swiftly and accurately? We will present our solutions

to these difficulties one by one in detail in this section.165

3.1. Preliminaries

We use Ci = {c1, c2, . . . , cNi
} to denote the i-th feature map, whereNi = |Ci|

is the number of channels in it. B = {b1, b2, . . . , b|B|} denotes all residual blocks.

So, a model with N layers is defined by M = ([C1, . . . , CN ], B). With a sampled

channel subset C ′
i ⊆ Ci and a sampled block subset B

′ ⊆ B, a submodel is then170

M′
= ([C ′

1, C
′
2, . . . , C

′
N ], B

′
). A submodel with x% FLOPs of the reference

model is denoted as VFS-x.

We use the cosine similarity as our criterion to evaluate the score (i.e., fitness)

of all submodels. The cosine similarity between two vectors x and y is:

cos(x,y) =
x · y

∥x∥2∥y∥2
=

∑
i xiyi√∑

i y
2
i

√∑
i x

2
i

. (1)
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Figure 3: Three different kinds of sampling strategies. In every rectangle box, the first number

is the number of output channels of a convolutional layer, the rest two are the number of input

channels and the kernel size. The structure in b) is obtained by sampling from a) with filter-

level sampling. The structure in c) is obtained after using stage-level sampling after filter-level

sampling in b). And d) is obtained with an entire block dropped.

3.2. Calculating Importance Scores

One underlying assumption for VFS is that there exist some submodels

who are superior to others under a given capacity (running time or FLOPs)175

constraint. Thus, we need a probabilistic sampler that assigns higher sampling

probabilities to better networks. The sampler is also required to be both fast

and to cover a wide FLOPs range densely, instead of only sampling a few points

in that space. As for the full-spectrum requirement, we show that it is highly

correlated with the ability to sample versatile structures, and will devote Sec. 3.3180

to this issue.

Our submodel sampling approach is based on the importance sampling idea.

Sampling a submodelM′
= ([C ′

1, C
′
2, . . . , C

′
N ], B

′
) amounts to sample the blocks

and channels individually, and each block/channel is given a fitness score, which

in turn determines the probability (importance) of a block/channel being sam-185

pled. After discarding those components that are not sampled, a submodel is

generated. Unlike other sampling methods [15], our sampler is very efficient,
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which does not involve any training or fine-tuning.

We initialize every channel with a probability to be sampled and then ex-

ecute weighted random sampling without replacement. The probability of a190

channel is calculated according to the channel importance scores, which are cal-

culated using the method of CURL [11], and the score of one channel is the

KL-Divergence between two models with and without this particular channel.

In short, the more important channels have higher probabilities and are more

likely to occur in submodels (but not always, which keeps diversity).195

3.3. Versatile Structure Sampling Strategies

Three levels of sampling, filter-level, stage-level and block-level sampling,

are used in our method. Differences of these strategies are shown in Fig. 3.

Given a reference model in Fig. 3 (a), filter-level sampling [2] discards unim-

portant filters to obtain the structure in Fig. 3 (b), which does not sample the200

identity mapping arc. Stage-level [11] sampling samples both inside and outside

the residual connection, which enlarges the sampling space and shows benefits

on both accuracy and inference speed [11]. The pruned structure is shown in

Fig. 3 (c). Block-level [34] sampling drops an entire block, and the pruned result

is shown in Fig. 3 (d).205

These strategies come from the pruning community, and we adopt all of them

in VFS, because they are essential to meet the VFS requirements. To meet the

versatile requirement, we need to sample from all sorts of network structures.

Although filter-level is cumbersome in networks with residual connections, both

stage- and block-level strategies are effective in handling it. Because we use a210

filter as the atomic unit for sampling, we can also handle special structures like

those in detection networks.

For the full-spectrum requirement, it is now well-known that stage- and

block-level sampling, in particular block-level, are essential in obtaining satis-

factory accuracy with extremely low FLOPs (e.g., 5% FLOPs of the reference215

high-capacity model). Furthermore, as will be detailed in Sec. 3.4, our proba-

bilistic method introduces randomness in deciding how many channels or blocks
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are to be sampled. This strategy allows dense sampling in a wide range of

FLOPs (cf. Fig. 7), instead of only sampling a few points.

And for swiftness, stage-level pruning has been shown to improve inference220

speed [11], while block-level sampling further accelerates the inference speed

largely.

3.4. The Submodel Sampler

In this part, we describe how to sample a submodel and how to estimate the

channel keep ratio given a target FLOPs reduction. Given a specific FLOPs225

objective (e.g., x× 100% of the reference model’s FLOPs F ), we first estimate

the number of blocks to be discarded. In this paper, we always discard blocks

to meet roughly 35% of all discarded FLOPs, i.e., 0.35(1− x)F .

Algorithm 1: ImportanceSampling

Input: The reference model M = ([C1, C2, . . . , CN ], B);

Normalized importance scores [S1, S2, . . . , SN ] for the channel sets

[C1, C2, . . . , CN ];

The fraction of FLOPs to keep x.

Output: A sampled submodel M′
= ([C

′

1, C
′

2, . . . , C
′

N ], B
′
) .

1 Estimate the number of blocks to keep as K

2 B
′
:= Choice(B,K, SB) (Sampling blocks)

3 R :=
√

x
0.65+0.35x

4 for every remaining layer i do

5 Uniformly sample an integer r from the range[
(R− 0.05)|Ci|, (R+ 0.05)|Ci|

]
6 C

′

i := Choice(Ci, r, Si)

7 end for

8 return M′
= ([C

′

1, C
′

2, . . . , C
′

N ], B
′
)

Suppose K blocks are to be kept, and the set of all blocks is B, with a corre-

sponding set of block scores SB as computed in Sec. 3.2. A classic importance230

11



sampling function Choice(B,K, SB) samples K blocks from the set B, where

the probability of a block being sampled is proportional to its corresponding

value in SB . Note that calling the Choice() function twice will most likely pro-

duce two different sets of sampled blocks. And implementation of importance

sampling can be readily found in all machine learning packages.235

After determining which block is to be sampled or discarded, there remains

approximately 0.65(1−x)F FLOPs to be discarded in the filter- and stage-level.

For simplicity, we assume that in every layer the goal is to sample R × 100%

channels. If we only consider filter- and stage-level sampling, the FLOPs of

a convolution layer is reduced to approximately R2 × 100%. The post-block-

sampling submodel has a total FLOPs of roughly (0.65+0.35x)F , and we need

to discard 0.65(1− x)F FLOPs from it, i.e., to reach xF . Hence, we have

R ≈
√

x

0.65 + 0.35x
.

For example, if we want to keep 40% FLOPs, then x = 0.4 and R ≈ 0.71.

However, if block-level sampling is not applied, then R ≈
√
0.4 = 0.63—i.e.,

block-level sampling makes the submodel wider but shallower, a fact that is

useful for both accuracy and latency.

Overall, we use Algorithm 1 to sample a submodel around x× 100% FLOPs240

of the reference model. Note that in Line 5, the number of layers that are

sampled are not fixed, which means different layers have different widths. This

line allows us to sample submodels with diverse structures. The randomness in

this line also generates submodels that cover a span around xF FLOPs. In our

experiments we first uniformly sample x from the range [0.1, 0.8], and then use245

Algorithm 1 to sample submodels.

3.5. Choosing the Best Candidate

As aforementioned, we densely sample many submodels. Given a target plat-

form, a binary search according to FLOPs can find the best candidate submodel

swiftly—so long as we have a metric to help compare two submodels.250
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Rather than defining this metric as the average scores of all channels (as in

the sampler), here we must directly use the entire submodel as a whole. Given

a calibration set D, and Fs,Fo ∈ RD×C as the feature maps before the fully-

connected layer of the submodel and the reference model, respectively, where

D = |D| is the number of images in D, and C is the number of channels. With255

the cosine similarity of two vectors defined in Eq. 1, the score of a submodel is

defined as 1
D

∑D
i cos(Fsi:,Foi:), where Fsi: and Foi: are the features for the i-th

example in D.

The higher this score is, the faster is the submodel in convergence speed

(details in ablation study), because its features have higher similarity with fea-260

tures from the reference model. In Sec. 4.4, we will show the positive correlation

between this submodel score and its convergence speed.

3.6. Fine-tuning the Chosen Candidate

In order to swiftly generate a new model for a new platform, the fine-tuning

process for the chosen candidate needs to be fast, i.e., using only few epochs.265

Pruning methods [2, 35] often require many epochs (close to or more than

training the reference model), which is very time-consuming. We propose a dif-

ferent fine-tuning strategy in VFS. The best candidate for a large submodel only

requires few (e.g., 25) epochs and a small learning rate, while small submodels

require large learning rates and more epochs (e.g., 50 or even 100 for extremely270

small ones). To the best of our knowledge, this fast fine-tuning strategy has not

been mentioned in the literature, but it is useful for decreasing training time

and increasing submodels’ accuracy.

Before we fine-tune a submodel, we first adjust the batch normalization [36]

statistics. As our submodels are sampled from the reference model, we use275

the reference model as the teacher to distill the submodels. With knowledge

distillation [22] and our fine-tuning paradigm, we only need few epochs for one

submodel (i.e., hardware platform).
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3.7. Sampling Different Input Image Resolutions

In order to get faster and more compact submodels, we take input resolution280

as a variable into VFS. It is clear that if we use a smaller input resolution, we

will reduce FLOPs and inference time directly and sharply. When we sample

submodels from the reference model, we can evaluate them with different res-

olutions, which means we can get different submodels with the same structure

and initial weights, but with different FLOPs and inference time because we285

use different input resolutions. Hence, we will have more choices when finding

models for edge devices whose computing power is extremely limited.

Multi-resolution sampling is easy to be incorporated into our VFS pipeline.

We only need to use more input resolutions during sampling and fine-tuning,

instead of adhering to one specific input resolution.290

4. Experimental Results

We tested VFS on various vision tasks with different model structures. First,

we tested VFS in image recognition, using both ResNet-50 and MobileNetV2 as

reference models on ILSVRC-2012 (both using official PyTorch models). In fine-

tuning, we use the standard data augmentations with them without any other295

tricks. For the hyper-parameters of knowledge distillation, we follow CURL [11]

without any tuning. Moreover, we use SGD as our optimizer and set the mo-

mentum to 0.9. For both ResNet and MobileNetV2, we use cosine learning rate

decay. We sample 25000 submodels, and choose 10000 images as calibration

images for computing these submodels’ scores.300

4.1. Recognition Results on ILSVRC-2012

4.1.1. ResNet-50 on ILSVRC-2012

ResNet [3] is often used in structured pruning experiments, and is famous

for its shortcut connections.

Implementation details. For ResNet-50, we leave the first convolution305

layer, first max-pool layer, and all fully connected layers unchanged. In order
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Table 1: Comparison with recent pruning and NAS methods on ResNet50. Latency was

tested on a single TITAN XP GPU with batch size 64. “#blocks” is the number of discarded

blocks. “MACs” is the number of multiply-and-accumulation operations. The baseline results

and top1 results are cited from respective papers. Different methods use different pre-trained

ResNet50 weights, hence “Acc. ∆” instead of “top1 Acc.” is used here as the comparison

criterion. The entries that are marked with a † have not published their codes or their pruned

models. Those methods that are marked with a ‡ have released models that are not pruned,

in which zeros are use to replace the pruned weights.

Method #blocks MACs (G) Baseline Acc. top1 Acc. Acc. ∆ Latency (ms)

MetaP [37] 0 1.00 76.60 73.40 -3.20 36.3

ABCP [38] 0 0.94 76.01 70.29 -5.72 51.2

DMCP [39] 0 1.10 76.60 74.40 -2.20 33.7

ThiNet [2] 0 1.16 75.30 68.17 -7.13 –†

1G PSF [40] 0 1.00 77.20 72.80 -4.40 –†

S-Nets [31] 0 1.10 76.15 72.10 -4.05 34.4

HRank [41] 0 0.98 76.15 69.10 -7.05 89.4‡

CURL [11] 0 1.10 76.15 73.39 -2.76 48.6

EagleEye [15] 0 1.00 77.20 74.20 -3.00 38.7

VFS 4 0.98 76.15 73.60 -2.55 28.8

MetaP [37] 0 2.0 76.60 75.40 -1.20 58.1

ABCP [38] 0 2.56 76.01 74.84 -1.17 70.7

DMCP [39] 0 2.2 76.60 76.20 -0.40 55.5

ThiNet [2] 0 2.6 75.30 74.03 -1.27 –†

2G FPGM [14] 0 1.90 76.01 74.83 -1.32 –†

PSF [40] 0 2.0 77.20 75.60 -1.60 –†

S-Nets [31] 0 2.3 76.15 74.90 -1.25 63.2

HRank [41] 0 2.3 76.15 74.98 -1.17 89.4‡

EagleEye [15] 0 2.0 77.20 76.40 -0.80 63.8

VFS 4 2.0 76.15 75.28 -0.87 54.0

MetaP [37] 0 3.0 76.60 76.20 -0.40 –†

DMCP [39] 0 2.8 76.60 77.00 +0.40 73.6

3G PSF [40] 0 3.0 77.20 76.70 -0.50 –†

EagleEye [15] 0 3.0 77.20 77.10 -0.10 81.4

VFS 2 3.0 76.15 76.15 +0.00 72.6

ResNet-18 - 1.81 - 69.76 - 26.5

ResNet-34 - 3.66 - 73.30 - 49.6

ResNet-50 - 4.09 - 76.15 - 89.4
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to keep the fully connected layer, we apply stage-level sampling for all stages

except the last one. Block-level sampling is used for all blocks except the first

one of every stage. Filter-level sampling is used for all changeable layers. To

conclude, there are twelve blocks for block-level sampling and three stages for310

stage-level sampling. For a large submodel (FLOPs ratio > 50%), we fine-tune

25 epochs. For a middle submodel (FLOPs ratio between 20% and 50%), we

fine-tune 50 epochs. And for a small one (FLOPs ratio < 20%) we fine-tune 100

epochs. Initial learning rate is 0.01 for the smallest and 0.001 for the largest

submodels, and interpolated in between for others.315

Full-spectrum results. First of all, we choose and fine-tune the submodels

range from 10% to 80% FLOPs. The results are shown in Fig. 1, and detailed

statistics are shown in Table 1. Considering both accuracy and latency, our

VFS can outperform most methods with a large margin. MetaPruning [37] has

similar accuracy as VFS.320

Comparison with other methods in normal settings. For a fair com-

parison, we fine-tune our models using the same settings as others (which means

100 epochs and without using KD). We compare VFS with pruning, NAS, and

from-one-to-some methods, as shown in Table 1. With the standard fine-tuning

setting, our sampled models have comparable results with most state-of-the-art325

methods. Meanwhile, our models are faster, thanks to the using of all three

levels of sampling, in terms of both training time and testing latency. Although

VFS has a slightly lower accuracy than DMCP [39] under similar FLOPs, the

latency of VFS is clearly smaller and trains much faster.

4.1.2. MobileNetV2 on ILSVRC-2012330

MobileNetV2 [4] is a lightweight model and has shown its superiority on

mobile devices. It uses the point-wise and depth-wise convolution layers in

inverted residual blocks, which is already pretty compact.

Implementation details. For MobileNetV2, we leave the fully connected

layers unchanged, and use the same strategy as in ResNet. So there are ten335

blocks for block-level sampling and five stages for stage-level sampling. Because
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Table 2: MobileNetV2 results. #blocks means the number of dropped blocks. Latency was

tested in a single TITAN XP GPU with batch size 64.

Method #blocks FLOPs Top-1 Latency (ms)

Official-0.35 0 118M 60.3 16.9

VFS-20 6 120M 61.7 13.6

Official-0.50 0 194M 65.4 21.2

VFS-32 4 192M 66.8 17.9

Official-0.75 0 418M 69.8 32.8

VFS-70 3 425M 70.6 26.8

Official-1.0 0 601M 71.8 38.1

the MobileNetV2 structure is already very compact and hard to train, we need

more fine-tuning epochs to recover its accuracy. For a large submodel (FLOPs

ratio > 50%), we fine-tune 50 epochs, for a middle submodel (FLOPs ratio

between 20% and 50%) we fine-tune 100 epochs, and for a small one we fine-340

tune 200 epochs.

We sample submodels from 10% to 80% FLOPs, and find three candidates

with FLOPs matching models in the MobileNetV2 series. Results are listed in

Table 2, which shows that VFS models outperform official MobileNetV2 models

with a large margin. In addition, our VFS models run faster in terms of wall-345

clock time (i.e., latency).

4.1.3. Multi-resolution Results

Instead of using the default input resolution (224×224) in ImageNet training

and testing, we also use two smaller resolutions, 168 × 168 and 196 × 196, to

sample and fine-tune submodels. Although we only tested 168 & 196 in our350

research, more input resolutions are also good candidates in practical usage. All

of our multi-resolution experiments were on ResNet-50, and all the experimental

settings are the same as that in Sec. 4.1.1, except those we specifically mentioned

below.
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Figure 4: Inference time and top-1 accuracy on ILSVRC-2012 with different resolutions and

FLOPs.

Implementation details. We use the original ResNet-50 model with res-355

olution at 224 as the teacher model when fine-tuning, and as the supervised

model when calculating cosine similarity. We take input resolution 168 as an

example. In sampling, we sample a submodel with 168 resolution, then we com-

pute the cosine similarity between the feature maps of the submodel with 168

resolution and the feature maps of the reference model with 224 resolution. In360

fine-tuning, we use the reference model with 224 resolution as the teacher to

guide the student model with 168 resolution. In validation and inference, we

feed the fine-tuned model with input images at 168× 168.

With the help of multi-resolution, we can get more compact submodels.

For example, when we use the resolution 168, we can get a submodel at 0.2365

GFLOPs, which is merely 2.4% of the original ResNet-50. And we can get a

better accuracy-inference balance when we use smaller resolution. We sampled

a series of submodels from resolution 168, and then fine-tuned them according

to the same setting in Sec. 4.1.1. After that, we compared them with submodels

in Fig. 1, with the results shown in Fig. 4.370

The experiments have shown that sampling results with smaller resolutions

can enhance the accuracy of small submodels, and provide a more optimal solu-

tion frontier. When we request very low FLOPs or latency, a smaller resolution
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Figure 5: Sampling results with multi-resolution on ResNet-50 for ImageNet. Different colors

represent sampling under different resolutions. This figure must be viewed in color.

leads to higher accuracy when compared with the default 224× 224 one.

Moreover, we draw sampling results with different resolutions in Fig. 5. Sam-375

pling with the 168 resolution can provide more models less than 1 GFLOPs, and

using multi-resolution makes the sampling spectrum more densely populated.

When we compare the detailed statistics of the three different input reso-

lutions in Table 3 to Table 5, it is clear that smaller resolutions obtain higher

accuracy than larger resolutions ones, when either the FLOPs or the latency is380

the same. Furthermore, when the FLOPs are the same, smaller resolution also

leads to lower latency. Hence, especially when one platform has very limited

computational budget, it is advantageous to resort to smaller resolutions in the

proposed VFS framework.

4.2. Object Detection: YOLOv3 on COCO2014385

Most pruning methods focus on the image recognition task, but a versatile

method that can be also applied to detection and other applications is highly

welcome. We test VFS on object detection (YOLOv3 [42], which consists of a

backbone and a detection head) to show that it is versatile. The reference model

of object detection in our experiments is YOLOv3 trained on 320 resolution.390
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Table 3: Inference time and top-1 accuracy of sampled submodels (224 resolution) on ILSVRC-

2012. A submodel with x% FLOPs of the reference model is denoted as VFS-x. Results in

this table are the detailed statistics in Fig. 1 and Fig 4.

submodel #blocks FLOPs (G) Top-1 Acc. (%) Acc. Delta (%) Latency (ms)

VFS-07 6 0.576 65.75 -10.40 13.98

VFS-09 5 0.729 67.05 -9.10 16.19

VFS-14 4 1.141 70.42 -5.73 23.45

VFS-18 4 1.490 71,88 -4.27 27.62

VFS-25 5 2.043 72.64 -3.51 32.03

VFS-30 4 2.434 73.72 -2.43 39.93

VFS-33 4 2.705 73.89 -2.26 42.21

VFS-42 4 1.490 74.75 -1.40 47.60

VFS-61 3 5.010 75.64 -0.51 59.01

VFS-71 2 5.811 75.99 -0.16 65.83

VFS-76 2 6.186 76.07 -0.08 70.32

VFS-82 2 6.690 76.43 +0.28 75.33

Table 4: Inference time and top-1 accuracy of sampled submodels (196 resolution) on ILSVRC-

2012. A submodel with x% FLOPs of the reference model is denoted as VFS-x. Results in

this table are the detailed statistics in Fig. 4.

submodel #blocks FLOPs (G) Top-1 Acc. (%) Acc. Delta (%) Latency (ms)

VFS-10 6 0.827 67.44 -8.71 17.96

VFS-15 5 1.224 70.97 -5.18 21.18

VFS-20 5 1.632 71.74 -4.41 24.82

VFS-25 5 2.015 72.73 -3.42 30.62

VFS-30 4 2.45 73.99 -2.16 35.49

VFS-40 4 3.25 74.27 -1.88 44.06

VFS-50 3 4.10 74.54 -1.61 51.32

VFS-60 2 4.93 75.26 -0.89 56.63

VFS-70 2 5.75 75.61 -0.54 61.09

VFS-80 1 6.51 75.83 -0.32 68.72
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Table 5: Inference time and top-1 accuracy of sampled submodels (168 resolution) on ILSVRC-

2012. A submodel with x% FLOPs of the reference model is denoted as VFS-x. Results in

this table are the detailed statistics in Fig. 4.

submodel #blocks FLOPs (G) Top-1 Acc. (%) Acc. Delta (%) Latency (ms)

VFS-05 6 0.387 62.76 -13.39 9.85

VFS-10 5 0.823 69.30 -6.85 16.25

VFS-15 5 1.220 71.26 -4.89 18.78

VFS-20 5 1.632 71.81 -4.34 24.05

VFS-25 4 2.056 73.22 -2.93 27.75

VFS-30 4 2.432 73.41 -2.74 32.60

VFS-40 3 3.265 73.73 -2.42 40.99

VFS-50 2 4.116 74.77 -1.38 43.52

Implementation details. For YOLOv3, we leave the detection head un-

changed, and use the same strategy in image recognition to deal with the entire

backbone. So there are twenty-three blocks for block-level sampling and five

stages for stage-level sampling. The blocks and channels are sampled randomly.

And we use the features output by the last layer of the backbone to calculate the395

cosine similarity between the submodel and the reference model. Specially, we

add an additional average pooling layer, and put the above features through the

layer before calculating the scores. For all submodels, we fine-tune 10 epochs

on COCO2014 [43] with the multi-scale training strategy. Note that knowledge

distillation was not applied during fine-tuning.400

We use the multi-resolution strategy introduced in Sec. 3.7 during sampling

submodels for detection. The sampling results of YOLOv3 under each resolu-

tions are shown in Fig. 6, from which we have the following observations:

• In each resolution, the cosine similarity decreases when the FLOPs de-

creases, which is consistent with the results in our recognition experiments.405

• Because we did not deal with the detection head, sampling submodels

under the 320 resolution cannot reach very low FLOPs ratios as those in
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Figure 6: Sampling results with multi-resolution on YOLOv3. Different color represents

sampling under different resolutions. This figure must be viewed in color.

the recognition experiments.

• Results of different resolutions usually overlap with each other, and for a

target FLOPs, a submodel from lower resolution often has higher cosine410

similarity.

In Sec. 3.5, for a target FLOPs, the best candidate should be the submodel

with the highest cosine similarity. In object detection, we stick to this strategy.

Moreover, when applying multi-resolution, as aforementioned results of different

resolutions usually overlap with each other. In this case, choosing the one with415

the highest score means we most likely will choose the one which has the lowest

resolution under the target FLOPs.

In order to show the applicability of VFS for generating detection models and

to validate the above strategy, we compare the best submodels from different

resolutions. The results of these VFS submodels are shown in Table 6. We420

can find that for a target FLOPs, the best submodels from lower resolution

achieve better performance, in terms of both mAP and latency. When compared

with the reference model, our VFS submodels highly improves latency with

acceptable loss in mAP.
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Table 6: VFS applied to YOLOv3 on COCO2014. “R” represents the input image resolution,

and the GPU latency was tested on a single TITAN XP GPU with batch size 64.

FLOPs (G) R
mAP, IoU:

Latency (ms)
0.5:0.95 0.5

8
160 18.7 34.6 53.6

192 18.1 33.7 65.4

12
192 22.1 39.8 83.6

224 21.6 39.3 85.5

17
224 24.6 43.9 109.9

256 23.7 43.1 110.4

22
256 25.9 46.0 130.1

288 25.7 45.1 136.4

28
288 27.5 47.9 195.5

320 27.1 47.3 198.7

39 (reference model) 320 28.7 51.7 267.1

4.3. Requirements Satisfaction: V, F, and S425

To compare VFS with other methods in the context of efficient model gen-

eration for many platforms, we consider the requirements of V (versatile), F

(full-spectrum), and S (swift). If a method only partially satisfies the definition

of a requirement, we mark it with ✓ –.

For the requirement of V, we consider two aspects: whether the methods sup-430

port different vision tasks, and whether they support different network struc-

tures. ThiNet, OFA, and MutualNet experimented with different tasks, but

ThiNet only used filter-level sampling rules while OFA and MutualNet can only

produce models with same structures. Hence they are marked with the ✓ –.

EagleEye, MetaPruning, DMCP, and US-Nets only experimented on the recog-435

nition task, and only support filter-level sampling, hence they are marked with

the ✗.

For the requirement of F, if a method can only produce one model in one

training process, then this method will be marked as ✗. And if a method can
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Table 7: Requirement satisfaction results for various methods.

Method Versatile? Full-spectrum? Swift?

ThiNet [2] ✓ – ✗ ✗

EagleEye [15] ✗ ✗ ✗

MetaPruning [37] ✗ ✗ ✗

DMCP [39] ✗ ✗ ✗

OFA ✓ – ✓ – ✓ –

MutualNet ✓ – ✓ – ✓ –

US-Nets [32] ✗ ✓ – ✓ –

VFS ✓ ✓ ✓

produce a few models, then this method will get a ✓ –. Only those methods which440

can produce plenty of methods that distribute densely on the FLOPs axis can

get a ✓. Therefore, ThiNet, EagleEye, MetaPruning, and DMCP get a ✗, since

they only produce one model at a time. OFA, MutualNet, and US-Nets get a

✓ –, because they can produce few models in one training process.

For the requirement of S, we check whether the methods can produce models445

swiftly (i.e., in a short period of time) and whether the generated models have

fast inference speed (instead of small FLOPs amounts). ThiNet, EagleEye,

MetaPruning, and DMCP need lengthy training processes. Hence, they are

marked with the ✗, while other methods are marked with ✓ –because of the

relatively slower inference performance. For the inference speed information,450

please refer to the “Latency” column in Table 1.

The overall comparison is listed in Table 7. VFS is the only method that

is simultaneously versatile, full-spectrum, and swift. And its model generation

time on m devices will be much shorter than baseline methods when m is large.

4.4. Dissecting the VFS Pipeline455

Finally, we study the impacts of different modules in VFS. In detail, the

impact of the sampling strategy, submodel scoring, and fine-tuning strategy

will be studied. All these studies were conducted on ILSVRC-2012 [44] with
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Table 8: The comparison of fine-tuning results between importance sampling and random

sampling. “Cosine” represents “the cosine similarity score”. “epoch/8” means the results at

8th epoch. The sampling results under each sampling type are sorted in descending order by

Cosine.

model
sampling

type
FLOPs Cosine

Top-1 Acc. (%)

epoch/8 epoch/16 epoch/20

VFS-52

importance

sampling

4.31 0.508 53.78 68.44 71.10

4.31 0.502 52.38 68.13 71.17

4.35 0.507 51.69 68.65 71.15

4.29 0.500 53.19 67.96 71.28

4.27 0.490 52.46 67.82 71.09

4.21 0.486 51.66 68.47 71.31

4.35 0.482 51.35 68.04 71.30

random

sampling

4.25 0.466 50.86 68.09 71.04

4.22 0.453 52.61 67.85 71.20

4.32 0.446 50.02 67.65 71.24

4.24 0.427 51.50 68.41 71.25

4.20 0.419 50.25 68.05 70.94

4.23 0.404 52.17 67.55 71.25

4.28 0.363 51.43 68.28 71.26

ℓ1-norm 4.32 0.416 51.95 68.14 71.06

ResNet-50 [3].

Impact of the cosine similarity evaluation metric. In this part, we460

show the effects of using cosine similarity as the evaluation metric. We choose

eight submodels with highest cosine scores and also choose eight submodels ran-

domly (may have high or low cosine scores), and denote as importance sampling

and random sampling respectively. Then we report the accuracy when training

at the 8th, 16th, and 20th epoch (training with 20 epochs total).465

As shown in Table 8, we have the following findings according to these results:

• As the Top-1 results in 8th epoch show, models with high cosine scores

have relative higher convergence speed compared with models with low
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Figure 7: (a) Comparison between random sampling and importance sampling. This figure

must be viewed in color. (b) Mean cosine similarity scores in each bin after splitting the x-axis

into bins.

scores;

• However, when training with sufficient epochs the fine-tuned results among470

the models with different cosine scores are similar to each other;

• We further prune a submodel with ℓ1-norm [10] as criterion, which has no

advantage against randomly sampled submodels with the same fine-tuning

settings.

Impact of importance sampling & block-level sampling. As we men-475

tioned before, submodels with higher cosine scores will have higher convergence

speed. In this part, we illustrate the effects of importance sampling—importance

sampling will more likely to sample submodels with higher cosine scores. In or-

der to verify this argument, we compare importance sampling with random

sampling. Furthermore, we have argued that versatile submodel structures, es-480

pecially block-level sampling, is essential in VFS. Hence, we also compare VFS

with random sampling without block-level sampling. Random sampling sam-

ples blocks and filters uniformly, and random without block-level sampling only

uniformly samples filters.

In Fig. 7, we visualize the sampling results of importance and random sam-485

pling in (a). We then calculate the histogram by splitting the x-axis (FLOPs)
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Table 9: The influence of block-level sampling in VFS on YOLOv3. “R” represents the input

image resolution, and “B?” means sampling with block-level sampling or not. The latency

was tested on a single TITAN XP GPU with batch size 64.

FLOPs (G) R B?
mAP

Latency (ms)
IoU@0.5:0.95 IoU@0.5

8
160 ✓ 18.7 34.6 53.6

160 ✗ 16.8 31.6 63.9

12
192 ✓ 22.1 39.8 83.6

192 ✗ 22.5 40.1 89.9

17
224 ✓ 24.6 43.9 109.9

224 ✗ 24.7 43.7 125.1

22
256 ✓ 25.9 46.0 130.1

256 ✗ 25.6 45.7 132.5

28
288 ✓ 27.5 47.9 195.5

288 ✗ 27.6 47.7 202.9

into bins, and calculate the average score in each bin for easy comparison, whose

results are shown in (b). These results clearly show that importance sampling

outperforms random sampling with a large margin, and sampling with block-

level is far superior to that without block-level sampling—so long as the cosine490

similarity score indeed reflects the convergence speed of a submodel, a fact we

studied before.

Moreover, we explore the influence of block-level sampling in YOLOv3 de-

tection and the results are shown in Table 9. We find that the submodels with

block-level sampling slightly improve the mAP with faster speed.495

Impact of the fine-tuning strategy. The key points of our fine-tuning

strategy are two-fold: changing the number of epochs for submodels with dif-

ferent capacities, and the use of knowledge distillation. Experiments studying

these factors are summarized in Table 10.

From Table 10, we have the following observations:500

• Submodels with different FLOPs need different number of fine-tuning
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Table 10: Different fine-tuning strategies, in which “KD” means using knowledge distillation

or not.

Model FLOPs KD? Epochs Top-1 Acc.

VFS-18 1.49G

✓ 25 70.37%

✗ 25 69.72%

✓ 50 71.14%

✗ 50 70.91%

✓ 100 71.88%

✗ 100 71.74%

VFS-71 5.81G

✓ 25 75.99%

✗ 25 76.03%

✓ 50 76.16%

✗ 50 76.25%

epochs. Larger submodels converge quickly while small ones require more

epochs before reaching convergence.

• With the same number of fine-tuning epochs, models with knowledge dis-

tillation achieve better performance than models without KD, especially505

for the case with few fine-tuning epochs.

• When the number of fine-tuning epochs increases, the effect of KD be-

comes smaller.

Impact of the block discard ratio

As aforementioned in Sec. 3.4, we discard blocks to meet roughly 35% of all510

discarded FLOPs. It is obvious that the discard ratio is a hyper-parameter, so

we try to explore the impact of this discard ratio. We keep the submodels with

similar FLOPs but with different block discard ratios. The number of discarded

blocks is calculated and rounded with the discard ratios, the results are shown

in Table 11. As these results show, we can have a higher inference speed if we515

discard more blocks, but the accuracy will also drop. 35% is a reasonable choice

considering both accuracy and speed.
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Table 11: The fine-tuned results and inference time with different block discard ratio.

“#blocks” means the number of discarded blocks, and “Latency” is tested on a single Tesla

K80 GPU with batch size 64.

Method FLOPs #blocks discard ratio Top-1 Latency (ms)

VFS-70

5.69 0 0% 75.21 313.3

5.65 1 15% 75.09 306.4

5.72 2 35% 75.27 295.3

5.70 3 50% 74.02 292.6

5. Conclusions and Future Work

In this paper, we proposed VFS, a novel network sampling method that

efficiently generates m models for m hardware platforms with very different520

computing power. Rather than running pruning or searching m different net-

work architectures (one for each platform), VFS efficiently samples a database

of submodels with versatile structures, chooses appropriate candidates for dif-

ferent platforms, and then only fine-tunes few epochs for each platform. The

models generated by VFS models have low latency, and adapt to different bud-525

gets and applications. It is also easy to sample submodels with different input

resolutions in VFS, and we find that a smaller resolution is more suitable for

devices with low computing power.

In the future, we will further improve the accuracy of VFS generated models,

e.g., by finding knowledge distillation methods that are seamlessly integrated530

into the VFS sampling process. Furthermore, we will extend VFS to more

vision tasks (segmentation, super resolution, etc. and recent popular models

(especially Vision Transformers and its variants).
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