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Abstract. Internetware is receiving increasing attention. It envisions a
new, yet promising software engineering paradigm for constructing com-
plex systems that are situated in open and dynamic networked environ-
ments. Typical examples of Internetware systems include Internet-based
and cyber-physical systems. These systems, although having addressed
some practical needs, may still be subject to various environment and
adaptation risks at runtime. In this paper, we highlight the necessity
and challenges of managing these risks. We overview existing work and
present our efforts in identifying and controlling the risks. We argue
that by managing these risks, the Internetware paradigm proceeds in a
quality-assured direction.

1 Introduction

Nowadays more and more software systems are situated in open and dynamic en-
vironments such as the Internet or some cyber-physical scenarios. These systems
are often characterized with autonomy, coordination, context-awareness and self-
adaptability [1,2]. They pose new challenges for software developers and re-
searchers, as conventional software engineering paradigms, including structured
methods and Object-Oriented methods, fall short in managing the complexity
of dealing with these new characteristics.

To this end, a new software paradigm, named Internetware, has been con-
ceptualized and developed by a group of Chinese researchers including us in
the past decade [1,2,3]. Behind the various new architecture models, develop-
ment methods, enabling techniques and operating platforms of the Internetware
paradigm, there is an old principle of Separation-of-Concerns, i.e., the separa-
tion of coordination logic from autonomous computing entities, adaptation rules
from business behavior and environment perception from system function.
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While the Internetware paradigm does help in managing the complexity, there
are still important risks to be understood and controlled during the construction
and execution of these adaptive systems situated in open environments. Some of
these risks are caused by the inherent unpredictability of the environments and
the limitation of environment sensing mechanisms. Misunderstanding of envi-
ronment changes could cause faulty system reactions. Other risks arise from the
aggressive separations of concerns. Over-simplified view of interactions among
the environment sensing, system adaptation and business logic would lead to
non-optimal or even erroneous behavior.

In this paper, we try to identify and eliminate some of the most significant
risks. Especially, we will discuss the temporal disorder risk and the context in-
consistency risk in the perception of environmental changes, as well as the faulty
adaptation risk and the dynamic update risk in the adaptation to the changes.
Although we have explored some of the concrete techniques and algorithms else-
where [4,5,6,7,8,9], this paper is our first attempt on the integral study of risk
management for the Internetware paradigm.

In the rest of this paper, we first introduce the Internetware paradigm and
identify related risks in Section 2, then overview existing work and present our
efforts in Section 3, and conclude the paper with a brief summary in Section 4.

2 Environment-Driven Internetware Model and Its Risks

2.1 Environment-Driven Architecture for Internetware

While complexity is in the essence of software [10,11], software application sys-
tems situated in open environments are more complex than traditional ones
because: 1) they must dynamically discover and coordinate with autonomous
external systems and resources, and 2) they have to deal with at runtime con-
stant changes in their environment and in the requirements they must satisfy.

Developing such a system with conventional software engineering methods
would suffer from this complexity because those methods normally assume, ex-
plicitly or implicitly, that during the execution of a system its environment and
requirements remain stable and that the system can control, or at least safely
assume about, the behavior of all resources it uses. If there were any dynamic
environment/requirement changes to be handled at runtime, the system’s devel-
oper should have fully predicted the changes, taken them as part of system inputs
and hard-coded the change handling logic together with functional logic. Unfor-
tunately, due to the ever changing nature of open environments, this approach
would make the system over-complicated, even infeasible at all.

We need a new software paradigm to address this complexity directly. The
basic idea of our approach to Internetware so far is two-fold. First, we separate
coordination logic from business logic and reify it as a runtime model object,
so that the coordination logic becomes programmable, and is also dynamically
adaptable to the autonomous coordination entities. Second, we make the sens-
ing of and adaptation to the environmental changes an explicit and integral
part of the system, so that these concerns can be separately addressed while
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Fig. 1. Risks in the environment-driven Internetware architecture

their impacts on system functionalities can be systematically managed. These
two treatments mutually premise each other. By the former the system becomes
loosely-coupled and dynamically adjustable, which makes the adaptation to en-
vironment changes possible. By the latter the system as a whole can be viewed
as an autonomous entity subject to further coordination.

For simplicity, in this paper we focus on the perception of environment changes
and the dynamic system adaptation to these changes, as we have extensively dis-
cussed the architecture models and enabling techniques for the realization of the
idea [12,13,2,14]. Fig. 1, which is adapted from [14], shows an environment-driven
view of the Internetware architecture. In this view, an Internetware application
system consists of two major parts:

Explicit Environment Constructs. This part is responsible for the model-
ing, sensing and understanding of environmental context, and reports in-
terested environment change events to the evolving system part. Statically
there is a domain-specific environment model that defines the scope and the
laws of the environment to be sensed, and an application-specific environ-
ment specification that defines the contexts/events of interest to the current
application. At runtime the concrete information about the environment is
sensed and processed according to the environment model and specification,
normally using some middleware infrastructure.

Dynamically Evolving System. This part provides the business functional-
ity of the application. Different from conventional systems, it must be able
to work with different configurations corresponding to different environment
settings, and the switching between these configurations must be carried
out smoothly at runtime. At runtime the system reacts to the reported en-
vironment changes by dynamically changing its structure and behavior as
specified by the adaptation logic.
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Here, the adaptation logic can be a set of rules or strategies [15,16] that decide
whether or not the current configuration is still feasible, as well as if not feasible,
how to evolve from one configuration to another. As this part is flexible and
customizable by developers, it may be subject to risks as we explain later.

2.2 Identifying Risks

Conceptually, the architecture in Fig. 1 covers all major building blocks and op-
eration steps of Internetware systems. However, things may not work exactly as
expected when we zoom into the details. To prevent the system from deviating
from its goal and to assure user satisfaction, some new risks beyond the consid-
eration of conventional software engineering methods must be carefully handled.
Among them there are:

Environment Risks. This category of risks can happen during the environment
sensing and context processing steps. They come from the nature of dynamic
and unpredictable physical environment, the noise and inaccuracy of sensing
mechanisms used and the incorrect interpretation of sensed data. For example,

– Temporal disorder risk. Open computing environments are distributed in na-
ture. To obtain a correct understanding of the environment from a collection
of locally observed and partially ordered events cannot succeed unless these
events are sufficiently ordered. This is non-trivial because global time is not
always available in open environments.

– Context inconsistency risk. During the sensing step, environment data (a.k.a.
contexts) are often sensed with different devices, on different time and at dif-
ferent locations. They also go through processing steps with possibly different
algorithms. They are thus subject to various inconsistencies when they arrive
at applications.

Adaptation Risks. This category of risks can happen during the adaptation
decision and execution steps. Dynamic system adaptations must guarantee some
level of robustness, stability and system consistency, despite the fact that the
dynamics of the environment is not fully predictable. Adaptation risks threaten
these guarantees. For example,

– Faulty adaptation risk. This risk is caused by developers’ inadequate consid-
eration of environmental dynamics. Although one can always reduce the risk
by considering more cases that could happen, one cannot fully eliminate it
because not everything can be predicted. Some sort of "safe nets" must be
provided to control this risk.

– Dynamic update risk. This risk happens when the system is actually modified
at runtime. We have learned a lot about the difficulties of (offline) software
evolution, but dynamic update poses more challenges such as how to migrate
the legacy state and how to ensure the system consistency and the correctness
of on-going activities, not to mention the disruption caused by the update.
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Here we should mention that in this paper we use the term risk in a rather casual
way. It means potential threats to software systems that may lead to failures or
degradation of service quality. There are more formal treatments of risks in the
software engineering community. For example, Cailliau and van Lamsweerde pro-
posed a probabilistic framework for risk assessment in the requirement analysis
phase [17]. More generally, Ishimatsu et al. advocated that the risk analysis pro-
cess should be weaved into the whole lifecycle of system engineering in STPA [18].
However, we believe that the efforts presented below provide a first step to the
full-fledged risk management for Internetware systems.

2.3 An Illustrating Scenario

Let us motivate our risk discussions with a scenario as illustrated in Fig. 2.
Consider an auto-pilot application that controls a vehicle to travel in a smart
city [19]. The vehicle is supported by a variety of sensing devices, either installed
on the vehicle or deployed all over the city. The auto-pilot application aims to
provide a safe and comfortable ride for passengers. It automatically avoids nearby
vehicles to prevent collisions, and plans shortest routes without traffic jams to its
destinations. All these can be done by collecting sensory data about the vehicle’s
surroundings, as well as measuring traffic conditions along its planned routes.

Software development for such kind of cyber-physical systems is a typical tar-
get domain of the Internetware paradigm because the constituting entities are
autonomous, the environment is open and constantly changing, the system is
built with the coordination of these autonomous entities and needs to automat-
ically adapt to the changing environment.

For this scenario, the auto-pilot application can own the following adaptation
logic. The vehicle takes its normal functionality of calculating a shortest route
to its destination. If the traffic conditions on its calculated route deteriorate
greatly as the vehicle travels, the application would adapt to new application
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logic that recalculates a more efficient route based on actual traffic conditions.
Later, during its journey, if some other vehicles on highways get too close to this
vehicle, the application would again adapt to new adaptation logic that protects
this vehicle by automatically avoiding potential collisions with nearby vehicles.
As such, environmental changes would trigger the adaptation of this application
in right time and keep guaranteeing its service quality.

However, the reality is not smooth. Sensing devices are distributed all over the
city. They are not fully synchronized. The transmission of sensory data may also
take unpredictable time before they arrive at a central server for processing. As
such, collected sensory data are subject to varying delays, causing natural asyn-
chrony. The asynchrony can easily incur temporal disorder of contexts derived
from these sensory data. This can further mislead the vehicle to make wrong
plans on travelling routes. This is one example of our discussed temporal disor-
der risk. Another context inconsistency risk may arise due to a similar concern.
Contexts derived from sensory data are from different sensing devices. They
work in an independent way, using different processing modules and adopting
different local views to understand their environments. Their understanding can
be incomplete, inaccurate, or even conflict with each other. Thus resulting con-
text inconsistency would cause the vehicle to wrongly estimate its surrounding
traffic conditions. Then preventing vehicle collisions cannot be fully or effectively
ensured, when such context inconsistency risk is present.

More risks can arise when new adaptation logics are designed to cope with
such environmental dynamics and risks. Adaptation logics can be faulty if ex-
ceptional cases are not adequately or properly considered. The faults are hard
to detect by traditional model checking or testing approaches. Thus, adaptation
allows an application to address environmental dynamics in a systematic way,
but at the same time also makes the application error-prone. For the auto-pilot
application, its route planning may work individually, but can be affected or even
ruined by its adaptive collision avoidance strategy. Even if the application works
for one vehicle, it may become unpredictable in effectiveness when deployed to
thousands of vehicles. This is one example of our discussed faulty adaptation
risk. Another dynamic update risk closely relates to the same concern. If the
auto-pilot application is found to be faulty, it is impractical to reclaim all vehi-
cles and reinstall a new version of this application manually. A better way is to
automatically download the new version, and dynamically upgrade to it. Thus,
dynamic update risk may arise, and guaranteeing safety for the update process
when the vehicle is running is challenging.

3 Managing Risks

3.1 Temporal Disorder Risk

The contexts are distributed by nature. They are often collected by distributed
but coordinating devices. Observe that context collecting devices may not have
global clocks and may run at different speeds. They heavily rely on wireless
communications, which suffer from finite but arbitrary delay. Moreover, context
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collecting devices may postpone the dissemination of context data due to re-
source constraints, which also results in asynchrony. Some existing schemes for
context processing implicitly assume that context collecting devices share the
same notion of time [20,9]. This assumption does not necessarily hold in open
environments. In some schemes, time is considered a very important type of
context. In order to accurately compare and combine context arriving from dis-
tributed context collecting devices, these devices must share the same notion of
time and be synchronized to the greatest extent possible [21]. In these schemes,
the context collecting devices are simply assumed to have the same notion of
time, or synchronization is conducted in a best-effort manner. This makes the
environment-driven Internetware systems prone to the risk of perceiving tempo-
rally disordered contexts.

In order to control the temporal disorder risk resulting from the intrinsic
asynchrony among context collecting devices, two complementary approaches
can be be adopted. We can conduct synchronization among context collecting
devices, and explicitly model and control the inaccuracy of time synchronization.
Meanwhile, in case that only temporal order among contextual events is suffi-
cient, we can also use logical time to explicitly record and maintain the temporal
happen-before relation among contextual events.

For example, clock synchronization in TrueTime [22] is implemented by a set
of time master machines per data center and a time slave daemon per machine.
All masters’ time references are regularly compared against each other. Every
daemon polls a variety of masters to reduce vulnerability to errors from any one
master. Between synchronizations, both masters and slaves advertise a slowly
increasing time uncertainty that is derived from conservatively applied worst-
case clock drift.

In [4,5], the message exchange among context collecting devices is used to
establish the happen-before relation among contextual events. Logical vector
clocks are employed to encode and decode this happen-before relation. Based on
the happen-before relation, the applications’ concerns on the temporal patterns
of contextual events occurrences can be delineated by logic predicates. Online
detection of such predicates enables the applications to be aware of the temporal
properties of the contexts, despite the asynchrony.

Take the intersection management in the auto-pilot application as an example.
Vehicles heading the same direction should pass the intersection one by one,
while vehicles from directions cannot pass the intersection at the same time.
Here each vehicle must sense the contextual events around it. More importantly,
each vehicle must be guaranteed correct perception of the temporal order among
contextual events. Or, the risk of temporal disorder of contexts may lead to traffic
accidents.

3.2 Context Inconsistency Risk

The second environment risk concerns the inconsistency of contexts Internet-
ware applications collect from environments. These contexts are firstly perceived
by different sensing devices, and then composed by different software modules.
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As mentioned earlier, these sensing devices have different local views of their
environments, and software modules also have different built-in processing mod-
ules. As a result, the contexts finally collected by applications are subject to
various inconsistencies. They would, if left unattended, drive these applications
to behave abnormally.

Let us first consider the situation where context inconsistencies are not de-
tected. Applications would use contexts from environments directly. They would
use as many contexts as possible, aiming to understand their environments bet-
ter. However, these contexts have inherent inconsistency problems, behaving as
being incomplete, inaccurate, or even conflicting with each other [23,9]. This
would affect application functionalities unexpectedly. Many existing context-
aware applications [24,25] and middleware infrastructures [26,27,28,29] suffer
from this problem.

To detect this risk, applications need to check collected contexts against con-
sistency constraints [30,31,9], and use them only if no problems are found. Tradi-
tional inconsistency detection techniques [32,33,34,30] may apply here, but there
is no guarantee that all contexts would be checked, or could be checked in time.
This is because contexts are much more dynamic than traditional software arti-
facts like UML diagrams or XML documents. Without an efficient and effective
methodology, contexts cannot be thoroughly checked for potential inconsistency
problems at runtime. Therefore, we propose incremental or partial constraint
checking techniques [35,9] for this purpose. They address two necessary require-
ments and corresponding challenges: 1) efficient, such that applications can have
good responsiveness to dynamic contexts, and 2) effective, such that context in-
consistency would not be missed and could be detected in time. By doing so,
applications run with the enhanced ability of detecting context inconsistency
risk at runtime.

A follow-up issue is that when the inconsistency risk is detected, it should
be handled. This corresponds to resolution activities for detected context incon-
sistency. We note that these activities should be performed automatically and
timely due to the massive and dynamic nature of contexts.

Let us also first consider the situation where context inconsistency risk is not
handled. Contexts would be used by applications directly, or even if checked for
inconsistency problems, the problems are simply recorded without any resolu-
tion. As a result, applications would run with inconsistent contexts, subject to
various failures. For example, location-aware applications are very popular nowa-
days [36,37,38], but they are commonly suffering from the context inconsistency
risk.

To handle this risk, context inconsistency should be resolved automatically
and timely, such that resulting contexts fed to applications are guaranteed to
be inconsistency-free. However, since resolution activities alter contexts, they
inevitably affect application behaviors. Thus incurred side effect [39,40] may not
have been considered or controlled. As a result, applications can still behave
unexpectedly due to such uncontrolled resolution activities, leading to new chal-
lenges to protecting application functionalities. Therefore, we propose to resolve
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context inconsistency, and at the same time measure and control the side effect
of doing so. Then application-specific needs on context use are modeled and
customized in resolution activities, such that a balance between inconsistency
resolution and its incurred side effect can be achieved and optimized for each
application [39,40]. This practice imposes new requirements and corresponding
challenges in efficiently estimating and deciding potential side effect for different
resolution activities at runtime. By doing so, applications run with the enhanced
ability of handling inconsistency risk at runtime. Together with the earlier in-
consistency detection ability, we are able to control context inconsistency risk
for Internetware applications in a defensive way.

3.3 Faulty Adaptation Risk

The second adaptation risk concerns potential faults that may be experienced
by Internetware applications during their runtime adaptation. Even with con-
texts free of inconsistency (i.e., inconsistency risk is controlled), applications can
still be subject to various runtime failures, which only manifest in context-aware
adaptation. These failures are due to their responsible faults in applications,
which are caused by developers’ inadequate consideration of environmental dy-
namics. Studies [16,41,8] show that these faults (named adaptation faults) differ
from those that can be easily exposed by traditional software testing and anal-
ysis techniques. They would, if left unattended, drive applications to behave in
an unpredictable or unstable way.

Let us first consider the situation where the faulty adaptation risk is not
controlled. Applications are examined by traditional software testing and analy-
sis techniques for simulated environments. Detected faults are then fixed. After
that, these applications are released to real environments, where new adaptation
faults can be encountered at runtime. This is because real environments are sub-
ject to various sensing noises, which cannot be completely predicted or precisely
modeled in advance.

To protect application functionalities and prevent applications from suffering
unexpected failures at runtime, the faulty adaptation risk needs to be controlled.
Efforts can be made to exhaustively search an application’s state space. Then all
adaptation faults can be detected as long as they fall in this space [16]. However,
such a state space is typically large or even infinite. Then the space is usually
incompletely modeled or searched. As such, false negatives (i.e., missing adapta-
tion faults) naturally result. On the other hand, since environmental dynamics is
not fully predictable, application modeling can easily overlook or violate physical
laws or domain rules. Then the modeling would fail to isolate infeasible scenarios
and mistakenly include them into the fault analysis. This leads to numerous false
positives (i.e., unreal adaptation faults) [42,8].

Based on these existing efforts, we propose to strengthen both dynamic anal-
ysis and static analysis to better detect adaptation faults. Dynamic analysis can
incorporate runtime information, such that false negatives can be avoided [42,8].
Static analysis can prune infeasible scenarios by learned environment models, such
that false positives can be alleviated [15]. Both analysis techniques contribute
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to controlled adaptation risk for Internetware applications. Furthermore, even if
missed adaptation faults manifest at runtime, they can also be restricted on their
impact by automated application recovery [43]. This further strengthens an ap-
plication’s ability to control its experienced faulty adaptation risk.

3.4 Dynamic Update Risk

Once it is decided that runtime adaption is necessary to deal with detected
changes in the environment, two issues arise. First, we need to decide the new
configuration (or version) of the system that is suitable for the changed environ-
ment. Second, we need to figure out how to transfer the running system from
the current configuration to the new one without shutting down the system or
sacrificing ongoing activities. While the former can be addressed more or less by
conventional techniques, the latter is more challenging and prone to risks.

The most severe risk here is that the correctness of the running system could
be damaged if the dynamic update were not well coordinated with ongoing
activities, even though the new configuration were guaranteed to be correct
by itself [44,45]. For a simple instance, one may want to upgrade an encryp-
tion/decryption module with a new algorithm to prevent a security vulnerability
just revealed. Dynamically replacing the old module with the new version could
leave some of the tokens encrypted with the old algorithm to be decrypted by
the new algorithm. This kind of problems would not happen at all if the update
were carried out offline.

The second risk is that a naive solution to the above problem, which simply
blocks all parts of the system that might be affected during the update, would
introduce significant disruption to the service of the running system and diminish
the benefits of dynamic update.

To strike a reasonable balance between system consistency and update disrup-
tion without introducing significant complexity for developers/administrators is
far from trivial. Quiescence [44] and Tranquility [46] are two major existing pro-
posals. Unfortunately, with the quiescence approach the disruption of dynamic
update could still be too high; and with the tranquility approach global consis-
tency of the system could still be compromised.

We proposed a new approach, named Version-Consistency, which ensures that
distributed transactions be served as if they were operating either entirely on the
old version or entirely on the new version, despite possible dynamic update that
may happen meanwhile [6]. This approach provides better timeliness and lower
disruption of dynamic update than Quiescence without sacrificing global system
consistency. In addition to this component-level approach, we also developed a
code-level dynamic update supporting system named Javelus [7]. It can support
the dynamic update of Java programs running on industry-strength JVMs.

3.5 Towards an Integral Solution

To support the development, deployment, execution and adaptation of Internet-
ware applications, and especially to help manage the environment and adaptation
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risks, we have developed a set of tools and systems collectively branded with the
name ARTEMIS. Among them, corresponding to the aforementioned four kinds of
risks, there are

– MIPA the tool for distributed predicate detection,
– CABOT the middleware for context inconsistency detection and resolution,
– ADAM the framework re-synchronizing faultily adapted system to the current

environment, and
– ConUp the support system for consistent and low-disruptive dynamic update.

Returning to the scenario discussed in §2.3, one can thus manage its contained
risks with the support of our ARTEMIS platform. For example, MIPA evaluates
global contextual predicates over partially ordered contextual events, which elim-
inates the risks of faulty interpretation of surrounding traffic conditions due to
temporal disorder. CABOT deploys an efficient partial constraint checking engine
to detect inconsistencies from location, obstacle and traffic condition contexts
and resolve them automatically. ADAM identifies collision avoidance faults in
context-aware adaptation, and recovers the vehicle from runtime adaptation er-
rors. ConUp realizes dynamic upgrading of software on the vehicles in a seamless
and safe way.

4 Summary

In this paper, we discussed the management of environment and adaptation risks
for the Internetware paradigm. In particular, we studied the identification and
controlling of temporal disorder and context inconsistency risks in the percep-
tion of environment changes, as well as faulty adaptation and dynamic update
risks in the adaptation to perceived environment changes. We showed that man-
aging these risks is important and necessary for guaranteeing functional and
non-functional qualities for Internetware applications.
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A solid software engineering paradigm must be built upon not only practical
technology but also formal theory. In our work, we have exploited some formal
models and mathematical tools to support the management of environment and
adaptation risks. However they are used in a somewhat ad hoc manner. We plan
to investigate some unified formal theory to help manage the risks and build
high quality Internetware systems, following the style of the seminal work by
Professor Jifeng He [47,48].

Acknowledgements. The authors would like to thank Xianping Tao, Chun
Cao, Hao Hu and Ping Yu for their contributions to the development of the In-
ternetware paradigm at the Institute of Computer Software, Nanjing University.
We also like to thank the anonymous reviewer for his constructive comments
and suggestions.

References

1. Yang, F., Lü, J., Mei, H.: Some discussion on the development of software technol-
ogy. Acta Eletronica Sinica 26(9), 1104–1115 (2003)

2. Lü, J., Ma, X., Huang, Y., Cao, C., Xu, F.: Internetware: a shift of software
paradigm. In: Proceedings of the First Asia-Pacific Symposium on Internetware,
Internetware 2009, pp. 7:1–7:9. ACM, New York (2009)

3. Mei, H., Huang, G., Xie, T.: Internetware: A software paradigm for internet com-
puting. Computer 45(6), 26–31 (2012)

4. Huang, Y., Yang, Y., Cao, J., Ma, X., Tao, X., Lu, J.: Runtime detection of the
concurrency property in asynchronous pervasive computing environments. IEEE
Transactions on Parallel and Distributed Systems 23(4), 744–750 (2012)

5. Yang, Y., Huang, Y., Cao, J., Ma, X., Lu, J.: Formal specification and runtime de-
tection of dynamic properties in asynchronous pervasive computing environments.
IEEE Trans. Parallel Distrib. Syst. (accepted in August 2012)

6. Ma, X., Baresi, L., Ghezzi, C., Panzica La Manna, V., Lu, J.: Version-consistent
dynamic reconfiguration of component-based distributed systems. In: Proceedings
of the 19th ACM SIGSOFT Symposium and the 13th European Conference on
Foundations of Software Engineering, ESEC/FSE 2011, pp. 245–255. ACM, New
York (2011)

7. Gu, T., Cao, C., Xu, C., Ma, X., Zhang, L., Lu, J.: Javelus: A low disruptive
approach to dynamic software update. In: Proceedings of the 19th Asia-Pacific
Software Engineering Conference, APSEC 2012, pp. 527–536 (2012)

8. Xu, C., Cheung, S., Ma, X., Cao, C., Lu, J.: Adam: Identifying defects in context-
aware adaptation. Journal of Systems and Software 85(12), 2812–2828 (2012)

9. Xu, C., Cheung, S.C., Chan, W.K., Ye, C.: Partial constraint checking for context
consistency in pervasive computing. ACM Trans. Softw. Eng. Methodol. 19(3),
1–61 (2010)

10. Brooks Jr., F.P.: No silver bullet essence and accidents of software engineering.
Computer 20(4), 10–19 (1987)

11. Booch, G.: Object Oriented Analysis & Design with Application. Pearson Educa-
tion India (2006)

12. Lü, J., Ma, X., Tao, X., Cao, C., Huang, Y., Yu, P.: On environment-driven software
model for Internetware. Science in China Series F: Information Sciences 51(6), 683–
721 (2008)



Managing Environment and Adaptation Risks for the Internetware Paradigm 283

13. Ma, X., Cheung, S., Cao, C., Xu, F., Lu, J.: Towards a dependable software
paradigm for service-oriented computing. In: Zhang, L.J., Paul, R., Dong, J. (eds.)
High Assurance Services Computing, pp. 163–192. Springer US (2009)

14. Lü, J., Ma, X., Tao, X., Huang, Y., Xu, C.: Explicit environmental constructs for
Internetware. Science Sinica Informationis 43(1), 1–23 (2013) (in Chinese)

15. Liu, Y., Xu, C., Cheung, S.: Afchecker: Effective model checking for context-aware
adaptive applications. Journal of Systems and Software 86(3), 854–867 (2013)

16. Sama, M., Elbaum, S., Raimondi, F., Rosenblum, D.S., Wang, Z.: Context-aware
adaptive applications: Fault patterns and their automated identification. IEEE
Transactions on Software Engineering 36, 644–661 (2010)

17. Cailliau, A., van Lamsweerde, A.: A probabilistic framework for goal-oriented risk
analysis. In: Proceedings of the 2012 IEEE 20th International Requirements Engi-
neering Conference, RE 2012, pp. 201–210. IEEE Computer Society, Washington,
DC (2012)

18. Ishimatsu, T., Leveson, N., Thomas, J., et al.: Modeling and hazard analysis using
stpa. In: Proceedings of the Conference of the International Association for the
Advancement of Space Safety, pp. 1–10 (2010)

19. Guizzo, E.: How Google’s self-driving car works, http://spectrum.ieee.org/
automaton/robotics/artificial-intelligence/
how-google-self-driving-car-works (last accessed in March 2013)

20. Huang, Y., Ma, X., Tao, X., Cao, J., Lu, J.: A probabilistic approach to consistency
checking for pervasive context. In: Proc. IEEE/IFIP International Conference on
Embedded and Ubiquitous Computing, EUC 2008, Shanghai, China, pp. 387–393
(December 2008)

21. Dey, A.: Providing architectural support for building context-aware applications.
PhD thesis, Georgia Institute of Technology (2000)

22. Corbett, J.C., Dean, J., Epstein, M., Fikes, A., Frost, C., Furman, J.J., Ghemawat,
S., Gubarev, A., Heiser, C., Hochschild, P., Hsieh, W., Kanthak, S., Kogan, E., Li,
H., Lloyd, A., Melnik, S., Mwaura, D., Nagle, D., Quinlan, S., Rao, R., Rolig, L.,
Saito, Y., Szymaniak, M., Taylor, C., Wang, R., Woodford, D.: Spanner: Google’s
globally-distributed database. In: Proceedings of the 10th USENIX conference on
Operating Systems Design and Implementation, OSDI 2012, pp. 251–264. USENIX
Association, Berkeley (2012)

23. Xu, C., Cheung, S.C.: Inconsistency detection and resolution for context-aware mid-
dleware support. In:Proc.ACMSIGSOFTInternational SymposiumonFoundations
of Software Engineering, FSE 2005, Lisbon, Portugal, pp. 336–345 (September 2005)

24. Malan, D., Fulford-Jones, T., Welsh, M., Moulton, S.: Codeblue: An ad hoc sensor
network infrastructure for emergency medical care. In: Proc. Mobisys Workshop
on Applications of Mobile Embedded Systems, Boston, MA, USA, pp. 12–14 (June
2004)

25. Ranganathan, A., Campbell, R., Ravi, A., Mahajan, A.: Conchat: a context-aware
chat program. IEEE Pervasive Computing 1(3), 51–57 (2002)

26. Capra, L., Emmerich, W., Mascolo, C.: Carisma: Context-aware reflective mid-
dleware system for mobile applications. IEEE Transactions on Software Engineer-
ing 29(10), 929–945 (2003)

27. Julien, C., Roman, G.C.: Egospaces: Facilitating rapid development of context-
aware mobile applications. IEEE Transactions on Software Engineering 32(5), 281–
298 (2006)

28. Murphy, A.L., Picco, G.P., Roman, G.C.: Lime: A coordination model and middle-
ware supporting mobility of hosts and agents. ACM Trans. on Software Engineering
and Methodology 15(3), 279–328 (2006)

http://spectrum.ieee.org/automaton/robotics/artificial-intelligence/how-google-self-driving-car-works
http://spectrum.ieee.org/automaton/robotics/artificial-intelligence/how-google-self-driving-car-works
http://spectrum.ieee.org/automaton/robotics/artificial-intelligence/how-google-self-driving-car-works


284 J. Lü et al.

29. Ranganathan, A., Campbell, R.H.: An infrastructure for context-awareness based
on first order logic. Personal Ubiquitous Comput. 7, 353–364 (2003)

30. Reiss, S.: Incremental maintenance of software artifacts. IEEE Transactions on
Software Engineering 32(9), 682–697 (2006)

31. Tarr, P., Clarke, L.: Consistency management for complex applications. In: Pro-
ceedings of the 20th International Conference on Software Engineering, pp. 230–239
(1998)

32. ARGOUML, http://argouml.tigris.org/ (last accessed in March 2013)
33. Blanc, X., Mounier, I., Mougenot, A., Mens, T.: Detecting model inconsistency

through operation-based model construction. In: ACM/IEEE 30th International
Conference on Software Engineering, ICSE 2008, pp. 511–520 (2008)

34. Nentwich, C., Capra, L., Emmerich, W., Finkelstein, A.: xlinkit: a consistency
checking and smart link generation service. ACM Trans. on Internet Technol-
ogy 2(2), 151–185 (2002)

35. Xu, C., Cheung, S.C., Chan, W.K.: Incremental consistency checking for pervasive
context. In: Proc. International Conference on Software Engineering, ICSE 2006,
Shanghai, China, pp. 292–301 (May 2006)

36. Locale, http://www.twofortyfouram.com/ (last accessed in March 2013)
37. Setting Profiles, http://www.probeez.com/ (last accessed in March 2013)
38. Tasker, http://tasker.dinglisch.net/ (last accessed in March 2013)
39. Xu, C., Cheung, S.C., Chan, W.K., Ye, C.: On impact-oriented automatic resolu-

tion of pervasive context inconsistency. In: Proceedings of the 6th Joint Meeting of
the European Software Engineering Conference and the ACM SIGSOFT Sympo-
sium on The Foundations of Software Engineering, ESEC-FSE 2007, pp. 569–572.
ACM, New York (2007)

40. Xu, C., Ma, X., Cao, C., Lu, J.: Minimizing the side effect of context inconsistency
resolution for ubiquitous computing. In: Puiatti, A., Gu, T. (eds.) MobiQuitous
2011. LNICST, vol. 104, pp. 285–297. Springer, Heidelberg (2012)

41. Sama, M., Rosenblum, D.S., Wang, Z., Elbaum, S.: Multi-layer faults in the archi-
tectures of mobile, context-aware adaptive applications. Journal of Systems and
Software 83(6), 906–914 (2010)

42. Xu, C., Cheung, S.C., Ma, X., Cao, C., Lu, J.: Dynamic fault detection in context-
aware adaptation. In: Proceedings of the Fourth Asia-Pacific Symposium on Inter-
netware, Internetware 2012, pp. 1:1–1:10. ACM (2012)

43. Zhang, L., Xu, C., Ma, X., Gu, T., Hong, X., Cao, C., Lu, J.: Resynchronizing
model-based self-adaptive systems with environments. In: Proceedings of the 19th
Asia-Pacific Software Engineering Conference, APSEC 2012, pp. 184–193 (Decem-
ber 2012)

44. Kramer, J., Magee, J.: The evolving philosophers problem: Dynamic change man-
agement. IEEE Transactions on Software Engineering 16(11), 1293–1306 (1990)

45. Gupta, D., Jalote, P., Barua, G.: A formal framework for on-line software version
change. IEEE Transactions on Software Engineering 22(2), 120–131 (1996)

46. Vandewoude, Y., Ebraert, P., Berbers, Y., D’Hondt, T.: Tranquility: A low disrup-
tive alternative to quiescence for ensuring safe dynamic updates. IEEE Transac-
tions on Software Engineering 33(12), 856–868 (2007)

47. He, J., Li, X., Liu, Z.: Component-based software engineering. In: Van Hung, D.,
Wirsing, M. (eds.) ICTAC 2005. LNCS, vol. 3722, pp. 70–95. Springer, Heidelberg
(2005)

48. Hoare, C.A.R., He, J.: Unifying theories of programming. Prentice Hall (1998)

http://argouml.tigris.org/
http://www.twofortyfouram.com/
http://www.probeez.com/
http://tasker.dinglisch.net/

	Managing Environment and Adaptation Risksfor the Internetware Paradigm
	1 Introduction
	2 Environment-Driven Internetware Model and Its Risks
	2.1 Environment-Driven Architecture for Internetware
	2.2 Identifying Risks
	2.3 An Illustrating Scenario

	3 Managing Risks
	3.1 Temporal Disorder Risk
	3.2 Context Inconsistency Risk
	3.3 Faulty Adaptation Risk
	3.4 Dynamic Update Risk
	3.5 Towards an Integral Solution

	4 Summary
	References




